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Summary

Over the last decade, electricity markets have been experiencing rapid de-
regulation and reorganisation. The aim of these liberalisations is to enable
a competitive market structure where prices are no longer controlled by reg-
ulators but determined by the free interaction between supply and demand.
The prices resulting from these trading activities have properties that differ
considerably from those of other financial assets or even of other commodities.
Namely, electricity spot prices exhibit strong seasonal patterns, show extreme
spikes and display mean-reverting behaviour. This is caused particularly by the
fact that electricity is consumed immediately upon production and cannot be
stored efficiently for use at a later point in time.

To cope with the uncertainties in the electricity spot prices, power exchanges
have also established the trade of forwards and futures. These contracts are
characterised by a fixed delivery price, a certain delivery period and a predefined
amount of delivery. Contrary to electricity, these instruments are storable, can
be held in a portfolio and show features similar to other commodities. They
can be considered as the basic tradable assets which provide the necessary
information for risk management and hedging tasks.

The goal of this work is to formulate a joint model for spot and futures
prices. Therefore, we first analyse the behaviour of electricity prices observed
at the European Energy Exchange (EEX). Based on the insights gained, we
present a general multi-factor affine diffusion model combined with a finite q-



xiv Summary

state Markov regime-switching process which incorporates the stylized features
of both spot and futures prices. The model is estimated using a maximum
likelihood approach. For this purpose, the model is brought into state space
form on which the Kalman/Kim filter techniques to evaluate the likelihood
function can be applied.

We further develop regression models in order to quantify the seasonal pat-
terns inherent in electricity prices. Their results are used within the price model,
but they also build the basis for the construction of an hourly price forward
curve. An hourly price forward curve indicates the current price for a future
electricity delivery. These prices take into account the seasonal structures of
spot prices and are consistent, which means arbitrage-free, with the observed
market prices of standard products that provide an energy delivery over longer
periods.

Finally, the models’ performance is illustrated comparing historical and
model implied price characteristics.



Zusammenfassung

Die Entwicklung der Elektrizitätsmärkte wird in den letzten Jahren stark
durch Deregulierungen und Umstrukturierungen geprägt. Ein vorrangiges Ziel
dieses Liberalisierungsprozesses ist die Bildung von Wettbewerbsmärkten, an
denen die Preise nicht mehr von Regulierungsbehörden festgesetzt, sondern
durch das freie Zusammenspiel von Angebot und Nachfrage gebildet wer-
den. Die Eigenschaften dieser Preise unterscheiden sich deutlich von jenen
anderer Finanzprodukte, insbesondere auch von jenen anderer Commodi-
ties. Spot-Strompreise zeigen starke saisonale Muster, extreme Ausschläge
und bewegen sich um ein Gleichgewicht (Mean Reversion). Diese Eigenschaf-
ten werden hauptsächlich dadurch verursacht, dass Strom unmittelbar nach
der Produktion verbraucht werden muss, da nur sehr beschränkt effiziente
Speichermöglichkeiten bestehen.

Um die enormen Unsicherheiten der Spot-Strompreis zu bewältigen, haben
Elektrizitätsbörsen zustätzlich den Handel von Terminkontrakten eingeführt.
Diese Instrumente liefern eine bestimmte Menge an Strom über einen bestimm-
ten Zeitraum zu einem fixierten Preis. Im Gegensatz zum Strom können sie in
einem Portfolio gehalten werden und weisen ähnliche Charakteristika wie Ter-
minkontrakte anderer Commodities auf. Futures und Forwards können daher
als die Basisprodukte im Strommarkt betrachtet werden, welche die nötigen
Preisinformationen für das Risikomanagement reflektieren.



xvi Zusammenfassung

Ziel der vorliegenden Arbeit ist es, die Spot- und Futures-Strompreise mittels
eines gemeinsamen Modells adäquat zu beschreiben. Dazu werden die histo-
rischen Preise, welche an der European Energy Exchange (EEX) beobachtet
wurden, analysiert und deren typischen Charakteristika identifiziert. Auf Ba-
sis dieser Erkenntnisse wird ein Mehr-Faktor-Modell formuliert. Das Modell
stammt aus der Klasse der Affinen Diffusionsmodelle und wird mit einem
Markov Regime-Switching Prozess kombiniert, welcher die enormen Preisaus-
schläge in den Spotpreisen gut abzubilden vermag. Zur Parameterschätzung
wird ein Maximum-Likelihood-Ansatz verwendet. Dazu wird das Modell in die
Zustandsraumform überführt und anschliessend mit Hilfe des Kalman- bzw.
Kim-Filters die Likelihood der Beobachtungen ermittelt.

Zur Quantifizierung der saisonalen Muster der Strompreise werden Regres-
sions-Modelle benutzt. Deren Ergebnisse fliessen einerseits in das Preismodell
ein, anderseits bilden sie die Basis für die Konstruktion einer stündlichen
Preisforwardkurve. Die Preisforwardkurve gibt den heutigen Preis für eine zu-
künftige Stromlieferung an. Diese Preisangaben berücksichtigen die saisonalen
Strukturen der Spotpreise und sind konsistent, das heisst arbitragefrei, zu den
beobachteten Marktpreisen für Standardprodukte, welche Strom über einen
längeren Zeitraum liefern.

Schliesslich wird die Qualität der Modellierung anhand eines Vergleiches
historischer mit modellimpliziten Preiseigenschaften überprüft.



Chapter 1

Introduction

Electricity markets are experiencing rapid deregulation and reorganisation. In
many countries, electricity prices are no longer controlled by regulators but
more and more determined by trading activities at power exchanges. These
prices result from the free interaction between supply and demand and show
very distinctive features, mainly caused by the non-storable nature of elec-
tricity. In particular, the lack of storing opportunities makes prices sensitive to
demand and supply imbalances which cannot be smoothed using inventories. As
a result, spot prices exhibit strong seasonal patterns, show extreme spikes and
display mean-reverting behaviour. Over all, the stochastic properties deviate
significantly from those of standard financial instruments.

In the course of deregulation, markets for financial contracts on electricity
have emerged and have gained importance. In these markets, forward and fu-
tures contracts with delivery over a certain time period can be considered as
the basic tradable assets. They provide the necessary information for risk man-
agement and hedging tasks. Contrary to the spot market, these instruments
are storable and show similar features to other financial assets.

Hence, when modelling electricity prices, one is actually confronted with two
markets which show rather different characteristics. It is thus not surprising
that research on electricity markets can roughly be divided into two approaches:
One focused on the spot market and one focused on the futures market. Spot
market models suitably capture the stylised properties of spot prices by in-
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corporating jumps, regime switches or stochastic volatilities. Based on the spot
prices specification, the prices and dynamics of futures contracts can be derived
using no-arbitrage principles. But the validity of the resulting futures models is
rarely assessed and, generally, the implied forward volatility term structure de-
creases too rapidly.1 Moreover, the implied dynamics are often too complicated
to provide suitable derivative pricing formulas. An overview of these models
can be found in Eydeland & Wolyniec (2003), Geman (2005), Bunn &

Karakatsani (2003) or Escribano, Pena, & Villaplana (2002).
With regard to the futures market, there is significantly less literature avail-

able. One of the few statistical works has been published by Koekebakker

& Ollmar (2005), who perform a principal component analysis (PCA) on
the Nordic market to reveal the inherent volatility structure. They show that
a two-factor model explains 75% of the variation in the data. The remaining
variance is specific to each maturity. Benth & Koekebakker (2005) and
Börger (2006) investigate the Nordic and the German futures market, re-
spectively. They both show that the futures volatility decreases with increasing
time to maturity and with the length of the delivery period. The stochastic
models starting from the futures prices generally match these characteristics of
the volatility term structure. But they have the disadvantage that the implied
spot price models provide a poor approximation to the observed spot price
behaviour.

However, taking the view of risk management, it is essential to apply a model
which takes into account the special features inherent in both spot and futures
markets. Only a joint model ensures a consistent evaluation of structured elec-
tricity derivatives with an underlying spot and futures market such as swing
options or power plants. A model which coherently models spot and forward
prices is also required for the management of portfolios containing different
electricity contracts or for the assessment of hedging strategies. Literature that
deals with such joint models is very rare. The approaches proposed by Kare-

sen & Husby (2002), Huber & Krca (2004) or Culot, Goffin, Lawford,

de Merten, & Smeers (2006) take into account both markets.
The main purpose of this work is to develop a tractable arbitrage-free model

of electricity spot and futures prices, which is flexible enough to fit the styl-
ised features identified in the empirical analysis of historical price data. The
structure of the work is as follows:

• Chapter 2 investigates the behaviour of electricity prices observed at the
European Energy Exchange (EEX). The goal is to identify the distinct

1See Culot, Goffin, Lawford, de Merten, & Smeers (2006).
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characteristics which an electricity price model should reproduce. Besides
the analysis of the spot prices, a focus is set on the EEX futures market
which has not yet been investigated in detail. In particular, a PCA is
performed to identify the risk factors.

• Chapter 3 examines how forward contracts for tradable financial assets
are priced using the cash-and-carry arbitrage concept and how this pricing
approach can be adjusted for the pricing of commodities by introducing
storage costs and convenience yield. Further, we point out the limits of
the cash-and-carry arbitrage concept when pricing assets which are not
tradable or storable. We then introduce the martingale pricing approach
which is used to price futures on electricity.

• Chapter 4 describes the general affine diffusion model in continuous time
for spot and futures prices as proposed by Manoliu & Tompaidis

(2002). This basis model is then extended. In the jump-diffusion mod-
el, Poisson jumps with Gaussian distributed jump sizes are added. In the
regime-switching model, as suggested by Culot, Goffin, Lawford, de

Merten, & Smeers (2006), the basis diffusion model is combined with a
Markov regime-switching process. All proposed models fit into the affine
jump-diffusion framework and yield closed-form solutions for electricity
futures.

• In Chapter 5 we introduce the Kalman filter and the Kim filter, an ex-
tension of the Kalman filter, which allows us to include regime switches.
It is shown how these filter techniques can be combined with the maxi-
mum likelihood method in order to estimate the unknown parameters of
the price models. We elaborate the state space formulation for the three
models whereby we take into account the distinctive feature of forward
contracts guaranteeing delivery over a period rather than at a future point
in time.

• In Chapter 6 we propose a seasonality model which explains the seasonal
patterns observed in electricity prices with the help of exogenous variables
as temperature and calender days. On the one hand, this seasonality
model is part of the price models. On the other hand, it is combined with
current market prices of futures contracts in order to construct an hourly
price forward curve (HPFC). The HPFC approximates the theoretical
continuous price forward curve and provides the basis for the valuation
of non-standard contracts. The approach used for its construction was
introduced by Fleten & Lemming (2003).
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• Chapter 7 presents the empirical results for the seasonality model. Regu-
lar patterns within a day, a week and a year are identified. We illustrate
the step from the seasonality forecast towards an arbitrage-free HPFC.

• In Chapter 8 we discuss the empirical results of different model speci-
fications. An extensive comparison of the model implied and historical
properties of spot and futures prices is provided.

• Chapter 9 summarises the results obtained and concludes.



Chapter 2

EEX Data Analysis

In this work we analyse the price behaviour of electricity for the German mar-
ket. Data quoted at the European Energy Exchange (EEX) are used. The EEX
is Germany’s energy exchange and thereby one of the biggest power exchanges
in Continental Europe. It emerged in 2002 from a merger of the Leipzig Power
Exchange (LPX) and the original European Energy Exchange in Frankfurt.
Now it is located in Leipzig. Initially both exchanges had started with spot
trading for physical contracts. These spot markets are day-ahead markets where
electricity delivered on the next day is traded. The trading of financial futures
contracts was introduced in 2001.

2.1 EEX Spot Market

The EEX spot market offers two different trading platforms, closed auc-
tion trading and continuous trading. In continuous trading, it is immediately
checked whether incoming offers can be matched. Prices and volumes of every
single offer are published and available to all market participants. The tradable
contracts in continuous trading are two different block contracts called base
and peak. A base contract delivers electricity during all 24 hours the next day
whereas the delivery hours of a peak contract are from 8 a.m. to 8 p.m.
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In the auction bidding, hourly contracts as well as different block contracts
are traded. Contrary to continuous trading, the individual offers are not known
to the market participants. It is a hidden auction, where all bids are collected
and aggregated in order to determine the price. Around 99% of the spot market
transactions were conducted over the daily auction mechanism in 2006. Hence,
we focus on this platform in the following considerations.

The closed auction trading at the EEX is called a bilateral auction bidding as
both supply and demand contribute to the price determination. The bids can
be made for hourly power contracts at units of 0.1 MW starting from 0.1 MW
an hour. It is also possible to trade a number of connected hours, which is called
a block. The offers can be divided into two groups: Price-dependent and price-
independent offers. Making a price-dependent offer, one indicates price-volume
combinations at which one would like to buy or sell electricity. One can make
a price-independent offer if one wishes to buy or sell a certain volume at any
price. Trading days are the weekdays Monday to Friday, excluding statutory
public holidays. Electricity deliveries for Saturday to Monday are traded on
Friday.

In order to determine the price of an hourly power contract, the supply and
demand curves of all participants are aggregated to a single supply and a single
demand curve. The intersection between those two curves then represents the
balance between sale and purchase bids and determines the market clearing
price (MCP). The average of all 24 hourly MCP’s is published as the Phelix1

base whereas the average of the hours 8 a.m. to 8 p.m. determines the peak
Phelix.

Due to the grid-boundedness of electricity, two further steps are neces-
sary after the determination of Germans MCP’s. The clearing prices for each
transmission system operator (TSO) area must be calculated and, if possi-
ble, balanced. To achieve this, the individual supply and demand offers, which
are all related to a certain TSO-area, are aggregated only per TSO-area.
Occurring price differences between bid areas are levelled by introducing price-
independent offers into bid areas, where the price is higher than the MCP and
by moving price-independent demands to bid areas, where the area price is
lower. As long as no transmission capacities are reached when executing these
transactions, all bid areas end up with the German MCP’s. Otherwise, no per-
fect price alignment can be reached and, as a consequence, there will be different
prices in the bid areas.

1Physical Electricity Index.
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Table 2.1 shows a brief description of the closed auction trading process. For
a detailed discussion, we refer to European Energy Exchange (2005a) and
Meibom et al. (2003).

Table 2.1: The trading process of the EEX spot price auction.

Time Activity

Day before transaction The transmission system operators inform about

at 2.30 p.m. capacities or possible constraints between the bid

areas on their web page.

Trading day until noon Entering, deleting, changing and retrieving of orders.

12.00 to 12.15 p.m. Pricing - The market data is published on the inter-

net until 12.15 p.m. All market participants are

informed about traded volumes and prices.

12.15 to 12.45 p.m. Time to raise objections against errors which fall

within the responsibility of the EEX.

From 12.45 p.m. Trade administration -

Transfer of binding electronic trade confirmations.

2.2 Qualitative Analysis of EEX Spot Prices

In this section the main characteristics of electricity spot prices are illustrated
and discussed. Figures 2.1 and 2.2 plot the historical daily spot prices and
log returns observed at the EEX from January 1, 2001 to April 30, 2007. In
Figure 2.3 a sample of hourly electricity prices occurred from July 1, 2005 to
July 10, 2005 is given. Figure 2.4 shows the average weekday prices in January
and August for workdays, Saturdays and Sundays. Figure 2.5 finally plots the
weekly average prices for the years 2001 to 2006.

2.2.1 Seasonal Patterns

EEX spot prices show different kinds of seasonal patterns as they exhibit cy-
clical patterns during the day, during the week and the year. Their seasonal
behaviour is one of the most complicated ones among all commodities. It is pre-
dominantly caused by the almost inelastic, at least in the short-term, demand
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Figure 2.1: Daily spot prices observed at the EEX between
January 2001 and April 2007.

for electricity, which by itself shows pronounced patterns caused by economic
and business activities. Combined with the lack of efficient storing opportu-
nities for electricity, which prevents intertemporal smoothing of the demand
by holding storages, various cyclical patterns of behaviour occur. They are
analysed in detail in Chapter 6 where an hourly price forward curve is con-
structed. At this point, we only illustrate at which level seasonal patterns have
to be taken into account.

Figures 2.3 and 2.4 illustrate the typical hourly evolution of the prices. Within
a time span of 24 hours, prices increase and decrease with a distinct hourly
pattern. The price behaviour clearly follows the electricity demand. Prices start
to increase at around 5 p.m. when people wake up and start to work, and they
decrease after 8 a.m. when work and household activities are over. The intra-day
behaviour shows obvious differences between the different seasons. In winter
there are two price peaks during a day, one at noon and one around 7 p.m,
whereas in summer there is only one peak at noon. One can also observe that
intra-day patterns differ between weekdays. The weekend patterns in particular
diverge distinctively from the workday patterns.

The seasonal behaviour over a year, plotted in Figure 2.5, is not as obvious as
one might expect. During some years, the highest weekly average prices occur
in winter whereas in other years summer prices are the highest.
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Figure 2.2: Daily spot price log returns observed at the EEX
between January 2001 and April 2007.

2.2.2 Mean Reversion

Electricity prices as plotted in Figure 2.1 exhibit quite large jumps but are
always pulled back to a long-term mean. This phenomenon is widely observed
in commodity markets and known as mean reversion. Commodity prices gene-
rally gravitate around the cost of production.2 In the long run, these costs are
more or less stable but disturbed by factors like good/bad harvests, high/low
consumption rates or over-/underproduction. In electricity markets, such de-
viations can for instance be caused by weather conditions in the short run
(temperature, sunshine duration) as well as in the medium run (amount of
rain- or snowfall). In the long run, possible shifts in demand can push prices up
because the additional demand can only be covered by running more expensive
electricity production facilities. But higher prices also influence the demand
side by making consumers switch to alternative energy sources, which has a
balancing effect.

2Compare Geman (2005).
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Figure 2.3: A sample of hourly electricity prices observed at
the EEX between July 01, 2005 and July 10, 2005.

2.2.3 Jumps and Volatility

Considering the graph in Figure 2.1, another typical feature of electricity prices
is identifiable, namely jumps. A more accurate expression for jumps in electric-
ity prices might be spikes because the price, once jumped up, does not stay at
the high level but comes back to the normal level within a few hours or days.
This spiking behaviour is an effect of both the non-storability and the grid-
boundedness. Power plant breakdowns or grid blackouts can make the demand
approach or even exceed the available supply which leads to enormous prices.
As soon as the capacity is available again, the prices revert to their normal
level.

Apart from jumps, the uncertainty in electricity prices has another distinc-
tiveness. Spot prices show huge volatilities. The annualised historical volatility
of daily log returns, where only workdays are included, is about 470%. Fig-
ure 2.6 shows the rolling volatility of the last 160 daily price log returns. The
evolution is dominated by the jumps. We therefore extract the jumps applying
a numerical algorithm proposed by Clewlow & Strickland (2000) which
filters jumps. Returns with absolute values greater than three times the stan-
dard deviation of the series at that specific iteration are identified as jumps
and extracted. On the next iteration the standard deviation of the new series
is calculated and the returns higher than three times this new standard de-
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Figure 2.4: Average hourly spot prices observed at the EEX
in January (2001-2007) and August (2001-2006), respectively.
The averages are built separately for workdays, Saturdays and
Sundays.

viation are again filtered. This procedure is repeated until no further jumps
are identified. The rolling volatility of the filtered log return series is much less
volatile.

2.3 Descriptive Analysis of EEX Spot Prices

In the last section we have identified the main characteristics of electricity
prices by simple eye inspection. In this section we use econometric methods to
verify our conclusions. The analysis of seasonal effects is postponed and will be
carried out in Chapter 6 in detail.

2.3.1 Distributional Characteristics

To start with, we report in Table 2.2 the statistics of electricity prices P , the
change in electricity prices dP , the logarithm of electricity prices lnP and the
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Figure 2.5: Average weekly spot prices observed at the EEX
for the years 2001 to 2006.

log returns3 of electricity prices d lnP . All statistics are calculated for daily ob-
servations from January 1, 2001 to April 30, 2007. Only prices for the weekdays
Monday to Friday are included. Holidays are not considered.

Table 2.2: Descriptive statistics of daily spot prices (workdays)
observed at EEX between January 2001 and April 2007.

Mean Med. Min. Max. Std. Skew. Kurt.

P 35.72 31.33 3.12 301.54 19.40 4.27 40.99

dP 0.02 −0.21 −191.22 203.78 15.21 1.46 72.01

ln P 3.47 3.44 1.14 5.71 0.44 0.16 5.39

d ln P 0.00 −0.01 −1.96 2.37 0.30 0.45 10.49

The mean spot price in this period is 35.72 EUR/MWh with a minimum
of 3.12 EUR/MWh and a maximum of 301.54 EUR/MWh. The prices exhibit
an upward trend of 0.02 EUR/MWh per day. Both prices and log prices are

3In the remainder of this work, we refer with returns always to log returns.
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Figure 2.6: Annualised rolling volatility of the lagged 160 daily
spot price log returns (workdays) observed at the EEX between
January 2001 and April 2007.

positively skewed and feature a high kurtosis. The standard deviations are
high, too. The mean of the log returns is 0.001 with a minimum of −1.96 and a
maximum of 2.37. They are also positively skewed and have a high kurtosis. The
standard deviation is 0.30, which corresponds to a yearly volatility of 470%.

Figure 2.7 shows a normality test for the price changes and the returns.
The quantiles of a normal distribution are plotted against the quantiles of the
historical distribution of the price changes and the returns, respectively. If the
historical data come from a normal distribution the data points should fall
approximately along the dashed reference line. Both show large departure from
the normal distribution at the tails. The results of the Jarque-Bera test in Table
2.3 support the quantile plot. The null hypothesis of a normal distribution must
clearly be rejected. When testing the series where jumps are filtered using the
algorithm described in the previous section, the Jarque-Bera statistics decrease,
but the hypothesis of normal distribution must still be rejected.

Beside jumps, another reason for the deviation from the (log-)normality
assumption can be a stochastic volatility.4 To identify which of these effects
dominates in electricity prices, we can use the insights of Das & Sundaram

4See Das & Sundaram (1999).
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Figure 2.7: Normal probability test for daily price changes and
returns (workdays) observed at the EEX between January 2001
and April 2007. If the historical data come from a normal dis-
tribution, the data points should fall approximately along the
dashed reference line.

Table 2.3: Jarque-Bera tests for daily spot prices (workdays)
observed at the EEX between January 2001 and April 2007.

JB-statistic Prob.

dP 336,958 0.001

d ln P 4,023 0.001

dP (filtered) 28.98 0.001

d ln P (filtered) 18.46 0.001

(1999) and Das (2002), who showed that one way to differentiate jumps from
stochastic volatility is by having a closer look at the returns term structure
of kurtosis and of skewness. These term structures indicate the evolution of
the moments when the time period between two observation dates increases.
Das & Sundaram (1999) showed that for jump models the conditional excess
kurtosis of returns as well as the conditional skewness is both decreasing with
growing interval time h. Excess kurtosis and skewness start at a very high level
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and decline monotonically towards the Gaussian levels. For stochastic volatility
models, on the contrary, the term structure of kurtosis and of skewness increase
with the sampling interval for a while and then drop back to the Gaussian level
when the sampling interval becomes long. Figure 2.8 shows the term structure
of kurtosis and skewness for the returns of workday spot prices. The length h
between the observed returns varies between one and 260 days. When h > 1,
the data set yields more than one intervalled time series, namely h, over which
the average is taken. The term structure of kurtosis is clearly decreasing in h,
which indicates that jumps exist. The term structure of skewness is first in-
creasing and then decreasing in h, which rather points at stochastic volatility.
Thus no definite conclusion can be made as for which of these two features
dominates. However, combining the insights we get from the rolling volatility,
where filtering of the jumps leads to a much stabler volatility, we focus in the
following on the modelling of jumps rather than on stochastic volatility.
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Figure 2.8: Term structure of excess kurtosis and skewness for
spot price returns (workdays) observed at the EEX between Jan-
uary 2001 and April 2007. h indicates the time interval between
two consecutive observations used to determine the moments.
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2.3.2 Temporal Characteristics

While the distributional characteristics of electricity spot prices such as the
deviation from the normal distribution are also observable in a similar way for
other assets, the temporal properties are quite unique and worth to be analysed
in more detail. Figure 2.9 plots the autocorrelation function for daily returns.
A strong level of autocorrelation is evident. The lag of days between highly
correlated returns reveals the nature of seasonality. In Figure 2.9 we see that
every seventh return is highly correlated, indicating an intra-week seasonality.5

Using hourly data, intra-day patterns can be observed, too. These patterns
contrast clearly with the one of equity prices, which are generally assumed
to be largely unpredictable. That means that they do not show any regular
patterns and their autocorrelation function is assumed to be constant at zero.
Deseasonalising the returns, the autocorrelation is no longer so pronounced but
still identifiable.6
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Figure 2.9: Autocorrelation function for daily spot price re-
turns (original and deseasonalised) observed at the EEX between
January 2001 and April 2007.

5For an explanation of this interpretation, we refer to Pindyck & Rubinfeld (1991).

6There are several ways of deseasonalising the data. We use the seasonality shape
constructed in Chapter 6.
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In the previous section we have stated that commodity prices are generally
assumed to be mean-reverting, which implies that deseasonalised prices are
stationary. To verify this presumption, we can perform unit root tests, which
investigate time series on non-stationarity.7 The most commonly used test to
examine the existence of a unit root is the augmented Dickey & Fuller

(1979) test (ADF). This procedure tests the null hypothesis, the presence of a
unit root, by estimating the regression

pt = α+ βt+ γpt−1 + ǫt ,

where pt denotes the price or its natural logarithm depending on the distribu-
tion assumption. If |γ| ≥ 1, pt is a non-stationary series, and the variance of pt
increases with time and approaches infinity. If |γ| < 1, pt is a (trend-)stationary
series. Thus, the hypothesis of (trend-)stationarity can be evaluated by testing
whether the absolute value of γ is strictly less than one. The unit root tests ge-
nerally test the null hypothesis γ = 1 against the one-sided alternative |γ| < 1.
A convenient reformulation is

∆pt = α+ βt+ γ∗pt−1 + ǫt ,

where γ∗ = γ−1. The new null hypothesis is then γ∗ = 0. The test can be eval-
uated using the conventional t-statistic. However, Dickey & Fuller (1979)
showed that under the null hypothesis of a unit root, this statistic does not
follow the conventional Student’s t-distribution, and they derived asymptotic
results and simulated critical values for various tests and sample sizes. Further,
the simple Dickey-Fuller unit root test described above is valid only if the se-
ries pt is an AR(1) process. If the series is correlated at higher order lags, the
assumption of white noise disturbances ǫ is violated. The ADF-test constructs
a parametric correction for higher-order correlation by assuming that the se-
ries follows an AR(k) process and by adding k lagged difference terms of the
dependent variable pt to the right-hand side of the test regression. Phillips and
Perron (PP, Phillips (1987)) propose an alternative method of controlling for
serial correlation when testing for a unit root. The PP method estimates the
non-augmented DF test equation and modifies the t-statistic of the coefficient
in such a way that serial correlation does not affect the asymptotic distribution
of the test statistic.

We apply both the ADF test and the PP test on the deseasonalised spot prices
and the log spot prices. Both tests reject the null hypothesis of non-stationarity

7See Campbell, Lo, & MacKinlay (1997) for further details. For more sophisticated
tests on mean reversion, we refer to Irwin, Zulauf, & Jackson (1996) or Pindyck (1999).
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at the 1% level; see Table 2.4. These results support the presumption that there
is some sort of mean reversion in the electricity spot prices.

Table 2.4: Augmented Dickey-Fuller and Phillips-Perron test
statistics and the according probabilities for deseasonalised daily
prices and log prices (workdays) observed at the EEX between
January 2001 and April 2007.

ADF-statistic Prob. PP-statistic Prob.

P −6.72 < 0.01 −7.01 < 0.01

ln P −5.86 < 0.01 −5.84 < 0.01

An additional objective of this section is to form an idea if a price model
for electricity spot prices should rather be based on the assumption that prices
or log prices are normally distributed when ignoring the fat tails. The existing
literature does not give a clear answer. There are models both modelling the
spot prices as well as the logarithm of the spot prices as normally distributed.8

The descriptive statistics in Table 2.2 do not allow a definite decision wheth-
er the normality assumption is more appropriate for prices or for log prices,
either. We therefore have a look at the relationship between prices and vari-
ances. Figure 2.10 plots the 30-day rolling average prices versus the variance of
the corresponding 30-day electricity prices. Using a log-log scale, we see that
this plot exhibits an upward trend. It becomes evident that the volatility of
electricity prices is high when the prices are high and vice versa. We therefore
recommend to start with a model of normally distributed log prices, which is
then extended for jumps. Thus, electricity prices are lognormally distributed
under the initial assumption, which has further the advantage that no negative
prices can occur.

We conclude from this preliminary analysis of the data that any modelling
effort should take into account the following characteristics of the spot price
series:

1. Seasonal effects (daily, weekly, yearly);

2. Mean reversion;

3. Spikes, deviations from normal distribution;

4. Huge volatility.

8For an overview concerning the distribution of electricity prices, see Villaplana (2004).
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Figure 2.10: Log-log scale scatter plot of the 30-day rolling
average of spot prices (weekdays) observed at the EEX between
January 2001 and April 2007 and their corresponding variance.

2.4 EEX Futures Market

The futures market at the EEX started in spring 2001. Financial futures on base
and peak block contracts were traded at the beginning. In 2004 option trading
on base and peak futures contracts was introduced and since 2005 futures with
physical settlement have been traded, too. The goal of the EEX futures market
is to support the risk management of the market participants and to provide
information for electricity producers, municipal utilities, industrial customers,
brokers, banks and financial service providers. For the analysis in this work, we
focus on financial futures for the reason of the longer data availability and the
higher liquidity.

Futures are standardised forward transactions. They are defined by a specific
delivery period, a load profile, a specific quantity and the place of delivery.
Tradable delivery periods at the EEX are the current delivery month, the next
six months, the next seven quarters and the next six years.9 The contracts are
divided into two load types, base- and peakload. Baseload includes the delivery
days from Monday to Sunday for all 24 hours. The delivery period of a peakload

9Up to 2003, only futures contracts for the next three years could be traded.
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contract covers delivery from Monday to Friday, including national holidays,
for the hours from 8.00 a.m. to 8.00 p.m. The contract volume denotes the
quantity of electricity of a power delivery which underlies the futures contract.
It corresponds to the product of the rate of delivery × delivery days × delivery
hours/day. The rate of delivery for all futures contracts amounts to 1 MW.

Futures contracts traded at the EEX are daily settled in cash so that prof-
it and losses are implemented on a daily basis.10 At the end of the trading
day, each futures position is evaluated by means of the settlement price which
has been established, and buyer and seller of the futures pay each other the
difference to the value of the previous day, called variation margin. Once the
yearly and quarterly futures contracts transit into the delivery period, there
is no physical delivery. Yearly and quarterly futures are fulfilled by cascading,
which means that longer term contracts are automatically replaced by contracts
with the next shorter term on the last day of trading. Hence, in the case of a
yearly contract, upon its maturity it is replaced by positions with an equivalent
value of the monthly futures for January, February and March as well as with
an equivalent value for the quarterly futures of the second, third and fourth
quarter. These delivery periods taken together correspond exactly to the deliv-
ery year. Upon maturity of a quarterly futures, the position is replaced with
positions with an equivalent value in the accordant monthly futures.

The only futures that are fulfilled by a final cash settlement are the monthly
ones. However, due to the fact that the delivery takes place during a whole
month, the spot price is not known for any hour of the delivery period when the
futures comes into delivery. The contract cannot be finally settled at this time.
The EEX has therefore implemented an ex-post settling, which means that
the current monthly contract can still be traded during the delivery period.
Buyer and seller settle the contract as in the pre-delivery period by paying
the variation margin daily. The variation margin is still determined by the
difference between two consecutive settlement prices. On the last trading day,
the payment flow also results from the difference between the final settlement
price and the settlement price of the penultimate trading day. However, the
final settlement price now differs from all the previous daily settlement prices
since it is defined as the daily weighted average of the Phelix base or Phelix
peak spot prices for the delivery month. Thus, the final settlement price is the
price at which the power supply was realised for the respective month and load
type on the EEX spot auction market.

10Compare European Energy Exchange (2005b) for a detailed description of the EEX
futures trading platform.
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2.5 Qualitative Analysis of EEX Futures Prices

For the analysis of the EEX futures market, we use futures prices from January
2, 2003 to April 30, 2007. We analyse 178 contracts within this period: The
monthly futures from February 2003 to September 2007, the quarterly futures
from April 2003 to October 2008 and the yearly futures from January 2004 to
January 2013 for base and peak load, respectively.

Figure 2.11 shows the data set. Each curve corresponds to one product. In
Figure 2.12 the returns are plotted. All products have been shifted an arbitrary
distance in the vertical direction to avoid overlap. The weekly evolution of the
futures curves over the whole observation period is plotted in Figure 2.13. To
receive a unique futures curve per day, we remove contracts with long delivery
periods which are completely overlapped by contracts with shorter delivery
periods. In addition, only base products are considered.
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Figure 2.11: Daily futures prices of the 89 base futures con-
tracts traded at the EEX between January 2003 and April
2007.

What can be been seen from these figures is that all products are strongly
correlated and that the general price level of futures prices has been increasing
in the last four years. Moreover, it can be observed that volatility for monthly
products is higher than for yearly products and that it is in tendency increasing
with decreasing time to maturity. This feature is consistent with the supposed
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Trading date

Figure 2.12: Daily futures price returns of the 89 base fu-
tures contracts traded at the EEX between January 2003 and
April 2007. Each return series is shifted by an arbitrary distan-
ce in such a manner that at the top there are the returns of
the monthly products followed by the quarterly and the yearly
contracts.

mean-reverting characteristic of spot prices and will be analysed in more detail
in the next section. Figure 2.12 further reveals that futures price returns do
not exhibit such extreme jumps as spot returns do. But a few periods can be
identified where volatility is higher than in the other periods.

Considering the evolution of the whole futures curve in Figure 2.13, a seasonal
pattern is observable in the maturity structure at the short end of the futures
curve. No such pattern occurs at the long end since only contracts with delivery
periods of one year are traded.

In order to further analyse the features of the futures prices, we next construct
so-called synthetic time series. These synthetic futures price series are defined
by a certain delivery period (DP) and a certain time to delivery (TTD). That
means the monthly (DP = M) one-month-ahead (TTD = 1) series M1, for
example, always contains the prices of the next-to-delivery monthly contract:
In January 2003 this series contains the price of the monthly futures February,
in February it consists of the monthly futures March and so on. Analogously, we
define two-, three-, and up to six-month-ahead monthly synthetics, one-, two-,
and up to seven-quarter-ahead quarterly synthetics as well as one-, two- and
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Figure 2.13: Surface plots of weekly futures curves for each of
the years in our sample.

three-year-ahead yearly synthetics. A problem which occurs when constructing
these synthetics is that at the changes of products large jumps in the time
series arise. They are caused by the fact that the mean for products with
different delivery periods is generally not the same. We therefore deseasonalise
the futures prices.11

Figure 2.14 plots the spot price as well as the synthetic futures prices for four
maturities. It is obvious that the spot is much more erratic than the M1 series,
and the M1 series is still more volatile than the quarterly and yearly product.
The fluctuations decrease substantially with increasing TTD . Moreover, it can
be observed that the short-term prices vary around the long-term prices, which
again indicates some sort of mean reversion.

Figure 2.15 plots the synthetic Q1 vs. Q5, Q2 vs. Q6, Q3 vs. Q7 as well Y1
together with Y2 and Y3. The DP of the contracts compared are thus always

11To deseasonalise the prices, we use the seasonality shape constructed in Chapter 6.
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Figure 2.14: Weekly evolution of the deseasonalised spot prices
and synthetic futures prices with a TTD of one month, of two
quarters and of one and two years.

related to the same season and no seasonal effects must be considered. Hence,
the relationship directly indicates whether the market has been in contango or
in backwardation.12 The plots show that the market changes between contango
and backwardation periods. In 2003 and 2004, contracts with a longer TTD

were more expensive whereas in 2005 and 2006, the EEX futures market was
rather in backwardation. In 2007 it again changed to a contango situation.

2.6 Descriptive Analysis of EEX Futures Prices

Futures contracts on electricity are characterised by the starting date of the
delivery period, by the length of the delivery period and by the quality of
the delivery hours. Further, the information about the time when the price
observation is made can offer some insights into seasonal patterns. Tables 2.5
to 2.7 provide a detailed composition of the descriptive statistics for the futures

12Contango is used to describe the relation F (t, T1) < F (t, T2) when T1 < T2, whereas
backwardation describes the situation where F (t, T1) > F (t, T2).
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Figure 2.15: The plots show weekly synthetic futures prices
whereby the DP within a panel is related to the same season.

prices sorted according to different criteria. The contracts considered are the
same as in the previous section.13

Table 2.5: Descriptive statistics of futures prices. The full sam-
ple consists of daily settlement prices on financial contracts listed
at the EEX in the period January 2003 until April 2007. The
contracts are quoted in EUR/MWh. The columns DP and TTD

are average delivery period and average time to delivery.

Nobs. Mean Med. Min. Max. Std. DP TTD

All 42,497 50.06 47.85 20.24 145.90 17.04 147 440

Base 21,248 40.85 38.20 20.24 78.30 11.57 147 440

Peak 21,249 59.27 55.33 30.04 145.90 16.64 147 440

First, we consider the whole sample, which contains 42,497 observations. The
mean delivery period DP is 147 days and the mean time to delivery TTD is 440

13We have adopted the structure of the analysis done by Benth & Koekebakker (2005)
for the Nordic market.
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days. The mean price is 50.06 EUR/MWh, while the minimum price is 20.24
EUR/MWh and the maximum price is 145.90 EUR/MWh. Compared to the
minimal and maximal spot prices (3.12 EUR/MWh, 301.54 EUR/MWh), the
price span is remarkably smaller. The standard deviation over all contracts is
17.04 EUR/MWh compared to 19.40 EUR/MWh for the spot. The median is
lower than the mean indicating a positive skewness. A comparison of the peak
products with the base products shows that the peak prices are higher and
more volatile.

In Tables 2.6 and 2.7, we sort the data for the base and peak contracts, re-
spectively, in different subsamples according to the length of the DP , the TTD

and the season when delivery takes place. Regarding the DP we distinguish
between monthly, quarterly and yearly products. To analyse the effect of the
TTD , we build five subsamples with TTD of less than two months, TTD be-
tween two and six months, TTD between six months and one year, between one
and two years and a class for contracts with TTD longer than two years. Note
that for the last subsample the respective trading volumes are rather small.

Table 2.6: Descriptive statistics of base futures prices.

Nobs. Mean Med. Min. Max. Std. DP TTD

Sub-samples sorted according to DP

Month 7,621 40.15 36.66 20.24 78.30 12.64 30 78

Quarter 7,638 40.23 37.23 22.15 71.60 11.68 91 321

Year 5,989 42.52 39.58 24.25 60.35 9.67 365 1052

Sub-samples sorted according to TTD

[0, 2 m) 4,049 39.88 35.39 20.24 78.30 12.71 54 19

[2, 6 m) 6,213 40.48 37.86 20.80 74.71 12.25 64 122

[6, 12 m) 2,797 40.15 36.20 22.76 70.63 11.52 148 275

[1, 2 y) 4,382 40.17 37.20 22.45 68.65 11.16 160 517

[2 y, >) 3,807 43.75 41.18 24.85 60.30 8.86 365 1439

Sub-samples sorted according to the season of delivery

Q1 3,739 45.10 39.09 24.02 78.30 13.77 60 197

Q2 3,909 35.47 32.41 20.24 58.53 9.20 60 194

Q3 3,878 37.68 33.89 21.52 76.95 10.65 61 200

Q4 3,733 42.83 37.23 25.62 72.50 12.15 62 207



2.6. Descriptive Analysis of EEX Futures Prices 27

Table 2.7: Descriptive statistics of peak futures prices.

Nobs. Mean Med. Min. Max. Std. DP TTD

Sub-samples sorted according to DP

Month 7,620 57.53 52.65 30.04 145.90 18.40 30 78

Quarter 7,640 58.54 52.76 33.55 108.00 16.72 91 322

Year 5,989 62.41 58.80 36.38 87.54 13.45 365 1052

Sub-samples sorted according to TTD

[0, 2 m) 4,034 56.80 50.69 30.04 145.90 19.00 54 20

[2, 6 m) 6,214 58.50 53.60 30.68 112.00 17.43 64 122

[6, 12 m) 2,810 58.53 51.42 34.88 101.23 16.40 147 274

[1, 2 y) 4,384 58.67 52.87 33.55 101.17 15.94 160 517

[2 y, >) 3,807 64.39 59.50 37.03 85.50 11.95 365 1439

Sub-samples sorted according to the season of delivery

Q1 3,739 64.94 56.65 31.85 122.80 20.33 60 197

Q2 3,908 50.70 47.50 30.04 81.86 12.26 60 195

Q3 3,878 55.21 49.49 33.00 145.90 15.52 61 200

Q4 3,735 61.74 53.50 36.60 114.00 17.80 63 207

We can observe for both load qualities that the standard deviation is higher
the shorter the DP as well as TTD is. However, it is difficult to separate these
effects since contracts with short DP have shorter trading periods, which results
in a shorter TTD and vice versa. The contracts with the longest TTD are on
average more expensive, but, as seen in Figure 2.15, this relationship is not
constant over time. The relative spread between base and peak prices increases
slightly with increasing TTD from 42.5% to 47%.

In the last panel, we split the data into samples which differ by the season
in which delivery takes place. Omitting the yearly contracts, we assign the
monthly and quarterly contracts to either the first, the second, the third or
the fourth quarter. The relation of the means indicates that there is a seasonal
pattern in the futures curve. For both base and peak products, the prices are
the highest in the first and the lowest in the second quarter. The base–peak
spread varies between 43% in the second and 46.5% in the third quarter.

Additional to the statistics for the prices, we also summarise the character-
istics of the returns. Descriptive statistics are given in Tables 2.8 to 2.10. The
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average daily return for base and peak futures are 0.0004 and 0.0003, which
translates into average yearly returns of 10% and 6%, respectively. The average
standard deviation is 0.015, which implies a yearly volatility of 24%. It is slight-
ly higher for the peak products than for the base contracts. As for the prices,
the estimates for the standard deviations show an inverse relationship between
DP and TTD on the one hand and volatility on the other. This relationship
supports our suggestion of mean reversion in the spot prices. Futures prices
with a short TTD react more intensively to changes in the spot prices, whereas
the contracts with a longer TTD show only a small reaction since, due to the
mean reversion characteristics, a price reversal is expected.

The last panel sorts the data according to the seasons. However, contrary
to the price statistics, the differentiation is made by the observation date and
not by the time of delivery. We calculated these statistics to get an indication
whether volatility exhibits a seasonal pattern. For base products, the highest
standard deviation occurs in the first quarter, for peak products in the third
quarter. The lowest standard deviation can be observed in the forth quarter for
both qualities.

Table 2.8: Descriptive statistics of futures price returns.

Nobs. Mean Med. Min. Max. Std. DP TTD

All 42,319 0.0003 0.0003 −0.38 0.42 0.015 147 440

Base 21,159 0.0004 0.0003 −0.29 0.42 0.014 147 440

Peak 21,160 0.0003 0.0001 −0.38 0.34 0.015 147 440

To illustrate the inverse relationship between DP/TTD and volatility, we
plot in Figure 2.16 the volatility as a function of TTD . The term structure of
volatility is determined in the following way. For contracts with a DP of one
month, we build six subsamples covering the prices of contracts with a TTD

between one day to one month, between one to two months, between two to
three months, and so on up to a TTD between five to six months. Then, in
order to avoid an overestimation of the volatility caused by seasonal effects, the
volatility for each time series within such a subsample is calculated separately.
In the last step, we evaluate the average for the single volatilities, which is
eventually plotted. The procedure for contracts with a DP of a quarter is
similar, but we take seven subsamples which cover contracts with TTD between
one day and three months, between three months and six months, and so on.
For the yearly contracts, three subsamples are used: One for contracts with
TTD shorter than one year, one for contracts with TTD between one and two
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Table 2.9: Descriptive statistics of base futures price returns.

Nobs. Mean Med. Min. Max. Std. DP TTD

Sub-samples sorted according to DP

Month 7,565 0.0000 0.0000 −0.29 0.42 0.019 30 77

Quarter 7,615 0.0007 0.0007 −0.08 0.10 0.011 91 321

Year 5,979 0.0006 0.0004 −0.07 0.09 0.008 365 1051

Sub-samples sorted according to TTD

[0, 2 m) 8,079 −0.0008 −0.0009 −0.38 0.42 0.026 54 19

[2, 6 m) 12,367 0.0005 0.0004 −0.10 0.12 0.012 64 122

[6, 12 m) 5,549 0.0008 0.0007 −0.08 0.10 0.010 149 275

[1, 2 y) 8,726 0.0007 0.0006 −0.08 0.08 0.008 160 516

[2 y, >) 7,598 0.0005 0.0000 −0.06 0.07 0.006 365 1438

Sub-samples sorted according to observation date

Q1 6,108 −0.0003 0.0000 −0.18 0.42 0.015 147 473

Q2 5,026 0.0014 0.0011 −0.15 0.12 0.014 145 440

Q3 5,047 0.0003 0.0004 −0.29 0.27 0.014 144 411

Q4 4,978 0.0004 0.0000 −0.11 0.10 0.012 152 428

years, and one for contracts with TTD between two and three years. Only
futures prices of base quality are included. The volatility curves are decreasing
in TTD . Monthly and quarterly products exhibit a higher volatility than the
yearly futures. This pattern is frequently observed for commodities and known
as Samuelson (1965) hypothesis or time-to-maturity effect.

2.7 Factor Analysis

2.7.1 Principal Component Analysis

With regard to the complex contract structures traded in the electricity market
like swing options or virtual power plants, which can often only be evaluated
numerically, we are interested in a price model as sparse as possible. Our aim is
to identify the structure within the different futures prices and to determine a
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Table 2.10: Descriptive statistics of peak futures price returns.

Nobs. Mean Med. Min. Max. Std. DP TTD

Sub-samples sorted according to DP

Month 7,564 −0.0003 −0.0002 −0.38 0.34 0.023 30 77

Quarter 7,617 0.0006 0.0005 −0.15 0.13 0.011 91 321

Year 5,979 0.0005 0.0000 −0.06 0.06 0.007 365 1051

Sub-samples sorted according to TTD

[0, 2 m) 4,032 −0.0010 −0.0011 −0.38 0.34 0.029 54 20

[2, 6 m) 6,189 0.0005 0.0003 −0.09 0.12 0.012 64 122

[6, 12 m) 2,776 0.0008 0.0007 −0.07 0.07 0.010 149 275

[1, 2 y) 4,364 0.0007 0.0004 −0.07 0.06 0.008 160 516

[2 y, >) 3,799 0.0004 0.0000 −0.05 0.06 0.006 365 1438

Sub-samples sorted according to observation date

Q1 6,110 −0.0010 −0.0002 −0.19 0.33 0.016 147 473

Q2 5,026 0.0020 0.0012 −0.23 0.15 0.014 145 440

Q3 5,046 0.0000 0.0000 −0.38 0.34 0.018 144 411

Q4 4,978 0.0002 0.0000 −0.14 0.16 0.014 152 429

few factors which explain the total variation in the data as precisely as possible.
Therefore, we perform a principal component analysis (PCA).

A PCA is mathematically defined as an orthogonal linear transformation that
transforms the data to a new coordinate system such that the greatest variance
by any projection of the data comes to lie on the first coordinate (called the first
principal component), the second greatest variance on the second coordinate,
and so on. It is used for dimensionality reduction in a data set by retaining
those characteristics of the data set that contribute most to its variance, by
keeping the first few principal components and ignoring higher-order ones.

For our analysis, we use the sixteen synthetic futures prices with daily ob-
servation intervals and build the according returns. The jumps which occur at
the time points when the product changes are eliminated since these jumps
are a technical problem and not caused by prices behaviour. Furthermore, we
eliminate outliers which deviate by more than 3.5 standard deviations from the
mean. To avoid a domination of the first principal component by the input var-
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Figure 2.16: Annualised volatilities of daily synthetic futures
price returns.

iable with the greatest volatility, we normalise the returns before the analysis.
The used data matrix X has size N ×M where N = 951 denotes the number
of returns per synthetic series and M = 16 the number of included time series.
The corresponding sample correlation matrix of dimension M ×M is denoted
by Φ, whereas the covariance matrix of the non-normalised data is Θ.

Performing the PCA returns M uncorrelated factors zi of size N × 1, Z =
(z1 z2 . . . zM ), called the principal components of X, each component being a
simple linear combination of the original normalised returns

zi = Xpi .

The weights pi of size M × 1, P = (p1 p2 . . . pM ), in these linear combinations
are determined using an orthogonal decomposition of the correlation matrix

Φ = PΛP ′ .

Λ is a diagonal matrix with diagonal elements λ11, λ22, . . . , λMM , the eigen-
values of Φ, and P is an orthogonal matrix of order M whose i-th column is
the eigenvector corresponding to λii. For the sample covariance of the principal
components follows

Var[Z] = P ′ΦP = P ′PΛP ′P = Λ ,
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because PP ′ = P ′P = I, where I is the identity matrix. Hence, the principal
components are uncorrelated and the variance of the i-th component zi is λii.

14

The principal components are of convention ordered according to the size of
eigenvalue so that λ11 > λ22 > . . . > λMM . The first principal component, the
one corresponding to the largest eigenvalue, explains most of the variation. To
explain all the variation in X, all M principal components are needed. How-
ever, in a highly correlated system, the largest eigenvalue will be much larger
than the rest and only the first K < M principal components are required to
represent the original variables to a fairly high degree of accuracy. Unfortu-
nately, there is no solid statistical criterion as for how many factors should be
used to approximate the theoretical covariance well enough. Hair, Andersen,

Tatham, & Black (1992) discuss three possible criteria which we will apply
to our data:

1. Eigenvalue criterion: Only eigenvalues greater than one are considered.

2. Scree test criterion: A graphical method where the eigenvalues are plotted
as a diminishing series and where the position of relatively sharp breaks
in the series determines the number of factors.

3. Percentage of variance criterion: Additional factors are added until the

cumulative percentage of the variance explained,
PK

i=1
λii

P

M
i=1

λii
, reaches a

prespecified level.

We conduct the PCA twice, once including only the sixteen synthetic futures
returns and once including also the deseasonalised spot returns. Table 2.11
shows the correlation matrix Φ. Considering only the futures returns, it exhibits
the typical behaviour known from interest rates: Correlations tend to decrease
with the spread in the TTD . They vary between 0.46 and 0.85. The correlations
with the spot prices are very low, lying between 0.14 and 0.23.

The results of the PCA’s are shown in Tables 2.12 and 2.13. We note that
a one-factor model is able to explain 71% of the variation in the futures data.
Adding a second factor allows us to explain 79%. Further factors then increase
the proportion of explained variation only by very small steps and more than
ten factors are needed to explain 95% of the variation in the data. The ei-
genvalue and scree test criteria, see Figure 2.17, both recommend a two-factor
model. Hence, we get similar results as Koekebakker & Ollmar (2005), who
conduct a PCA for the Nordic electricity futures market. They found that the
variance in the term structure movements common to all maturities represents

14See for example Hair, Andersen, Tatham, & Black (1992) for a detailed description
of the PCA.
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Table 2.11: Correlation matrix Φ of the spot and the synthetic
futures price returns.

S M1 M2 M3 M4 M5 M6 Q1 Q2

S 1.00 0.23 0.20 0.16 0.15 0.15 0.19 0.17 0.14

M1 1.00 0.83 0.74 0.68 0.62 0.59 0.75 0.61

M2 1.00 0.85 0.79 0.73 0.68 0.81 0.70

M3 1.00 0.84 0.77 0.70 0.86 0.74

M4 1.00 0.78 0.73 0.82 0.78

M5 1.00 0.74 0.76 0.78

M6 1.00 0.70 0.75

Q1 1.00 0.79

Q2 1.00

Q3 Q4 Q5 Q6 Q7 Y1 Y2 Y3

S 0.19 0.18 0.15 0.17 0.14 0.19 0.14 0.15

M1 0.57 0.58 0.53 0.52 0.51 0.60 0.50 0.46

M2 0.64 0.63 0.59 0.58 0.57 0.68 0.57 0.52

M3 0.68 0.70 0.63 0.57 0.59 0.72 0.62 0.58

M4 0.69 0.70 0.65 0.61 0.60 0.73 0.65 0.57

M5 0.68 0.64 0.61 0.58 0.59 0.69 0.60 0.57

M6 0.65 0.64 0.59 0.59 0.57 0.69 0.58 0.54

Q1 0.71 0.72 0.69 0.62 0.64 0.76 0.66 0.61

Q2 0.79 0.73 0.71 0.68 0.65 0.78 0.71 0.62

Q3 1.00 0.77 0.72 0.70 0.68 0.83 0.75 0.66

Q4 1.00 0.78 0.75 0.71 0.88 0.80 0.71

Q5 1.00 0.78 0.69 0.83 0.78 0.71

Q6 1.00 0.76 0.79 0.78 0.68

Q7 1.00 0.74 0.75 0.70

Y1 1.00 0.83 0.74

Y2 1.00 0.82

Y3 1.00

75% of the total variance. The rest of the variance is specific to each maturity.
This large proportion of specific variation seems to be a unique feature of the
electricity markets.

Taking also spot prices into the analysis, the results confirm what the correla-
tion matrix has already shown: The spot dynamics are driven by an additional
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factor, which is hardly linked to the futures dynamic. In order to explain a
similar proportion of the variation as for the pure futures data, a third factor
is needed leading to 80% variation explained. Applying the scree test there is
no clear answer. The eigenvalue test points to a three-factor model.

Table 2.12: Results of the PCA on futures price returns without
and including spot price returns. The table reports the individ-
ual contribution (Ind.) of each factor (F) of the total variance
and the cumulative effect (Cum.) of adding an additional factor.
The third column further indicates the eigenvalue (EV) of each
factor.

Futures Futures & Spot

Factor Ind. Cum. EV Ind. Cum. EV

F1 70.67 70.67 11.31 66.77 66.77 11.35

F2 8.36 79.04 1.34 7.90 74.68 1.34

F3 3.32 82.35 0.53 5.69 80.37 0.97

F4 2.41 84.76 0.39 3.09 83.46 0.53

F5 2.30 87.06 0.37 2.26 85.72 0.38

F6 1.87 88.93 0.30 2.16 87.88 0.37

F7 1.80 90.73 0.29 1.75 89.63 0.30

F8 1.61 92.34 0.26 1.66 91.28 0.28

F9 1.29 93.63 0.21 1.51 92.80 0.26

F10 1.27 94.89 0.20 1.21 94.01 0.21

F11 1.08 95.98 0.17 1.19 95.20 0.20

F12 0.99 96.96 0.16 1.02 96.22 0.17

F13 0.90 97.86 0.14 0.93 97.15 0.16

F14 0.83 98.69 0.13 0.84 97.99 0.14

F15 0.72 99.41 0.12 0.78 98.77 0.13

F16 0.59 100.00 0.09 0.68 99.45 0.12

F17 0.55 100.00 0.09

Given the insight that depending on the data set a two- or three-factor model,
respectively, is needed to explain the variations with a certain accuracy, let us
now take a closer look at the volatility dynamics of the first three factors and
plot the annualised empirical volatility functions

σ̂i(t,TTDm) =
√

λiipmi
√

Θmm

√
250 .

In order to avoid overlapping, only the volatilities for the following maturities
are plotted: (Spot), M1, M2, M3, M4, M5, M6, Q3, Q4, Y2 and Y3. The upper
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Figure 2.17: Eigenvalues sorted according to their size. The
scree test proposes to take into account those factors whose ei-
genvalues occur at the left-hand to a sharp break in the series.
Considering only futures data two or three factors should be in-
cluded whereas for a model describing spot and futures data the
scree test suggests two or four factors.

panel in Figure 2.18 shows the results without spot returns and the lower panel
with spot returns, respectively.

The historical volatility falls rapidly with TTD and stabilises after approxi-
mately half a year. The volatility function of the first factor is positive for all
maturities, shifting all futures prices in the same direction. The movements cau-
sed by this factor are much bigger in the short than in the long end. The second
factor drives short and long maturities in opposite directions. Similarly as in
interest term structure models, the first and second factors can be interpreted
as shifting and tilting factors. They are of almost the same form, independent
whether spot prices are included or not; see also Table 2.13. The third factor,
on the other hand, shows significant differences. In case the sample contains
only futures contracts, it can be interpreted as a humping factor which influ-
ences the short and long maturities in the opposite direction of the medium
maturities. Including spot prices, this humping factor is only the fourth. With
the third factor, we have actually a spot factor which predominantly influences
spot returns.
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Figure 2.18: The three and four first volatility functions, re-
spectively, and the overall volatility. The volatility functions
in the upper panel are computed using only futures data, the
volatility functions in the lower panel are computed using ad-
ditionally spot data. The functions are annualised. To avoid
overlapping only the volatilities of the contracts (Spot), M1,
M2, M3, M4, M5, M6, Q3, Q4, Y2 and Y3 are displayed.

In order to get an alternative interpretation of the factors, we rotate the
loadings of the first three and four factors, respectively, according to the
Varimax-criterion.15 Figure 2.19 displays the results. The first factor now loads
the long maturities in particular and the second loads the short maturities.
The previously humping factor only influences the medium maturities but with
significantly lower values. Including the spot returns, the third factor exclusive-
ly influences on spot returns. Given these results, we conclude that a futures
price model should at least contain two factors, one describing the short end
of the forward curve and a second one describing the long end. An additional
factor which predominantly drives the spot returns should be included when
modelling also the spot prices.

15Varimax criterion: The factors are rotated in the space in such way that the variance of
the squared loadings per factor is maximised. See for example Krzanowski (1988).
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Table 2.13: Results of the PCA of futures price returns without
and including spot price returns. The table reports the histor-
ical volatility of each contract (Hist.) as well as the volatility
functions of the three and four first factors, respectively.

Futures Futures & Spot

Contract Hist. F1 F2 F3 F1 F2 F3 F4

S 2.77 0.60 −0.39 2.66 −0.20

M1 0.41 0.30 −0.17 0.16 0.30 −0.17 0.02 0.16

M2 0.30 0.25 −0.12 0.07 0.25 −0.12 −0.01 0.07

M3 0.26 0.22 −0.09 0.02 0.22 −0.09 −0.02 0.02

M4 0.21 0.18 −0.06 −0.02 0.18 −0.06 −0.02 −0.01

M5 0.18 0.15 −0.05 −0.05 0.15 −0.04 −0.02 −0.05

M6 0.17 0.14 −0.03 −0.06 0.14 −0.03 0.00 −0.06

Q1 0.24 −0.22 0.06 −0.02 0.22 −0.06 −0.01 0.02

Q2 0.19 −0.16 0.01 0.05 0.16 −0.01 −0.02 −0.05

Q3 0.16 0.13 0.02 −0.02 0.13 0.02 0.00 −0.02

Q4 0.17 0.15 0.04 0.00 0.15 0.04 0.00 0.00

Q5 0.14 −0.12 −0.04 −0.01 0.12 0.04 0.00 0.01

Q6 0.13 −0.11 −0.04 −0.01 0.11 0.04 0.01 0.01

Q7 0.13 −0.10 −0.04 −0.01 0.10 0.04 0.00 0.01

Y1 0.15 −0.14 −0.03 0.00 0.14 0.03 0.00 0.00

Y2 0.12 0.11 0.05 0.01 0.11 0.05 0.00 0.01

Y3 0.09 0.07 0.03 0.01 0.07 0.03 0.00 0.01

These results are in line with the findings of Pilipovic (1997) and later
Koekebakker & Ollmar (2005). They argue that electricity has due to
the lack of storage opportunities a split personality. Short-term futures prices
are driven by the capacities currently available while long-term futures prices
exhibit the behaviour of futures potential energy. This interpretation can be
illustrated with the following example16: Assume that a government makes a
final decision to phase out their nuclear electricity production. In three years
from now, they start cutting the production which lowers future supply signifi-
cantly. As a result, futures prices with more than three years maturity increase.
In case storage is possible, producers would hold back production, and specu-
lators would build up inventories in order to profit from the anticipated rise in
electricity prices. As a reaction, current demand increases and supply becomes

16See Koekebakker & Ollmar (2005).
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Figure 2.19: The three and four first volatility functions, re-
spectively, using the rotated factors. The volatility functions
in the upper panel are computed using only futures data, the
volatility functions in the lower panel are computed using ad-
ditionally spot data. The functions are annualised. To avoid
overlapping only the volatilities of the contracts (Spot), M1,
M2, M3, M4, M5, M6, Q3, Q4, Y2 and Y3 are displayed.

scarce, which also makes spot and short-term prices increase. However, since
electricity cannot be stored economically, this reaction will not run in electric-
ity markets, and futures prices with maturities before the phase out will not
react to this new information.

2.7.2 O-GARCH Model

In Figure 2.12 we have identified some periods where volatilities are higher than
in others. To better assess the significance of these volatility changes, we esti-
mate an orthogonal GARCH model (O-GARCH) which was first introduced by
Alexander & Chibumba (1996).17 Using O-GARCH models, one estimates
the univariate GARCH volatilities of the first few principal components of a

17See also Alexander (2001) for a detailed description.
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system of risk factors whereat the conditional variance at time t is defined as

σ2
t = ω + αǫ2t−1 + βσ2

t−1 ,

with ω > 0, and α, β > 0. The coefficient α measures the intensity of the
reaction of volatility to yesterday’s unexpected squared returns ǫ2t−1, and the
coefficient β measures the persistence in volatility. The long-term average level
of variance is given by ω

1−α−β .
Using the results from the PCA performed in the previous section, we can

estimate the GARCH(1,1) model for the first two principal components zi, i =
1, 2. The parameter estimates are reported in Table 2.14 for the futures data
set and in Table 2.15 for the data set including the spot returns.

Table 2.14: Estimation output of the GARCH(1,1) model for
the first and second principal component using the futures data
set.

1st principal component 2nd principal component

Coefficient t-statistic Coefficient t-statistic

ω 0.13 2.05 0.03 4.29

α 0.13 5.45 0.83 50.36

β 0.87 37.66 0.17 8.86

Table 2.15: Estimation output of the GARCH(1,1) model for
the first and second principal component using the futures data
set including spot returns.

1st principal component 2nd principal component

Coefficient t-statistic Coefficient t-statistic

ω 0.13 2.04 0.03 4.01

α 0.13 5.42 0.17 8.29

β 0.87 37.75 0.83 46.22

For both data sets, the ARCH coefficient α as well as the GARCH coefficient
β are significant. However, in contrast to other markets18, the significance of the

18Compare for example the analysis for NYMEX sweet crude oil and for UK zero coupon
yields by Alexander (2001).
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GARCH parameters is not that pronounced, and the simplifying assumption
of constant volatilities is widely used in energy modelling. See for example
the important contributions of Pilipovic (1997), Schwartz & Smith (2000),
Manoliu & Tompaidis (2002) and recently Culot, Goffin, Lawford, de

Merten, & Smeers (2006), who all work with homoscedastic volatility. In the
remainder of this work, we follow them but remain aware of the fact that in
view of risk management and hedging tasks a further analysis of the evolution
of volatility would be of great interest.19

2.8 Market Efficiency in the EEX Futures Market

In Chapter 4 we will make the assumption that futures markets do not of-
fer arbitrage opportunities. For the time being, we investigate whether this
assumption is supported by the data or not.

The efficient market hypothesis states that a market is efficient if the price of
a financial asset fully reflects all available information. That means that prices
adjust to new information without delay and in such a way that no arbitrage
opportunities exist, which would allow investors to achieve above-average re-
turns without accepting above-average risk.20 Thus, to test if a market is free
of arbitrage opportunities, the tests developed to analyse the market efficiency
can be applied. We use serial correlation and unit root tests to try the weak-
form efficiency hypothesis, which states that there is no linear relation between
returns of subsequent dates.21

2.8.1 Serial Correlation Test

In a (weak-)efficient market, it is assumed that today’s return rt is determined
by the expected return α, which is unrelated to previous returns, and some
variability ǫ, which is not related to previous returns, either. To test this issue,
one can estimate

rt = α+ βrt−k + ǫt , (2.1)

19For possible approaches to further investigate the volatility structures, we refer for ex-
ample to Akin (2003), who assess the influence of lagged trading volumes or open interests

on volatility.

20See for example Malkiel (2005).

21See for example Campbell, Lo, & MacKinlay (1997).
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where β is expected to be zero. The estimator for β using ordinary least square
method is identical with the autocorrelation coefficient ρ(k) of a covariance
stationary time series which is defined as

ρ(k) =
Cov[rt, rt−k]

√

Var[rt]
√

Var[rt−k]
=

Cov[rt, rt−k]

Var[rt]
. (2.2)

Thus, β can be estimated by replacing the population moments in (2.2) by the
ones of the sample. To test whether the coefficients are significantly different
from zero, we can use the Ljung & Box (1978) Q-statistics. The Q-statistic at
lag k is a test statistic for the null hypothesis that there is no autocorrelation
up to order k. It is computed as

Q(k) = N(N + 2)

k
∑

i=1

ρ2(i)

N − i
,

where N is the number of observations. Q(k) is asymptotically X 2-distributed
with degrees of freedom equal to the number of autocorrelations k. The first
two columns of Tables 2.16 to 2.21 provide the Q(1)-statistics and the according
p-values for monthly, quarterly and yearly base and peak contracts.

The hypothesis of no autocorrelation cannot be rejected at the 5% confidence
level for 32 out of 56 contracts among the monthly base products. For peak
products, the assumption is not rejected in 29 cases. But notice that focusing
only on contracts with delivery in the years 2005, 2006 and 2007, the proportion
of not rejected null hypotheses increases to 76% for base and 64% for peak
products. Considering the quarterly products, 11 out of 23 among the base
and only 5 out of 23 among the peak products seem to have uncorrelated
returns. However, one can again observe that contracts traded recently are less
likely to have autocorrelated returns. For the yearly contracts, we get a similar
result. The hypothesis of no autocorrelation is rejected less frequently for base
products than for peak products and the number of not rejected tests is smaller
for contracts launched only lately than for older contracts.

Concluding, we can say that the above results of the correlation coefficient
test indicates that the market for base products is more efficient than the one
for peak products. Furthermore, the market efficiency seems to increase in the
last few quarters.

2.8.2 Unit Root Test

Another widely employed procedure of testing the efficiency of asset prices are
unit root tests. Assuming that asset returns can be described by (2.1) with
β = 0 implies that the logarithm of the asset prices follow a random walk. The
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variance of a random walk is linear in time and therefore non-stationary. Hence,
unit root tests, as described in Section 2.3, can be used to test the random walk
hypothesis.22

We perform an ADF and a PP-test for the logarithm of all futures price series.
Neither test rejects the null hypothesis of a unit root at the 1% confidence level
for all but six contracts. The t-statistics as well as the according p-values are
reported in columns 3 to 6 in Tables 2.16 to 2.21. These results support the
assumption used in the sequel of this work that the futures market at the EEX
is (becoming) efficient. However, one has to be aware of the fact that these
unit root tests have very low power and often do not reject the null hypothesis
even though it is wrong.23 This may also explain the significant differences that
occur in comparison to the results of the serial correlation test.

2.8.3 Normality Test

The random walk nature of log prices has another implication. It can be shown
that the limiting case of a random walk as its time increment goes to zero
is a Brownian motion.24 This means that log prices and returns converge in
distribution to a normally distributed random variable. Table 2.22 shows the
results of some Jarque-Bera tests where the null hypothesis of normal distri-
bution is tested. The tests are applied to all futures contracts whose delivery
periods have been within the observation sample, that is to say with a delivery
period ending at the latest on April 30, 2007. Table 2.22 shows the proportion
of rejected null hypothesis on the 1%-level depending on the product and the
length of the time series used: In the first column, the results are reported when
only returns observed during the last three months before maturity are used;
column two contains the results when the last six months before maturity are
considered and the last column when returns observed in the last trading year
before maturity are included.

Considering the last three months before maturity only, the normality as-
sumption is rejected for every fourth base contract. However, the more the
investigated trading period is extended, the less the assumption of normally
distributed returns is supported by the data. Again, peak contracts deviate
more strongly from the assumption implied by market efficiency than base
prices.

22See Campbell, Lo, & MacKinlay (1997) for further details.

23See for example Campbell & Perron (1991) or Lo & MacKinlay (1989).

24Compare for example Campbell, Lo, & MacKinlay (1997).
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2.8.4 Traded Volumes

To complete the analysis of the futures prices, we also have a look at the
traded volumes. The trading volumes are indicative for the market liquidity,
which also affects the efficiency of markets positively.25 The liquidity of the
financial futures market at the EEX measured by traded MWh is increasing.
In 2003 there were 341 TWh traded, in 2004 338 TWh, in 2005 the traded
volume increased to 494 TWh and reached 766 TWh in 2006.

Let us also consider the number of trades for single contracts (average num-
ber of traded contracts per day), which are reported in the last column in Tables
2.16 to 2.21. On average, monthly base contracts are traded 34 times per day,
monthly peak contracts 17 times. The average number of trades per day for
quarterly base products is 23 and 10 for the peak quality. For the yearly prod-
ucts, we have 37 and 8, respectively. However, considering the trading volumes
of the yearly contracts in Tables 2.18 and 2.21, it is obvious that the trading
activity decreases dramatically with increasing TTD . Thus, to analyse the evo-
lution of trading volumes over the last few years, one has to take into account
the point in time of the observed trading period with respect to the TTD .
Otherwise, if one compares the trading volume of the yearly contracts Jan 04
and Jan 11, for example, one would contrast the average trading volume of a
contract during the last 250 trading days of totally 6 × 250 trading days (Jan
04) with an average built over the first 250 trading days (Jan 11), where trading
activity is much lower. To illustrate the evolution of the trading volumes in the
last few years, we focus therefore on subsamples containing contracts with com-
parable trading periods. The first subsample we consider contains the monthly
contracts Jul 03 to Apr 07. For these 46 contracts, we have data over the whole
trading period. The second subsample includes 14 quarterly contracts, namely
Jan 04 to Apr 07. In contrast to the monthly subsample, we do not consider
the whole trading period but restrict it to the last 250 trading days. Otherwise,
we could only compare 11 contracts. The third subsample consists of the yearly
contracts Jan 04 to Jan 07. The last 250 trading days are analysed within this
subsample. Figure 2.20 plots the average number of traded contracts per day in
those three subsamples for base and peak products, respectively. We see that
the number of traded base contracts is larger than the one for peak products for
all – monthly, quarterly and yearly – contracts. Furthermore, a positive trend
can be identified for all classes except for the yearly peak contracts. The yearly
base contracts have the largest trading volume.

25Compare Muranaga & Shimizu (1999).
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Figure 2.20: Evolution of the average number of traded con-
tracts per day in three contract subsamples. In each subsample,
trading volumes occurring at the same stage within the whole
trading period are compared. Contract one is in each panel the
contract traded earliest and the contract with the highest index
is the contract traded last.
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Table 2.16: Monthly base contracts: The test statistics of
the serial correlation test (Q(1)), of the Augmented Dickey-
Fuller (ADF) and the Phillips-Perron (PP) test as well as the
corresponding p-values (Prob.) are reported. The last column
indicates the average number of traded contracts per day.

Contract Q(1) Prob. ADF Prob. PP Prob. Trades

Feb 03 1.02 0.31 0.37 >0.1 0.17 >0.1 34.73

Mar 03 0.10 0.75 −1.07 >0.1 −1.15 >0.1 56.47

Apr 03 4.96 0.03 −2.46 >0.1 −2.49 >0.1 17.76

May 30 7.89 0.00 −2.33 >0.1 −2.35 >0.1 19.01

Jun 03 2.10 0.15 1.57 >0.1 2.65 >0.1 22.94

Jul 03 2.29 0.13 0.09 >0.1 −0.21 >0.1 29.93

Aug 03 14.48 0.00 −1.62 >0.1 −1.61 >0.1 41.67

Sep 03 14.15 0.00 −1.56 >0.1 −1.57 >0.1 37.46

Oct 03 7.02 0.01 −1.42 >0.1 −1.46 >0.1 21.61

Nov 03 0.02 0.88 −1.48 >0.1 −1.63 >0.1 26.59

Dec 03 5.83 0.02 −1.11 >0.1 −1.15 >0.1 22.43

Jan 04 7.10 0.01 −1.10 >0.1 −1.09 >0.1 18.86

Feb 04 2.29 0.13 0.19 >0.1 −0.12 >0.1 17.52

Mar 04 4.45 0.03 −2.10 >0.1 −2.10 >0.1 21.58

Apr 04 7.70 0.01 −1.06 >0.1 −1.03 >0.1 18.51

May 04 7.01 0.01 −2.99 0.05 −3.00 0.05 17.09

Jun 04 7.40 0.01 −1.69 >0.1 −1.60 >0.1 16.08

Jul 04 6.51 0.01 −2.20 >0.1 −2.17 >0.1 12.00

Aug 04 14.02 0.00 −2.73 0.10 −2.75 0.10 15.24

Sep 04 1.99 0.16 −1.87 >0.1 −1.90 >0.1 14.58

Oct 04 5.18 0.02 −0.51 >0.1 −0.43 >0.1 11.77

Nov 04 22.77 0.00 0.47 >0.1 0.51 >0.1 13.78

Dec 04 9.51 0.00 1.21 >0.1 1.29 >0.1 28.32

Jan 05 0.00 1.00 0.45 >0.1 0.41 >0.1 43.45

Feb 05 4.11 0.04 −1.30 >0.1 −1.36 >0.1 14.36

Mar 05 0.72 0.40 −1.72 >0.1 −1.33 >0.1 44.25

Apr 05 0.16 0.68 −0.52 >0.1 −0.28 >0.1 33.47

May 05 0.67 0.41 −0.28 >0.1 −0.41 >0.1 31.89

Jun 05 0.65 0.42 0.65 >0.1 0.40 >0.1 43.22

Jul 05 1.57 0.21 −0.79 >0.1 −0.83 >0.1 24.04

Aug 05 7.36 0.01 −1.45 >0.1 −1.45 >0.1 15.79

Sep 05 0.97 0.33 −2.02 >0.1 −1.98 >0.1 20.73

Oct 05 1.29 0.26 −2.33 >0.1 −2.29 >0.1 29.65
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Table 2.16: Continued.

Contract Q(1) Prob. ADF Prob. PP Prob. Trades

Nov 05 2.03 0.15 1.06 >0.1 0.70 >0.1 27.41

Dec 05 0.00 0.98 −0.90 >0.1 −0.89 >0.1 47.89

Jan 06 0.15 0.70 −0.26 >0.1 −0.18 >0.1 72.84

Feb 06 0.01 0.91 −0.87 >0.1 −0.75 >0.1 67.87

Mar 06 1.20 0.27 −1.14 >0.1 −1.13 >0.1 70.04

Apr 06 1.97 0.16 −1.01 >0.1 −1.08 >0.1 48.36

May 06 8.39 0.00 0.14 >0.1 0.01 >0.1 34.26

Jun 06 6.35 0.01 −0.68 >0.1 −0.73 >0.1 40.56

Jul 06 10.69 0.00 −1.19 >0.1 −1.19 >0.1 34.50

Aug 06 14.06 0.00 −1.57 >0.1 −1.60 >0.1 45.10

Sep 06 6.66 0.01 −1.57 >0.1 −1.59 >0.1 49.98

Oct 06 9.76 0.00 −1.00 >0.1 −1.05 >0.1 46.77

Nov 06 0.39 0.53 −0.58 >0.1 −0.74 >0.1 67.11

Dec 06 1.41 0.24 1.25 >0.1 0.90 >0.1 65.80

Jan 07 0.91 0.34 2.38 >0.1 1.91 >0.1 47.23

Feb 07 1.04 0.31 2.49 >0.1 2.43 >0.1 49.05

Mar 07 0.57 0.45 1.60 >0.1 1.49 >0.1 67.69

Apr 07 1.05 0.31 −0.25 >0.1 −0.29 >0.1 37.18

May 07 0.66 0.42 −1.18 >0.1 −1.20 >0.1 64.94

Jun 07 2.47 0.12 −1.49 >0.1 −1.54 >0.1 58.55

Jul 07 2.49 0.11 −1.04 >0.1 −1.29 >0.1 9.51

Aug 07 0.23 0.63 −1.48 >0.1 −1.66 >0.1 6.73

Sep 07 0.11 0.74 −1.96 >0.1 −2.11 >0.1 4.62
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Table 2.17: Quarterly base contracts: The test statistics of
the serial correlation test (Q(1)), of the Augmented Dickey-
Fuller (ADF) and the Phillips-Perron (PP) test as well as the
corresponding p-values (Prob.) are reported. The last column
indicates the average number of traded contracts per day.

Contract Q(1) Prob. ADF Prob. PP Prob. Trades

Apr 03 0.96 0.326 −1.38 >0.1 −1.51 >0.1 17.82

Jul 03 3.16 0.075 4.53 >0.1 6.20 >0.1 13.85

Oct 03 4.88 0.027 −0.19 >0.1 −0.16 >0.1 33.02

Jan 04 4.38 0.036 −0.75 >0.1 −0.77 >0.1 18.98

Apr 04 13.09 0.000 −1.35 >0.1 −1.35 >0.1 9.23

Jul 04 20.05 0.000 −1.00 >0.1 −0.98 >0.1 10.43

Oct 04 5.14 0.023 −1.60 >0.1 −1.60 >0.1 13.02

Jan 05 11.89 0.001 −2.59 0.10 −2.62 0.10 9.83

Apr 05 11.81 0.001 −1.78 >0.1 −1.75 >0.1 8.53

Jul 05 10.91 0.001 2.02 >0.1 2.05 >0.1 11.88

Oct 05 7.58 0.006 0.60 >0.1 0.64 >0.1 12.63

Jan 06 2.47 0.116 2.51 >0.1 2.44 >0.1 17.16

Apr 06 0.00 0.945 0.11 >0.1 0.21 >0.1 21.51

Jul 06 13.62 0.000 −1.14 >0.1 −1.15 >0.1 33.36

Oct 06 11.80 0.001 −1.34 >0.1 −1.34 >0.1 43.37

Jan 07 1.37 0.241 −1.69 >0.1 −1.67 >0.1 44.71

Apr 07 1.76 0.185 0.51 >0.1 0.27 >0.1 40.74

Jul 07 5.93 0.015 −2.06 >0.1 −2.15 >0.1 51.50

Oct 07 2.67 0.102 −1.41 >0.1 −1.65 >0.1 53.66

Jan 08 2.95 0.086 −2.30 >0.1 −2.38 >0.1 19.17

Apr 08 0.02 0.884 −2.16 >0.1 −2.06 >0.1 8.89

Jul 08 0.12 0.72 −2.61 0.10 −2.79 0.10 6.97

Oct 08 0.19 0.66 −1.41 >0.1 −1.44 >0.1 18.68
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Table 2.18: Yearly base contracts: The test statistics of the
serial correlation test (Q(1)), of the Augmented Dickey-Fuller
(ADF) and the Phillips-Perron (PP) test as well as the cor-
responding p-values (Prob.) are reported. The last column
indicates the average number of traded contracts per day.

Contract Q(1) Prob. ADF Prob. PP Prob. Trades

Jan 04 8.75 0.00 −0.31 >0.1 −0.30 >0.1 60.55

Jan 05 30.83 0.00 −1.91 >0.1 −1.91 >0.1 54.91

Jan 06 4.79 0.03 0.94 >0.1 0.91 >0.1 40.36

Jan 07 5.67 0.02 −0.90 >0.1 −0.93 >0.1 80.25

Jan 08 5.30 0.02 −0.85 >0.1 −0.87 >0.1 53.72

Jan 09 3.42 0.06 −0.96 >0.1 −0.98 >0.1 12.22

Jan 10 1.24 0.27 −0.62 >0.1 −0.66 >0.1 1.81

Jan 11 0.74 0.39 −1.30 >0.1 −1.30 >0.1 0.48

Jan 12 0.09 0.76 −3.56 0.01 −3.55 0.01 0.38

Jan 13 2.32 0.13 −0.85 >0.1 −1.04 >0.1 0.48
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Table 2.19: Monthly peak contracts: The test statistics of
the serial correlation test (Q(1)), of the Augmented Dickey-
Fuller (ADF) and the Phillips-Perron (PP) test as well as the
corresponding p-values (Prob.) are reported. The last column
indicates the average number of traded contracts per day.

Contract Q(1) Prob. ADF Prob. PP Prob. Trades

Feb 03 0.65 0.42 −0.47 >0.1 −0.36 >0.1 13.54

Mar 03 0.88 0.35 −1.81 >0.1 −2.03 >0.1 26.05

Apr 03 4.24 0.04 −0.68 >0.1 −0.71 >0.1 13.61

May 30 1.64 0.20 −1.15 >0.1 −1.63 >0.1 15.02

Jun 03 2.08 0.15 1.84 >0.1 2.96 >0.1 15.33

Jul 03 10.01 0.00 −1.10 >0.1 −1.09 >0.1 15.89

Aug 03 8.55 0.00 −2.10 >0.1 −2.09 >0.1 13.14

Sep 03 14.18 0.00 −1.73 >0.1 −1.72 >0.1 20.70

Oct 03 1.12 0.29 −1.56 >0.1 −1.66 >0.1 11.33

Nov 03 3.16 0.08 −1.03 >0.1 −1.44 >0.1 8.19

Dec 03 4.30 0.04 −0.59 >0.1 −0.70 >0.1 3.34

Jan 04 21.35 0.00 0.04 >0.1 −0.04 >0.1 3.43

Feb 04 20.80 0.00 0.53 >0.1 0.51 >0.1 5.53

Mar 04 2.80 0.09 −1.21 >0.1 −1.46 >0.1 14.70

Apr 04 5.93 0.01 0.32 >0.1 0.34 >0.1 10.40

May 04 9.90 0.00 −1.95 >0.1 −1.95 >0.1 12.61

Jun 04 7.87 0.01 −1.37 >0.1 −1.34 >0.1 15.56

Jul 04 12.01 0.00 −1.41 >0.1 −1.38 >0.1 12.45

Aug 04 6.02 0.01 −1.63 >0.1 −1.65 >0.1 10.41

Sep 04 3.54 0.06 −1.29 >0.1 −1.32 >0.1 13.57

Oct 04 6.11 0.01 0.37 >0.1 0.38 >0.1 13.97

Nov 04 13.95 0.00 1.19 >0.1 1.29 >0.1 15.13

Dec 04 11.36 0.00 1.30 >0.1 1.40 >0.1 15.80

Jan 05 0.99 0.32 0.93 >0.1 0.81 >0.1 23.51

Feb 05 8.33 0.00 −1.60 >0.1 −1.60 >0.1 16.69

Mar 05 7.87 0.01 −1.24 >0.1 −1.29 >0.1 20.45

Apr 05 4.90 0.03 −1.39 >0.1 −1.30 >0.1 18.61

May 05 0.29 0.59 −0.98 >0.1 −1.15 >0.1 17.63

Jun 05 3.79 0.05 1.36 >0.1 0.97 >0.1 19.64

Jul 05 0.16 0.69 −1.06 >0.1 −1.10 >0.1 25.86

Aug 05 2.96 0.09 −1.08 >0.1 −1.21 >0.1 18.48

Sep 05 3.68 0.06 −1.72 >0.1 −1.75 >0.1 20.69

Oct 05 5.58 0.02 −2.01 >0.1 −2.01 >0.1 20.34
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Table 2.19: Continued.

Contract Q(1) Prob. ADF Prob. PP Prob. Trades

Nov 05 0.30 0.58 1.49 >0.1 1.20 >0.1 28.34

Dec 05 0.41 0.52 −0.90 >0.1 −0.72 >0.1 35.16

Jan 06 0.53 0.47 −0.07 >0.1 0.01 >0.1 21.39

Feb 06 0.75 0.39 −1.20 >0.1 −1.02 >0.1 26.61

Mar 06 2.18 0.14 −1.27 >0.1 −1.27 >0.1 29.53

Apr 06 2.28 0.13 −0.64 >0.1 −0.78 >0.1 24.85

May 06 14.32 0.00 0.11 >0.1 0.04 >0.1 20.80

Jun 06 6.60 0.01 −0.14 >0.1 −0.22 >0.1 19.21

Jul 06 0.18 0.67 1.41 >0.1 0.63 >0.1 12.88

Aug 06 10.63 0.00 −1.34 >0.1 −1.43 >0.1 23.11

Sep 06 4.74 0.03 −1.16 >0.1 −1.21 >0.1 21.38

Oct 06 7.33 0.01 0.02 >0.1 0.00 >0.1 20.37

Nov 06 0.58 0.45 −1.46 >0.1 −1.51 >0.1 22.67

Dec 06 2.18 0.14 1.33 >0.1 0.90 >0.1 15.74

Jan 07 1.14 0.29 2.03 >0.1 1.48 >0.1 12.17

Feb 07 2.65 0.10 3.67 >0.1 3.62 >0.1 29.34

Mar 07 1.07 0.30 2.43 >0.1 2.24 >0.1 40.01

Apr 07 2.71 0.10 −0.09 >0.1 −0.22 >0.1 21.16

May 07 1.65 0.20 −1.31 >0.1 −1.28 >0.1 17.06

Jun 07 5.70 0.02 −1.43 >0.1 −1.43 >0.1 23.25

Jul 07 7.16 0.01 −0.79 >0.1 −0.78 >0.1 3.14

Aug 07 4.92 0.03 −1.47 >0.1 −1.47 >0.1 0.22

Sep 07 0.06 0.81 −0.48 >0.1 −0.62 >0.1 2.90
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Table 2.20: Quarterly peak contracts: The test statistics of
the serial correlation test (Q(1)), of the Augmented Dickey-
Fuller (ADF) and the Phillips-Perron (PP) test as well as the
corresponding p-values (Prob.) are reported. The last column
indicates the average number of traded contracts per day.

Contract Q(1) Prob. ADF Prob. PP Prob. Trades

Apr 03 4.49 0.034 −1.91 >0.1 −1.92 >0.1 7.74

Jul 03 2.97 0.085 5.22 >0.1 7.45 >0.1 10.98

Oct 03 6.77 0.009 −0.52 >0.1 −0.51 >0.1 16.56

Jan 04 26.06 0.000 −1.12 >0.1 −1.12 >0.1 7.01

Apr 04 22.47 0.000 −1.28 >0.1 −1.28 >0.1 6.30

Jul 04 30.24 0.000 −1.47 >0.1 −1.47 >0.1 6.20

Oct 04 28.28 0.000 −2.12 >0.1 −2.13 >0.1 9.61

Jan 05 20.36 0.000 −2.04 >0.1 −2.05 >0.1 8.07

Apr 05 18.70 0.000 −1.72 >0.1 −1.74 >0.1 8.16

Jul 05 8.27 0.004 2.73 >0.1 2.59 >0.1 9.92

Oct 05 23.46 0.000 −0.06 >0.1 −0.04 >0.1 10.74

Jan 06 9.89 0.002 2.06 >0.1 2.06 >0.1 12.78

Apr 06 8.93 0.003 −0.09 >0.1 −0.04 >0.1 10.67

Jul 06 7.68 0.006 −0.71 >0.1 −0.72 >0.1 14.34

Oct 06 5.12 0.024 −1.03 >0.1 −1.03 >0.1 13.13

Jan 07 5.46 0.019 −1.69 >0.1 −1.64 >0.1 15.73

Apr 07 14.18 0.000 0.96 >0.1 0.85 >0.1 12.13

Jul 07 17.94 0.000 −1.96 >0.1 −1.98 >0.1 14.69

Oct 07 6.63 0.010 −1.78 >0.1 −1.81 >0.1 15.20

Jan 08 1.72 0.189 −1.34 >0.1 −1.54 >0.1 6.00

Apr 08 0.83 0.363 −1.38 >0.1 −1.45 >0.1 3.44

Jul 08 0.67 0.41 −1.57 >0.1 −1.80 >0.1 5.14

Oct 08 0.05 0.82 −1.22 >0.1 −1.33 >0.1 4.98
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Table 2.21: Yearly peak contracts: The test statistics of the
serial correlation test (Q(1)), of the Augmented Dickey-Fuller
(ADF) and the Phillips-Perron (PP) test as well as the cor-
responding p-values (Prob.) are reported. The last column
indicates the average number of traded contracts per day.

Contract Q(1) Prob. ADF Prob. PP Prob. Trades

Jan 04 23.02 0.00 −0.82 >0.1 −0.81 >0.1 24.58

Jan 05 28.76 0.00 −2.09 >0.1 −2.12 >0.1 16.75

Jan 06 17.87 0.00 0.05 >0.1 0.01 >0.1 10.50

Jan 07 11.14 0.00 −0.27 >0.1 −0.29 >0.1 11.83

Jan 08 8.30 0.00 −0.30 >0.1 −0.35 >0.1 11.00

Jan 09 3.66 0.06 −0.31 >0.1 −0.40 >0.1 3.87

Jan 10 4.89 0.03 −0.12 >0.1 −0.16 >0.1 0.42

Jan 11 3.01 0.08 −0.54 >0.1 −0.59 >0.1 0.09

Jan 12 0.08 0.77 −3.72 0.01 −3.85 0.01 0.00

Jan 13 0.82 0.37 −0.86 >0.1 −1.05 >0.1 0.00

Table 2.22: Proportion of rejected hypothesis of normal distri-
bution by Jarque-Bera tests for futures price returns when the
last three, six and twelve trading months before maturity are
considered.

Trading period

Last 3 months Last 6 months Last 12 months

Month Base 12/46 26% 28/46 61%

Peak 19/46 41% 36/46 78%

Quarter Base 4/15 27% 7/15 47% 14/15 93%

Peak 5/15 33% 12/15 80% 15/15 100%

Year Base 0/4 0% 2/4 50% 3/4 75%

Peak 0/4 0% 2/4 50% 4/4 100%



Chapter 3

Forward Pricing

In this chapter we focus on the relationship between electricity spot and for-
ward markets. We first examine the cash-and-carry arbitrage pricing idea and
elaborate its problem when applied to non-storable commodities as electricity.
We then consider a generalised pricing approach, the martingale approach. The
idea of this approach is illustrated using a pricing example and its results are
summarised for an economy driven by one as well as by multiple risk factors.
Again, the implications of the non-storability are analysed.

3.1 Cash-and-Carry Arbitrage Pricing

The arbitrage pricing theory is based on the belief that there are no arbitrage
opportunities in a competitive market. This assumption imposes constraints on
the relationship between different prices in a market. In the following we espe-
cially have a closer look at the relationship between spot and forward prices.
We first introduce the cash-and-carry arbitrage pricing concept used for equity
and storable commodity markets.1 In a second step, the distinctive characteris-

1See also Skantze & Illic (2000).
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tic of electricity, its non-storability, is taken into account and the consequences
on the pricing are pointed out.

We define an arbitrage opportunity as the possibility to construct at time
t = 0 a self-financing2 portfolio Π with the properties

Π(0) = 0 ,

Pr(Π(t) < 0) = 0 , for all t ,

Pr(Π(t) > 0) > 0 , for some t > 0 .

An arbitrage portfolio is thus a portfolio that guarantees non-negative payoff in
every event, positive payoff in some event, and has zero price. If such a portfolio
exists, it provides a profit opportunity out of nothing without taking any risk
or making an initial investment.

Let us now consider a non-dividend paying stock S with price S(t) and a for-
ward contract on S with forward price F (t, T ) and expiry T ≥ t. Assume that
the riskless interest rate r is non-stochastic and constant.3 Arbitrage consid-
erations then lead to the following relationship between forward price F (t, T )
and spot price S(t)

F (t, T ) = er(T−t)S(t) . (3.1)

To see why, consider two investment strategies A and B:

• Period t

– Strategy A: Borrow money of value S(t) at the risk-free rate r and
buy the asset S.

– Strategy B: Buy a forward contract on S with maturity T for the
price F (t, T ). The payment must be done in T .

• Period T

– Strategy A: Sell asset S for value S(T ) and pay back the loan plus
the payable interest er(T−t)S(t).

– Strategy B: Take the delivery of the stock S for the price F (t, T )
agreed in t. Sell the stock immediately for the price S(T ).

The cash flows of the two strategies are:

2A self-financing portfolio requires no investments or withdraws except at the initial time

t = 0. For a mathematical definition, see for example Björk (2004), ch. 6, or Neftci (1996),
ch. 11.

3Let us assume throughout the whole work that interest rates are deterministic. Cox,

Ingersoll, & Ross (1981) have then shown that forward and futures prices, where payments
occur over the whole period up to maturity, are identical.
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• Strategy A: −er(T−t)S(t) + S(T ) ,

• Strategy B: −F (t, T ) + S(T ) .

Since both strategies have the same initial investment, namely zero, and are
exposed to the same degree to the uncertainty S(T ), they must have the
same payoff. This is only given if equation (3.1) holds. In case that F (t, T ) >
er(T−t)S(t), an arbitrageur can borrow S(t), buy the stock and additionally
short a forward contract. At time T he pays back the money plus interest and
delivers the stock. The net cash flow at time T is thus F (t, T )−er(T−t)S(t) > 0.
It is a pure arbitrage opportunity, often called cash-and-carry arbitrage. How-
ever, this kind of profit opportunity cannot survive in a competitive market
because the increased demand for the stock at time t will put pressure on the
spot price, which then starts to increase. At the same time arbitrageurs will
try to sell forward contracts to execute the arbitrage. This creates a downward
pressure on the forward prices bringing the spot and forward prices together.
If F (t, T ) < er(T−t)S(t), the above strategy conversely executed offers an ar-
bitrage opportunity, which in an efficient market again will not sustain. So,
excluding arbitrage opportunities yields upper and lower limits for the forward
price which are identical. The forward price of a stock is thus given by a de-
terministic function of the spot price S(t), the interest rate r and the time to
maturity T − t. It converges towards the spot price with decreasing time to
maturity.

Turning towards markets for storable commodities, forward contracts can be
evaluated using similar arguments as above. Yet, one adaption has to be made
in order to take into account the storage costs caused by holding the commodity
physically. In contrast to the stock, where the holding costs have implicitly been
set to zero, storage costs for commodities can generally not be neglected. Let
us denote with u the relative storage costs per unit with respect to the spot
price. Assuming that these costs are known, the exclusion of cash-and-carry
arbitrage opportunities establishes again a lower bound for the forward price,
namely F (t, T ) > S(t)e(r+u)(T−t). However, considering the reverse case when
forward prices drop below spot prices, no pure arbitrage condition is present.
The lack arises due to the fact that it is not possible to short sell a physical
commodity on the spot market. Thus, only market participants holding an
inventory of the commodity can profit from the price inequality. They can sell
their commodities and buy cheap forward contracts to acquire the commodity
at a later date. In case there are enough commodity holders who follow this
strategy on the market, downward pressure on spot and upward pressure on
forward prices will arise and reduce the price difference. Nevertheless, a look
at different commodity markets shows that this mechanism does not always
work. There are periods where the forward prices are below the interest and
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storage cost adjusted spot prices. To explain this phenomenon, the theory of
storage has been expanded. In additional to the storage costs, a convenience
yield y is introduced.4 The convenience yield y is defined as the value of the
flow of services that accrues to the owner of a physical commodity but not to
the owner of a contract for future delivery of the same commodity. It simply
closes the difference between observed and theoretically arbitrage-free forward
price

F (t, T )ey(T−t) = e(r+u)(T−t)S(t) . (3.2)

The introduction of a convenience yield is motivated by the fact that the possi-
bility of disposing of the commodity can cause a direct utility. It can be thought
of as valuing the advantage to be gained by exploiting temporary shortages and
price fluctuations. A commodity can be used as an input for a production pro-
cess whereas a forward contract cannot. Given this motivation, one expects
a negative correlation between convenience yield and inventories. The conve-
nience yield is higher if the immediate availability of a commodity is scarce and
vice versa. This relationship has further implications. Given a production or
demand which exhibits seasonal patterns, they can generate varying inventories
and as a consequence also seasonal convenience yields. This theory thus offers an
explanation not only for differences between observed and theoretical forward
prices, but also for the switching between contango and backwardation.5

Recapitulatory, we can say that as far as storable commodities are concerned,
arbitrage arguments still link the current spot and forward prices, even if not
always perfectly. An increase in forward prices, for example due to a lower ex-
pected harvest, also causes an upward pressure on today’s spot prices, whereas
a rise in current spot prices immediately puts upward pressure on the forward
prices. Possible deviations between forward price and interest and storage cost
adjusted spot price can be explained with the help of a convenience yield, which
accounts for benefits provided by the physical ownership.

Coming back to electricity, it is obvious that cash-and-carry arbitrage argu-
ments do not count. It is not possible to carry electricity from the present to
the future. As a result, we cannot justify a relationship between current spot
and forward prices as done for storable commodities before. Let us consider
the following example to clarify. Analogous to the correction in the harvest
expectation above, it could be announced today that a nuclear plant has to be
unexpectedly maintained in three months. This new information would make
the forward prices increase, but there would not be any effect on the current

4See Brennan (1958) or Telser (1958).

5For empirical evidence of this theory, see Fama & French (1987).
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spot price. Limited capacities in the future do not influence the production to-
day since it is not possible to store the current production for the critical period.
Spot prices are therefore purely determined by the supply-demand relation to-
day. The same independence can be observed the other way round. A spike in
today’s spot price caused by an outage does not have an influence on forward
prices. So, as we have no foundation for the use of the cash-and-carry arbitrage
arguments to state the relation between current spot and forward prices, we
have to introduce another approach in order to price forward contracts.

Instead of directly relating current spot prices to current forward prices,
the martingale pricing theory uses the fact that at maturity spot and forward
price must converge. Like the cash-and-carry arbitrage pricing, the martingale
approach is based on arbitrage arguments, too, but requires further assumptions
about the dynamics of the asset prices. A good understanding of the assets price
driver is therefore important. The crucial question is which stochastic processes
can adequately describe the movements of the asset prices.

3.2 Martingale Pricing Approach

This section provides an understanding of the idea behind the martingale ap-
proach which allows us later to classify different price models discussed in the
literature.

We first show how arbitrage arguments can be used to derive a pricing func-
tion for derivatives in an economy which is only driven by a single diffusive
risk factor. Then this pricing function is used to value forward contracts on
stocks, storable commodities and non-storable commodities. The implications
of the distinctive characteristics of electricity prices are pointed out again. Sub-
sequently, the economy is assumed to be driven by multiple risk factors, all of
which described by Brownian motions, and the pricing equation is adjusted.
We also have a look at the implications that arise when discontinuities such as
jumps are considered. However, since in this work we follow Merton (1976)
and do not price jump risks, this section is skimped and the summary of the
martingale approach is not expanded to the transformation of the jump part.

3.2.1 Martingale Pricing in a One-Dimensional Setting

Let us first consider a standard market model as described in Musiela &

Rutkowski (1997), ch. 10, where the uncertainty in the economy is modelled
by a filtered probability space (Ω,F ,P). Events in the economy are revealed
over time according to the filtration F = {Ft}t∈[0,T∗]. The considered trading
interval is [0, T ∗], where T ∗ is fixed. The uncertainty in the economy is described
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by one source of risk X. Assume X(t) to be the stochastic process of this
underlying risk factor with dynamics

dX(t) = α(X(t), t)dt+ σ(X(t), t)dW (t) , (3.3)

where W (t) is a standard scalar Brownian motion and α(X(t), t) and σ(X(t), t)
are the drift and volatility function of the process, respectively. In this economy,
we consider a traded derivative D1 with payoff function of the form Φ1(T ).6

Its price is denoted by

D1(t) = D1(X(t), t) .

Applying Ito’s Lemma, the dynamics of this derivative price can be derived as

dD1(t) = µa1(X(t), t)dt+ δa1 (X(t), t)dW (t) , (3.4)

where

µa1 = α(X(t), t)
∂D1

∂X
+
∂D1

∂t
+

1

2
σ2(X(t), t)

∂2D1

∂X2
, (3.5a)

δa1 = σ(X(t), t)
∂D1

∂X
. (3.5b)

The normalised drift and volatility functions are denoted by

µ1(t) =
µa1(X(t), t)

D1(X(t), t)
, δ1(t) =

δa1 (X(t), t)

D1(X(t), t)
. (3.6)

Assume now that there is a second derivative on the same underlying risk factor.
Corresponding to the first derivative, the dynamics of its price process D2(t)
are given by

dD2(t) = µ2(t)D2(t)dt+ δ2(t)D2(t)dW (t) ,

where W is the same source of uncertainty as in (3.4). Given these two deriva-
tives, we build a portfolio Π with relative portfolio weights u1(t) and u2(t) and
whose price process is described by

dΠ(t) = Π(t)

(

u1(t)
dD1(t)

D1(t)
+ u2(t)

dD2(t)

D2(t)

)

= Π(t) (u1(t)µ1(t) + u2(t)µ2(t)) dt

+ Π(t) (u1(t)δ1(t) + u2(t)δ2(t)) dW (t) .

6We consider only simple European contingent claims.
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We choose the weights in such a way that they fulfil the following two conditions

u1(t) + u2(t) = 1 ,

u1(t)δ1(t) + u2(t)δ2(t) = 0 ,

with solutions

u1(t) =
−δ2(t)

δ1(t) − δ2(t)
,

u2(t) =
δ1(t)

δ1(t) − δ2(t)
.

The diffusion term in the value process of the portfolio then vanishes, and the
portfolio gets locally riskless

dΠ(t) = Π(t)
−δ2(t)µ1(t) + δ1(t)µ2(t)

δ1(t) − δ2(t)
dt .

Absence of arbitrage arguments forces the portfolio return to be equal to the
riskless interest rate

dΠ(t) = rΠ(t)dt ,

which yields

−δ2(t)µ1(t) + δ1(t)µ2(t)

δ1(t) − δ2(t)
= r .

This relation can be reformulated as

µ1(t) − r

δ1(t)
=
µ2(t) − r

δ2(t)
= φ(X(t), t) . (3.10)

Expression (3.10) is known as the basic arbitrage condition for financial assets.
It states that the risk-weighted excess return, also called Sharpe ratio, has to
be the same for all financial assets depending on the same risk factor. The
risk-weighted excess return can also be interpreted as the market price of risk
φ(X(t), t) for this specific risk factor X. It indicates the extra compensation
the market demands for taking one unit of this risk. φ(X(t), t) is universal in
the sense that it must be the same for all assets having X as the underlying
risk factor. It may depend on the current state of X and the time t but not
on the value of the asset. For a specific asset v, this means therefore that the
following condition must hold

µv(t) = r + φ(X(t), t)δv(t) . (3.11)

The total drift is composed of the risk-free rate and the volatility-weighted
market price of risk.
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Let us next show that the above no-arbitrage considerations, which final-
ly yield condition (3.11), provide the necessary information to determine the
price of the derivatives. Thereto, replace in (3.11) the moments µv(t) and δv(t)
by the representations as written in (3.5b) and (3.6). As a result, we get the
fundamental partial differential equation (FPDE) for the price process of the
derivative

∂Dv

∂t
+ [α(X(t), t) − φ(X(t), t)σ(X(t), t)]

∂Dv

∂X
+

1

2
σ2(X(t), t)

∂2Dv

∂X2

= rDv(X(t), t) .

(3.12)

The solution of this partial differential equation with terminal condition accor-
ding to the contract specification Dv(X(T ), T ) = Φv(X(T )) yields the price of
the derivative. As in the previous section, a no-arbitrage argument is the key to
the pricing of the derivative. But contrary to the cash-and-carry consideration,
the price now depends on the dynamics of the underlying risk factor X(t).

The solution of the above terminal value problem can also be expressed as
a so-called stochastic representation formula, which gives the solution in terms
of a discounted expected value and a SDE. For this purpose, the Feynman-Kac
theorem is applied on (3.12) which yields

Dv(X(t), t) = e−r(T−t)
Et [Φv(Y (T ))] ,

where the diffusion process Y is defined by the dynamics

dY (t) = [α(Y (t), t) − φ(Y (t), t)σ(Y (t), t)] dt+ σ(Y (t), t)dW (t) , (3.13)

and the initial value of X and Y are identical at the valuation date t.7 The
SDE of Y (t) and of the underlying risk factor X(t) in (3.3) are of exact-
ly the same form. The only change concerns the rate of return, which is
α(X(t), t) for X(t) and α(Y (t), t)−φ(Y (t), t)σ(Y (t), t) for Y (t). Hence, instead
of introducing a new process Y (t), we can also account for this drift transfor-
mation by using the Girsanov theorem.8 Assuming that the Novikov condition9

E[e
1
2

R

T

0
|φ(X(t),t)|2dt] <∞ is fulfilled, the Girsanov theorem postulates that the

change of the drift of the process is equivalent to the change of the probability
measure of the Brownian Motion. In addition to the real probability measure
P which governs the real model (3.3), we define a measure Q, equivalent to P,

7See for example Björk (1996) or Øksendal (1998) for details concerning the technical
conditions.

8See Björk (2004), ch. 11.

9In simple terms, the condition means that the variation in X(t) must be finite; see Björk

(2004), ch. 11.
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such that Radon-Nikodym derivative satisfies

dQ
dP = exp

(

−
∫ T

0

φ(X(t), t)dW (t) − 1

2

∫ T

0

|φ(X(t), t)|2dt
)

.

The process

W̃ (t) = W (t) +

∫ t

0

φ(X(s), s)ds

is then a standard Brownian motion under Q. The process of the risk factor X
under Q is given by

dX(t) = [α(X(t), t) − φ(X(t), t)σ(X(t), t)] dt+ σ(X(t), t)dW̃ (t) ,

which exactly corresponds to the Y -dynamics in (3.13). It follows that the price
of a derivative can now be expressed as

Dv(t,X(t)) = e−r(T−t)
E
Q
t [Φv(X(T ))] , (3.14)

where the expectation is taken with respect to the new probability measure Q.
The explanations above illustrate the idea of the martingale approach. In-

stead of using a discount factor, which accounts for the risk aversion of the
investors by including a risk premium, one reduces the mean of the valuation
relevant probability distribution by exactly this risk premium. Derivatives can
then be evaluated by the expected cash flow under this new measure Q, dis-
counted at the risk free rate. There is a one-to-one correspondence between the
market price of risk and the new measure Q.

Let us now summarise the martingale pricing approach in a one-dimensional
economy. For details and proofs we refer to Björk (2004), ch. 10., and Musiela

& Rutkowski (1997), ch. 10.

Proposition 3.1. Given that the following assumptions hold:

1. The primary market model contains the following objects:

• The stochastic process of the underlying risk factor X with dynamics

under the real probability measure P given by

dX(t) = α(X(t), t)dt+ σ(X(t), t)dW (t) ,

where W (t) is a standard scalar Brownian motion.

• A risk-free asset B with dynamics

dB(t) = rB(t)dt ,

where r is the deterministic short rate of interest.
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2. There exists a liquid10 market for derivatives Dv, v = 1, . . . , p, with payoff

function of the form Φv(X(T )). The price processes of these derivatives

are of the form Dv(X(t), t) and are described by the following dynamics

dDv(t) = µv(t)Dv(t)dt+Dv(t)δv(t)dW (t) ,

where

µv(t) =
1

Dv(t)

(

∂Dv

∂t
+ α(X(t), t)

∂Dv

∂X
+

1

2
σ2(X(t), t)

∂2Dv

∂X2

)

,

δv(t) =
1

Dv(t)
σ(X(t), t)

∂Dv

∂X
.

Then the following statements are equivalent:

1. The market model, consisting of the risk-free asset B, the risk factor X
and the derivatives Dv, v = 1, . . . , p, is arbitrage-free.

2. There exists a universal process φ(X(t), t), the market price of risk, so

that for all t and all traded assets11 we have

µv(t) − r

δv(t)
= φ(X(t), t) . (3.15)

φ(X(t), t) is universal in the sense that it does not depend on the specific

choice of derivative.

3. There exists a probability measure Q equivalent to P on (Ω,F) which

satisfies

dQ
dP = exp

(

−
∫ T

0

φ(X(t), t)dW (t) − 1

2

∫ T

0

|φ(X(t), t)|2dt
)

, (3.16)

and under which the price process of every traded asset has the short rate

of interest as its rate of return. Thus, under Q, defined by (3.16), the

price process of a derivative Dv has the form

dDv(t) = rDv(t)dt+Dv(t)δv(t)dW̃ (t) , (3.17)

10Derivatives can be sold and purchased at any time and the bid-ask spread can be
neglected.

11A traded asset is generally characterised by the following properties:

(a) It is tradable;
(b) Its price process is observable;
(c) It is storable and can be held in a portfolio.

Notice that the risk factor X need not be a traded asset.
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where the volatility δv(t) is the same under Q as under P. W̃ (t) is defined

as

W̃ (t) = W (t) +

∫ t

0

φ(X(s), s)ds ,

and is a standard Brownian motion under Q. The Q-dynamics of the risk

factor X are given by

dX(t) = [α(X(t), t) − φ(X(t), t)σ(X(t), t)] dt+σ(X(t), t)dW̃ (t) . (3.18)

4. The pricing function Dv(X(t), t) for a derivative Dv with payoff function

Φv(X(T )) is given by the formula

Dv(X(t), t) = e−r(T−t)
E
Q
t [Φv(X(T ))] , (3.19)

where the dynamics of X under the martingale measure Q are given by

(3.18).

3.2.2 Valuation of Forwards in a One-Dimensional Setting

Let us now come back to the valuation of forward contracts, this time using
the pricing function described in Proposition 3.1. First, the notation has to
be clarified. We have to distinguish between the value of a forward contract,
denoted as f(S(t), t) analogous to D(X(t), t), and forward prices, denoted as
F (t, T ) and already considered in Section 3.1. The value of a forward contract
f(S(t), t) is always zero. This is because for a forward contract no payment
occurs when negotiating the contract at time t. f(S(t), t) is thus of little inter-
est. What we are really interested in is the forward price F (t, T ) which is fixed
at time t, and which determines the payoff of the forward contract at time T ,
Φ(S(T )) = S(T ) − F (t, T ).

Consider the first case where the forwards are written on a stock. From
the previous section we know that arbitrage considerations force the value of a
derivative to be the expected payoff, where the expectation is taken with respect
to the dynamics of the underlying asset under Q. By using the drift condition
(3.11) or (3.15), we can show that arbitrage arguments even allow us to value
derivatives on a stock independently from the underlying dynamics. The reason
lies in the fact that condition (3.11) must hold not only for every derivative
but for every traded asset. In the case that the underlying risk factor X is a
stock, and thus a traded asset itself, this restriction also has to be fulfilled by
the stock. The normalised drift of the stock under the real probability measure
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P must thus be of the form

α(S(t), t)

S(t)
= r + φ(S(t), t)

σ(S(t), t)

S(t)
,

α(S(t), t) = rS(t) + φ(S(t), t)σ(S(t), t) .

If we substitute α(S(t), t) in the fundamental PDE (3.12) and apply the
Feynman-Kac theorem or directly use the pricing function in (3.19) combined
with (3.18), it yields for the value of the forward contract

f(S(t), t) = e−r(T−t)
E
Q
t [S(T ) − F (t, T )] , (3.21)

where S has dynamics under Q described by

dS(t) = rS(t)dt+ σ(S(t), t)dW̃ (t) . (3.22)

The drift of the underlying stock under the probability measure Q is exactly the
risk-free rate r, which is in line with the third statement in Proposition 3.1. So,
if there is a traded asset as underlying, the pricing formula for a derivative is
independent of the market price of risk φ(S(t), t). The model setup determines
the market price of risk exogenously, which also implies that the martingale
measure Q is given by the model.

To get the solution for F (t, T ), solve the stochastic differential equation (3.22)
for S(T ) and insert it into (3.21). This yields

f(S(t), t) = e−r(T−t)
(

er(T−t)S(t) − F (t, T )
)

.

Setting f(S(t), t) = 0 determines the forward price as F (t, T ) = er(T−t)S(t),
which is consistent with the result in equation (3.1).

Another aspect which can be pointed out here and which will be used later
is the fact that forward prices are driftless under Q. From equation (3.21) we
know that F (t, T ) = EQ[S(T )]. Since forward and spot price must converge
at maturity, we further have F (T, T ) = S(T ). Inserted in the above relation,

it leads to F (t, T ) = E
Q
t [F (T, T )]. The forward price at time t is equal to the

currently expected forward price for time T under the martingale measure and
its process thus driftless.

Let us now proceed with forward contracts on storable commodities. When
using the cash-and-carry arbitrage approach, the convenience yield has been
introduced for its valuation. The interpretation of the convenience yield is that,
although commodities do not pay explicit dividends, current holdings provide
a flow of utility that have a monetised local value equal to y(t)S(t)dt. The
convenience yield can thus be treated in the same way as dividend payments
from a stock. Let us therefore assume that there exists a stock that pays a
dividend yield at a rate y per annum and an otherwise identical stock that
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pays no dividends. Amount and timing of the dividends during the contract
period are known. Arbitrage arguments then claim that both stocks should
provide the same total return, which is composed of dividends plus capital
gains. From equation (3.22) we know that the total return of the non-dividend
paying stock must be r under Q. For the return of the dividend paying stock
price underQ follows then that it must be smaller than r since dividends already
provide a return of y. The growth rate of the dividend paying stock price must
thus be reduced by exactly that amount. Possible storage costs u can be treated
analogously. The resulting underlying process under Q for commodities offering
a yield or causing costs is then

dS(t) = (r + u− y)S(t)dt+ σ(S(t), t)dW̃ (t)

and

F (t, T ) = E
Q[S(T )] = e(r+u−y)(T−t)S(t) .

Again, we get the same result as in (3.2), where we used cash-and-carry
arbitrage arguments.

We now complete this section with the determination of forward prices for
electricity. Due to its non-storability, electricity cannot be held in a portfo-
lio. Its spot price should therefore not be considered as the price of a traded
asset and the drift of the spot price process must not fulfil the arbitrage con-
dition in equation (3.15). This further implies that the term in the squared
brackets in equation (3.18) cannot be replaced by rX(t). We rather have to
know the riskless interest rate r as well as the functions α(X(t), t), σ(X(t), t)
and φ(X(t), t) occurring in (3.18) in order to get the dynamics of the spot price
under Q. However, the problem is that the market model described in the first
part of Proposition 3.1 only defines r, α(X(t), t) and σ(X(t), t), but not the
market price of risk φ(X(t), t). It is thus not possible to determine the forward
price or the price of any other derivative completely by the model specification
and the presupposition that the market is free of arbitrage. This setting is gene-
rally denoted as an incomplete market and characterised by the fact that there
are more sources of uncertainty than primary traded assets in the economy. In
particular, it is not possible in an incomplete market to insure replication of any
derivative and one cannot expect to obtain a unique arbitrage-free price pro-
cess for a derivative.12 However, the requirement of an arbitrage-free derivative

12The counterpart of the incomplete market is the complete market, which is generally
given when the number of random sources is smaller or equal to the number of primary

traded assets. Every simple derivative can then be hedged. See Harrison & Pliska (1981)
for a definition of complete markets. For more details regarding the completeness versus
incompleteness of markets, we refer to Björk (2004).
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market still implies that different derivatives are priced internally consistent.
So, if we take one particular benchmark derivative as primary given, we can
determine the market price of risk using the no-arbitrage condition in equa-
tion (3.15). The prices of all other derivatives are then uniquely determined by
the price of this benchmark. The delivery price of a new forward contract for
example is given by

F (t, T ) = E
Q
t [S(T )] ,

dS(t) = (α(S(t), t) − φ(S(t), t)σ(S(t), t))dt+ σ(S(t), t)dW̃ (t) .

If we assume for the sake of simplicity that the dynamics under P of the electric-
ity spot price S, which is in fact no price process, are described by a geometric
Brownian motion

dS(t) = αS(t)dt+ σS(t)dW (t) ,

and we further assume that the market price of risk φ(S(t), t) is constant over
time, we get for the risk-neutral drift of the underlying process

α̂(S(t), t) = α(S(t), t) − φσ(S(t), t) = (α− φσ)S(t) .

Integrating leads to the forward price

F (t, T ) = e(α−φσ)(T−t)S(t) .

The pricing is internally consistent and arbitrage-free. Yet, it is not unique
since it depends on the choice which of the already traded derivatives is taken
as benchmark in order to determine the market price of risk. Moreover, in
contrast to forward prices on stocks or storable commodities, the forward price
on electricity depends on the dynamics of the underlying spot process.

Up to now, only arbitrage-free markets with one source of uncertainty have
been considered. We have seen that there are two possible settings. In the first
case, the market is complete and consists of one primary traded asset, for exam-
ple a stock, plus the risk-free asset. This implies that r(t), α(S(t), t), σ(S(t), t)
and φ(S(t), t) are exogenously given. It can then be shown that there exists a
unique probability measure Q, equivalent to P, under which all traded assets
have a drift equal to the risk-free rate r. Q and the market price of risk φ(S(t), t)
are determined within the model, namely by (α(S(t), t) − r)σ(S(t), t)−1. The
arbitrage-free price of a derivative is the expected payoff under Q discounted
at the risk-free rate.

In the second case, an exogenous risk factor which is not a traded asset and
the risk-free asset are primary given. The market is then incomplete. Derivatives
can be priced as well by the expected payoff under Q discounted at the risk-free
rate. However, Q is no more uniquely determined. There are several possible
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martingale measures and several market prices of risk, all of which are consistent
with absence of arbitrage. To determine a specific martingale measure, one can
use the information incorporated in currently traded derivatives and extract
the market inherent price of risk.

To avoid any confusion regarding the determination of parameters, let us
introduce the following terminology.13 Parameter estimation denotes the de-
termination of parameters which are exogenously given by the model. Only
prices whose processes are exogenously given are used. Hence, let us take the
introduced stock price example where the processes for one stock and for the
risk-free asset are primary given. Assuming that the drift and volatility func-
tion as well as the market price of risk are constants, the following parameters
must be estimated: α, σ and φ.14 For the estimation, only stock but no deriva-
tive prices are used. On the other hand, the term calibration means the choice
of a market price of risk to best match the observed market prices when the
exogenous parameters are already determined. Prices of derivatives are used
exclusively. For the above example with electricity prices, this means that in
a first step α and σ are estimated using spot price data and then, in a second
step, φ is determined using forward prices.

3.2.3 Martingale Pricing in a Multi-Dimensional Setting

Assuming that there is only one source of uncertainty describing the whole
electricity market is rather restrictive. It implies, for example, that forward
contracts of any maturity are perfectly correlated. In order to relax this relation,
multi-factor models have been introduced in recent years. The pricing within
these models is usually based on the same ideas as shown in the previous
section. We again refer to Björk (2004), ch. 14, and Musiela & Rutkowski

(1997), ch. 10, for a detailed description of the application of the martingale
approach to multidimensional models, and confine ourselves to the adaption of
proposition 3.1 about the multi-dimensional case.

Proposition 3.2. Given that the following assumptions hold

1. The primary market model contains the following objects:

• The stochastic processes of d underlying risk factors

X = (X1, . . . ,Xd)
′, which are not assumed to be the price process-

13The terminology is chosen following Culot (2003).

14It is actually enough to estimate two of these three parameters since the third can be
calculated by the no-arbitrage condition. However, since they are not directly observable, one
estimates all three of them simultaneously.
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es of traded assets and whose dynamics under the real probability

measure P are given by

dXi(t) = αi(X(t), t)dt+

n
∑

j=1

σij(X(t), t)dWj(t) ,

where i = 1, . . . , d. W1(t), . . . ,Wn(t) are n independent standard

Brownian motions.

• A risk-free asset B with dynamics

dB(t) = rB(t)dt ,

where r is the deterministic short rate of interest.

2. There exists a liquid market for derivatives Dv, v = 1, . . . , p with payoff

function of the form Φv(X(T )). The price processes of these derivatives

are of the form Dv(X(t), t) and are described by the following dynamics

dDv(t) = µv(t)Dv(t)dt+Dv(t)

n
∑

j=1

δvj(t)dWj(t) ,

where

µv(t) =
1

Dv(t)

(

∂Dv

∂t
+

d
∑

i=1

αi(X(t), t)
∂Dv

∂Xi

+
1

2

d
∑

i=1

d
∑

h=1

n
∑

j=1

σij(X(t), t)σhj(X(t), t)
∂2Dv

∂Xi∂Xh

)

,

δvj(t) =
1

Dv(t)

(

d
∑

i=1

σij(X(t), t)
∂Dv

∂Xi

)

.

In this market, n derivatives D1, . . . ,Dn can be specified. The volatility

matrix of these n specified derivatives

δ(t) =







δ11(t) · · · δn1(t)
...

. . .
...

δ1n(t) · · · δnn(t)







is nonsingular with probability 1 for t ∈ [0, T ∗].

Then the following statements are equivalent:

1. The market model, consisting of the risk-free asset, the risk factors and

the derivatives, is arbitrage-free.
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2. There exists a universal n-dimensional process

φ(X(t), t) = (φ1(X(t), t), . . . , φn(X(t), t))′, the market price of risk, so

that for all t and all traded assets the following condition is fulfilled

µv(t) − r =

n
∑

j=1

δvj(t)φj(X(t), t) . (3.23)

3. There exists a probability measure Q equivalent to P on (Ω,F) which

satisfies

dQ
dP = exp



−
n
∑

j=1

∫ T

0

φj(X(t), t)dWj(t)

− 1

2

n
∑

j=1

∫ T

0

|φj(X(t), t)|2dt



 ,

(3.24)

and under which the price process of every traded asset has the short rate

of interest as its rate of return. Thus, under Q, defined by (3.24), the

price process of a derivative Dv has the form

dDv(t) = rDv(t)dt+Dv(t)

n
∑

j=1

δvj(t)dW̃j(t) , (3.25)

where the volatilities δvj(t) are the same under Q as under P.

W̃1(t), . . . , W̃n(t) are defined as

W̃j(t) = Wj(t) +

∫ t

0

φj(X(s), s)ds for j = 1, . . . , n

and are standard Brownian motions under Q. The Q-dynamics of the risk

factors Xi(t) are given by

dXi(t) =



αi(X(t), t) −
n
∑

j=1

σij(X(t), t)φj(X(t), t)



 dt

+

n
∑

j=1

σij(X(t), t)dW̃j(t) for i = 1, . . . , k .

(3.26)

4. The pricing function Dv(X(t), t) for a derivative Dv, v = 1, . . . , p, with

payoff function Φv(X(T )) is given by the formula

Dv(X(t), t) = e−r(T−t)
E
Q
t [Φv(X(T ))] , (3.27)
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where the dynamics of X under the martingale measure Q are given by

(3.26).

The issue whether the market is complete or incomplete again depends on
the proportion between the number of Brownian motions and the number of
primary traded assets. If there are as many as or more primary traded assets
than Brownian motions and their volatility matrix has full rank for all t ∈ [0, T ∗]
with probability 1, the market is complete. The martingale measure Q, or
equivalently, the market price of risk φ(X(t), t), is uniquely determined within
the model. The price of any derivative will be uniquely determined by the
requirement of absence of arbitrage and the derivative can equally well be
replaced by its replicating portfolio. On the other hand, when the number of
Brownian motions exceeds the number of primary traded assets, the market is
incomplete and there exist several possible martingale measures, all of which
allow an arbitrage-free price system. Thus, in addition to the estimation of the
model parameters, the model must also be calibrated to the market.

3.2.4 Valuation of Forwards in a Multi-Dimensional Setting

Considering multi-factor models, we do no longer differentiate between the val-
uation of a forward on a stock, a storable commodity or on electricity, because
if there are multiple risk factors but only one primary traded asset, the market
becomes incomplete in all three examples. The pricing does no longer differ.
We therefore focus directly on the electricity market.

Multi-factor models used for modelling the electricity market can be classified
according to the assumption about the primary given processes. They can be
divided into three classes, which will be described in general below. In Section
3.3 we will give concrete examples and references.

The first class of multi-factor models deals with the processes of some exog-
enous factors X ∈ R

d which are no price processes, the spot price as a function
of these X and the risk-free asset B as primary given. This setting is thus very
similar to the one-factor model for non-storable commodities. Again, the num-
ber of risk factors exceeds the number of primary traded assets and the market
is incomplete. The market prices of risk are not determined within the model.
These models are estimated only with spot prices and then, in a second step,
calibrated to the markets.

The second class of models is based on the no-arbitrage framework of Heath,

Jarrow, & Morton (1992) (HJM). The primary market is expanded and it
is assumed that forwards are primary traded assets. Furthermore, it is assumed
that there exists a finite number n of independent sources of uncertainty which
drive the evolution of the forward curve. Each source of uncertainty has its
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associated volatility function δj(t, T ), j = 1 . . . , n, which determines the direc-
tion and the intensity of the movement of each point T ∈ [0, T ∗] on the forward
curve, when new information about this particular source of uncertainty occurs.
In this model class, the forward price processes are exogenously specified and
generally of the form

dF (t, T ) = F (t, T )





n
∑

j=1

δj(t, T )dW̃j(t)



 .

The models are usually described directly under the martingale measure Q. If
there are not more risk factors than forward prices, the market is complete.
From the above formulation we see that if the purpose of the price model is
only the pricing of derivatives, that is to say, only the evolution under Q is
needed, it is enough to determine the volatility functions δi(t, T ), which fully
define the risk-neutral processes of the forwards. The volatility functions can be
determined by exclusively considering the covariance matrix of forward returns
and by best matching the observed volatility structures. The market prices of
risk do not have to be identified at all. However, if one is also interested in the
spot price dynamics, for example due to production planning for power plants,
this approach might be inappropriate. The spot price process implied in such
models is, in general, non-Markovian – that is the evolution of the spot price
will depend upon its past evolution – and thus is very difficult to use.

The last model class takes as a starting point some exogenous risk factorsX ∈
R
d which define both spot and forward prices. These, both spot and forward

prices, are assumed to be primary given, which results in a complete market
given that the number of risk factors is smaller than the number of forward
contracts. The models are then estimated with spot and forward prices and no
subsequent calibration is needed. This approach allows a coherent modelling
of spot and forward prices and determines all market prices of risk within the
model. In Section 4.1 a model of this last class will be formulated.

3.2.5 Martingale Pricing Including Jumps

Another aspect which should be mentioned here is how models including discon-
tinuities in the price processes can be dealt with. Especially Poisson processes
have been used to model the jump behaviour in electricity prices. The idea be-
hind the use of the martingale approach remains the same. Assuming absence of
arbitrage, all forward prices still have to be martingales underQ. However, since
jumps generally cannot be hedged away, the market is no longer complete and
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the martingale measure is no more unique.15 There are many possible choices
for martingale measures. Merton (1976) proposes the following. He obtains
the equivalent martingale measure by shifting the drift of the Brownian mo-
tion but leaving the jump part unchanged. He justifies this choice by assuming
that jump risk is not priced and, therefore, no risk premium is attached to it.
In mathematical terms, it means that the risk-neutral properties of the jump
component are the same as its real properties. In particular, the distribution of
jump times and jump sizes is unchanged under the two measures. For a techni-
cal description of the martingale pricing incorporating jumps as well as for the
description of different approaches for the choice of the martingale measure, we
refer to Cont & Tankov (2004), ch. 10, Pan (2002) or Culot (2003) and
do not go into detail in this work. Instead, we rather follow Merton (1976)
and make the simplifying assumption that jump risks are not priced and jump
premia are set to zero. This assumption is widely used in energy modelling, see
for example Cartea & Figueroa (2005), Deng (1999) or Benth, Ekeland,

Hauge, & Nielsen (2003).

3.3 Overview of Electricity Price Models

In the previous section we saw that the set up of price models can differ mainly
in two issues, the number of risk sources and the assumptions about the primary
given processes. In this section we give a survey of the existing literature and
classify the models according to these two aspects. Other literature reviews
can be found for example in Bunn & Karakatsani (2003), Bunn (2004) or
Geman (2005).

Let us begin with one-factor models where only the spot price is prima-
ry given. The first attempts to model electricity prices applied the Black &

Scholes (1973) model, implicitly classifying electricity as a traded asset. If a
univariate diffusion model is used, the market is complete and arbitrage argu-
ments can be used to show that the process under Q must have a drift equal
to the risk-free rate. This implies that no mean reversion can be modelled. To
overcome this drawback, Brennan (1991) adapted the concept of a continuous
dividend yield from the stock market, called convenience yield. Using time- and
price-dependent convenience yields, this generalisation allows the modelling of
mean reversion and seasonal patterns. But the main problem remains: Since
the underlying variable is actually a non-traded asset, the arbitrage argument

15See Cont & Tankov (2004), ch. 9, for further explanations.
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is not sufficient in order to determine a unique price and the drift restriction is
tantamount to making a very specific assumption for the risk premium.

The second class of models comprehends electricity as a non-traded asset. The
dynamics of the spot prices normalised by the risk-free asset do thus not have
to follow a martingale under the risk-neutral measure. Still assuming that only
the spot price is primary given, the market is incomplete and an assumption
about the market price of risk, which changes the true dynamics into the risk-
neutral dynamics, has to be made. Popular models belonging to this class are
discussed in Lucia & Schwartz (2002). They analyse two one-factor models,
both composed of a deterministic function which represents the seasonality
pattern and a stochastic component following a mean reversion process. In the
first model, they assume that the spot prices follow a mean reversion process
whereas in the second model, this assumption is made for the logarithm of the
spot prices. The market price of risk is assumed to be constant in both models.
The examples of Lucia & Schwartz (2002) show that this model class is
very flexible. Starting with exogenous spot price dynamics and an assumption
on the market price of risk, the spot price dynamics under some martingale
measure can be stated and solutions to financial electricity contracts can be
derived. The dynamics that can be incorporated are manifold. Incorporating
also multiple factors allows to represent stochastic volatilities, regime switches,
jumps or other nonlinearities. Pilipovic (1997) for example assumes that spot
prices can be described by two diffusion factors. The spot price follows a mean
reversion process with a stochastic long-term equilibrium, which is described by
a geometric Brownian motion. The market price of risk is held constant. Deng

(1999) analyses three different models incorporating jumps, regime-switching
processes and stochastic volatilities. He takes proportional risk premia for the
state variables. The price of jump risks is assumed to be zero. All three models
are estimated only with spot price data. The prices of risk are subsequently
calibrated to match prices of some derivatives. The limits using this model
class may be set by the challenge to estimate and calibrate them. Moreover,
using only spot price data, these models indeed give good approximations for
the spot prices but often do not match the volatility structure of the futures
prices well.

The first to extend the primary market on spot and forward contracts were
Gibson & Schwartz (1990). They consider commodities as dividend-paying
traded assets as in the first class of models. However, since they model the con-
venience yield as a stochastic factor, their spot market, considered separately,
becomes incomplete and the Black-Scholes arbitrage is no more applicable.
They therefore propose to look at the forward market as a primary one. Using
spot and forward data, they can estimate model parameters and risk premia
simultaneously.
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The following models are all models where spot and futures contracts are
considered as primary given and thus estimated with spot and futures data.
Similar to the Pilipovic model Schwartz & Smith (2000) consider a two-factor
model where the first factor describes the short-run deviations and the second
one the equilibrium level. Karesen & Husby (2002) take into account similar
models with up to four factors. Manoliu & Tompaidis (2002) offer a general
multi-factor model. They elaborate the link between prices as functions of state
variables and the HJM framework in detail. All of them assume constant market
prices of risk. Culot (2003) extends their work and elaborates the general
framework when the spot price follows an affine jump-diffusion (AJD) process.
When estimating the models, Culot (2003) assumes all prices of risk to be
zero. Villaplana (2004) analyses also the jump behaviour and derives the
forward prices for eight different specifications of AJD-processes. Villaplana

(2004) determines seasonal market prices for jump risks.
In a series of papers, the main focus has been set on pricing derivatives on

futures. For that purpose, futures prices are directly modelled under Q. As-
suming the absence of arbitrage opportunities, the dynamics of futures prices
are given by a volatility-weighted sum of Brownian motions, where the volatil-
ity functions can be estimated using empirical futures volatilities and market
option prices. The characteristics of futures prices are well captured, but the
implied spot price processes provide a poor approximation to the spot price
behaviour observed in electricity markets. Therefore, if the price model is also
used for valuation of spot products, this model class is not adequate. An appli-
cation of this model class for energy commodities can be found in Clewlow

& Strickland (1999) or Koekebakker & Ollmar (2005). Both estimate
their models with principal component analysis. Bjerksund, Rasmussen, &

Stensland (2000) and Benth, Ekeland, Hauge, & Nielsen (2003) also
follow this approach.



Chapter 4

Stochastic Electricity Price Models

4.1 Market Model

In this chapter we present the general framework for all models which will be
investigated in this work.

We consider an economy1 in which uncertainty is modelled by a filtered prob-
ability space (Ω,F ,P), with P the real world probability measure. Events in
the economy are revealed over time according to the filtration F = {Ft}t∈[0,T∗],
where T ∗ is a fixed time horizon which limits the considered trading interval
[0, T ∗]. The market model contains the electricity futures prices of different ma-
turities T ∈ [0, T ∗] as the prices of primary traded assets. For each T ∈ [0, T ∗],
the T -maturity futures price process is denoted by F (t, T ) for t ≤ T . In ad-
dition, the market model contains another primary security, a money market
account. Its price process B(t) is defined by dB(t) = r(t)B(t)dt, with the initial
condition B(0) = 1. We assume r(t), the short-term interest rate, to be deter-
ministic.2 Furthermore, the model specifies the spot price process S(t). Due to
the non-storability of electricity, the spot price is considered as a non-traded

1The setup is chosen according to the one described in Manoliu & Tompaidis (2002).

2This assumption is little restrictive since electricity prices are hardly correlated with
interest rates. See for example Pilipovic (1997).
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asset, which therefore need not have the short rate of interest as its rate of
return under the martingale measure Q. We further assume that the market is
arbitrage-free, and that the Statements 1–4 in Section 3.2.3 are true.

Spot and futures prices are postulated to be functions of some state variables
X(t) = (X1(t), . . . ,Xn(t))

′ which are modelled with a general class of contin-
uous time stochastic processes, the affine jump-diffusion (AJD) processes. We
follow here the presentation in Duffie, Pan, & Singleton (2000) (DPS) and
suppose that X(t) follows a Markov process solving the stochastic differential
equation

dX(t) = α(X(t))dt+ σ(X(t))dW (t) +

q
∑

k=1

dNk(t) . (4.1)

W (t) is a standard Brownian motion in R
n, α(X(t)) and σ(X(t)) are the drift

and diffusion functions, respectively. Each jump type Nk(t) is a jump process
whose jump sizes have a fixed probability distribution νk on R

n and arrive with
intensity λk(X(t)). Let θk(c) be the so-called jump transform for the k-th jump
and θ(c) = (θ(c)1, . . . , θ(c)q). The jump transform is given by
θk(c) =

∫

Rn exp(c·z)dνk(z) whenever the integral is well defined. For a normally
distributed jump size with mean µ and variance σ2, it is for example
θ(c) = exp(µc+ 1

2σ
2c2).3

We impose an affine structure on the coefficients functions α, σσ′ and λk

α(x) = K0 +K1x ,

(σ(x)σ(x)′)i,j = H0;i,j +H1;i,j,•x ,

λk(x) = lk0 + lk1x ,

where K0 ∈ R
n , K1 ∈ R

n×n, H0 ∈ R
n×n and symmetric, and H1 ∈ R

n×n×n.
lk0 ∈ R and lk1 ∈ R

n where lj = (l1j , . . . , l
q
j ) for j = 0, 1.

The imposed structure above ensures that the conditional characteristic func-
tion of X(t) is given by the solution of a system of complex-valued ODE’s as
shown in Duffie, Pan, & Singleton (2000), which is very convenient when
pricing derivatives.

Given this general form of the state variables, we define the logarithm of the
spot price lnS(t) as the sum of a deterministic seasonality factor g(t) and the
state variables X(t)

lnS(t) = g(t) +

n
∑

i=1

Xi(t) . (4.2)

3See Duffie, Pan, & Singleton (2000) for details.
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Assuming an arbitrage-free market, it has been shown that the futures price
F (t, T ) must be a Q-martingale.4,5 Furthermore, the absence of arbitrage op-
portunities implies convergence towards the spot price at maturity. Thus, the
futures price F (t, T ) is given as the expectation of the spot price S(T ) at
maturity date T under the martingale measure Q, conditional on Ft

F (t, T ) = E
Q
t [F (T, T )] = E

Q
t [S(T )] = eg(T )

E
Q
t

[

eY (T )
]

, (4.3)

where Y (t) =
∑n
i=1Xi(t).

We now propose three different model classes for the dynamics of the state
variablesX(t) and derive the according spot and futures prices. To facilitate the
derivations, we first present mathematical preliminaries that allow us to derive
closed-form solutions for futures prices when the underlying state variables
follow an AJD process.

4.2 Transform Analysis

DPS provide an analytical treatment of the fourier transform for the class
of affine jump-diffusion state processes. This transform permits an analytical
valuation of various contract specifications as futures or options. We shortly
introduce here the presentation of DPS focusing on the relevance in application.

Assume that we are given a Markov process as defined in equation (4.1)
and a short-term interest rate process defined by R(X(t)) = ρ0 + ρ′1X(t)
with ρ0 ∈ R and ρ1 ∈ R

n. Given an initial condition X(0), the tuple
ϑ = (K0,K1,H0,H1, l0, l1, θ, ρ0, ρ1) describes both the distribution of the state
process X(t) as well as the discounting effects. It can be used to determine a
transform Ψϑ : R × R

n × C
n × R

n × R+ × R+ → C of X(T ) conditional on
X(t), 0 6 t 6 T , by

Ψϑ(d0, d1, u,X(t), t, T )

= E
Q

[

exp

(

−
∫ T

t

R(X(s), s)ds

)

(d0 + d′1X(T )) eu
′X(T ) | Ft

]

.

4See Section 3.2.2 or Musiela & Rutkowski (1997), ch. 6, for more details.

5Note that in contrast to the derivative prices described in Statement 3 in Section 3.2.3,
the futures price F (t, T ) does not denote the spot price of the futures contract but a market

quoted price for a delivery at time T . The cost to enter the futures contract today is 0.
Therefore, the drift under Q must be 0 and not r, that means no time premium is paid as
there is no capital employed. See Björk (2004), ch. 26, for details.
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DPS have shown that this transform Ψϑ is given by

Ψϑ(d0, d1, u,X(t), t, T ) = (A(t) +B(t)′X(t)) eα(t)+β(t)′X(t) , (4.4)

where A(t), B(t), α(t) and β(t) are solutions for the following system of complex
valued ODE’s

β̇(t) = ρ1 −K ′
1β(t) − 1

2
β(t)′H1β(t) −

q
∑

k=1

lk1(θk(β(t)) − 1) , (4.5a)

α̇(t) = ρ0 −K ′
0β(t) − 1

2
β(t)′H0β(t) −

q
∑

k=1

lk0(θk(β(t)) − 1) , (4.5b)

−Ḃ(t) = K ′
1B(t) + β(t)′H1B(t) +

q
∑

k=1

lk1Θk(β(t), t)B(t) , (4.5c)

−Ȧ(t) = K ′
0B(t) + β(t)′H0B(t) +

q
∑

k=1

lk0Θk(β(t), t)B(t) , (4.5d)

with boundary conditions B(T ) = d1, A(T ) = d0, α(T ) = 0 and
β(T ) = u. β(t)′H1β(t) denotes the vector in C

n with m-th element
∑n
i=1 β(t)i

∑n
j=1H1;i,j,mβ(t)j and Θk(c) corresponds to ∇θk(c), the gradient

of θk(c) with respect to c ∈ C
n.

4.3 Basis Model

The first model class we consider is the class of additive multi-factor mean-
reverting models where no jumps are taken into account. The general
formulation of this model class, which also includes a seasonality function, was
given by Manoliu & Tompaidis (2002). An implementation of a two-factor
version can for example be found in Schwartz & Smith (2000).

In the basis model, the state variables under P follow the SDE given in (4.1)
with K0 = (µ1, . . . , µn)

′ and K1 = diag(−κ1, . . . ,−κn), H0;i,j = ρijσiσj for
i, j = 1, . . . , n and H1;i,j,m = 0 for i, j,m = 1, . . . , n. The jump intensities are
set to zero. The SDE for a single state variable Xi(t) under P can then be
expressed using correlated Brownian motions Zi(t), i = 1, . . . , n, by

dXi(t) = (µi − κiXi(t))dt+ σidZi(t) , (4.6)

where dZi(t)dZj(t) = ρijdt.
The accordant SDE of the state variable Xi(t) under the martingale measure

Q is derived using (4.6) and (3.26). We assume constant market prices of risks,



4.3. Basis Model 79

which leads to

dXi(t) = (µi − φi − κiXi(t))dt+ σidZ̃i(t) . (4.7)

Note that in contrary to Chapter 3, φi, i = 1, . . . , n, now denotes the risk
premium, that means the volatility-weighted market prices of risk. We use this
notation as it is the common one in commodity models.6 For any T ≥ t, the
SDE (4.7) has the solution7

Xi(T ) = e−κi(T−t)Xi(t) +
µi − φi
κi

(

1 − e−κi(T−t)
)

+

∫ T

t

e−κi(T−s)σidZ̃i(s) .

(4.8)

Equation (4.8) shows that the distribution of the state variables Xi(T ), i =
1, . . . , n, conditional on Ft is multivariate normal where the mean of the i-th
state variable under Q is equal to

E
Q
t [Xi(T )] = e−κi(T−t)Xi(t) +

µi − φi
κi

(

1 − e−κi(T−t)
)

. (4.9)

The conditional expectation of Xi(T ) under P is

E
P
t [Xi(T )] = e−κi(T−t)Xi(t) +

µi
κi

(

1 − e−κi(T−t)
)

. (4.10)

The covariance matrix is the same under both measures and takes the following
form

Covt[Xi(T ),Xj(T )] =
ρijσiσj
κi + κj

(

1 − e−(κi+κj)(T−t)
)

. (4.11)

For the distribution of Y (T ) =
∑n
i=1Xi(T ) under Q conditional on Ft follows

that it is normal with mean and variance

E
Q
t [Y (T )] =

n
∑

i=1

e−κi(T−t)Xi(t) +

n
∑

i=1

µi − φi
κi

(

1 − e−κi(T−t)
)

,

Vart[Y (T )] =

n
∑

i=1

n
∑

j=1

ρijσiσj
κi + κj

(

1 − e−(κi+κj)(T−t)
)

.

Using the representation of the futures prices in (4.3) in combination with
the fact that Y (T ) is normally distributed under Q, one can express the futures

6See for example Lucia & Schwartz (2002) or Schwartz & Smith (2000).

7See Appendix A.1.1 for the derivation of (4.8) to (4.11).
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prices as a function of the state variables and the seasonality component

FB(t, T ) = eg(T )
E
Q
t [exp (Y (T ))]

= eg(T ) exp

(

E
Q
t [Y (T )] +

1

2
Vart[Y (T )]

)

= exp
(

g(T ) + αB(T − t) + βB(T − t)′X(t)
)

,

(4.12)

where

αB(T − t) =
n
∑

i=1

µi − φi
κi

(

1 − e−κi(T−t)
)

+
1

2

n
∑

i=1

n
∑

j=1

ρijσiσj
κi + κj

(

1 − e−(κi+κj)(T−t)
)

(4.13)

and

βBi (T − t) = e−κi(T−t) for i = 1, . . . , n . (4.14)

With B we indicate that this is the expression for the futures price when the
evolution of state variables is described by the basis model in (4.6).

From (4.12) and the dynamics of the state variables under Q in (4.7) and
under P in (4.6), one can derive the expressions for the stochastic processes for
the futures prices by applying Ito’s Lemma.8 The resulting dynamics under Q
are

dFB(t, T ) = FB(t, T )

(

n
∑

i=1

σie
−κi(T−t)dZ̃i(t)

)

, (4.15)

and under P

dFB(t, T ) = FB(t, T )

(

n
∑

i=1

φie
−κi(T−t)dt+

n
∑

i=1

σie
−κi(T−t)dZi(t)

)

. (4.16)

Under Q the dynamics of the futures prices are completely described by the
weighted sum of the Brownian motion factors. Under P the volatility structure
remains the same as under Q but futures prices exhibit a drift which is deter-
mined by the risk premia φi, i = 1, . . . , n. The diffusion is independent of the
level of the state variables X(t). So, for the purpose of option pricing on the
underlying futures contract, the futures price dynamics can directly be used as

8See Appendix A.1.2 for the derivation of (4.15) to (4.18).
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exogenous processes. Setting the initial futures prices F (t, T ) equal to current
market prices, this yields mark-to-market valuations.9

From (4.15) we further get the following expression for the variance of the
returns of futures prices over the period ∆t

Var

[

ln
FB(t, T )

FB(t− ∆t, T )

]

=
n
∑

i=1

n
∑

j=1

ρijσiσj
κi + κj

e−(κi+κj)(T−t)
(

1 − e−(κi+κj)∆t
)

.

(4.17)

The covariance of returns over the period ∆t for two futures prices with different
maturities, T1 and T2, is given by

Cov

[

ln
FB(t, T1)

FB(t− ∆t, T1)
, ln

FB(t, T2)

FB(t− ∆t, T2)

]

=

n
∑

i=1

n
∑

j=1

ρijσiσj
κi + κj

e−κi(T1−t)−κj(T2−t)
(

1 − e−(κi+κj)∆t
)

.

(4.18)

4.4 Jump-Diffusion Model

The second considered model class adds a jump term to the first diffusion factor,
which should reflect the jumps occurring in the spot prices. Implementations of
affine jump-diffusion models in the field of electricity modelling can be found
in Deng (1999), Culot (2003) or Villaplana (2004).

Assuming that jump risks are not priced (see Section 4.1), the SDE of the
first state variable under Q is given by

dX1(t) = (µ1 − φ1 − λµJ − κ1X1(t))dt+ σ1dZ̃1(t) + dN(t) . (4.19)

N(t) is a jump process with intensity λ. The jump size J is normally distrib-
uted with mean µJ and variance σ2

J . The term −λµJdt in the drift of X1(t)
compensates for the instantaneous change in X1(t) introduced by the jump
process N(t). The state variables Xi(t), i = 2, . . . , n, still follow (4.7). Using
the transform described in (4.4), the futures prices are determined by10

F J(t, T ) = exp
(

g(T ) + αJ(T − t) + βJ(T − t)′X(t)
)

, (4.20)

9See Chapter 6 for the determination of the initial futures curve.

10See Appendix A.2 for the derivation of (4.20) to (4.25).
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where

βJ(T − t) = βB(T − t) (4.21)

and

αJ(T − t) = αB(T − t) − λµJ
κ1

(

1 − e−κ1(T−t)
)

+ λ

∫ T

t

(

exp

(

µJe
−κ1(T−s) +

1

2
σ2
Je

−2κ1(T−s)

)

− 1

)

ds .

(4.22)

The stochastic process under Q followed by the futures price is then

dF J(t, T ) = F J(t, T )

(

n
∑

i=1

σie
−κi(T−t)dZ̃i(t)

−E
[

exp
(

e−κi(T−t)J
)

− 1
]

λdt+ dNF (t)

)

,

(4.23)

where NF (t) is a jump process with jump intensity λ and jump size

JF = F J(t, T |J = 0)
(

exp
(

βJ1 (T − t)J
)

− 1
)

. (4.24)

The Poisson process NF (t) for the futures price F J(t, T ) is hence perfectly
functionally dependent on the Poisson process N(t) for the state variable X1(t).
If the Poisson event occurs for X1(t) with jump J , the Poisson event for the
futures price occurs, too, with jump size given by (4.24).11 Observe that the
influence of the jumps diminishes the longer the considered maturity is. So even
when the jumps in the futures prices and the spot price are perfectly linked,
we are able to model spot prices with and futures prices without jumps if we
use a large enough mean reversion rate κ1.

The dynamics under P are

dF J(t, T ) = F J(t, T )

(

n
∑

i=1

φie
−κi(T−t)dt+

n
∑

i=1

σie
−κi(T−t)dZi(t)

−E
[

exp
(

e−κi(T−t)J
)

− 1
]

λdt+ dNF (t)

)

.

(4.25)

11See Finnerty (2005).
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4.5 Regime-Switching Model

4.5.1 Existing Models

As shown in the data analysis in Chapter 2, the main characteristic of jumps in
electricity spot prices is that they fade away very fast. If the jumps are modelled
with a jump-diffusion model as in (4.19), they are written as an integral part of
the price process. The jump has then a lasting effect on subsequent prices and
the characteristic that prices bounce back after a spike to the normal level can
only be achieved with a very high mean reversion rate.12 Moreover, Huisman

& Mahieu (2003) show that the combination of a mean-reverting process with
a stochastic jump model leads to difficulties in identifying the true volatility
and mean reversion rate.

We therefore regard regime-switching models as a third class of models. Ac-
cording to Huisman & Mahieu (2003) and Culot, Goffin, Lawford, de

Merten, & Smeers (2006), they allow a more appropriate modelling of the
spiking behaviour.

Regime-switching models for electricity prices can mainly be divided in two
branches. In the first branch, the spot price is modelled by dividing the time
series into separate phases or regimes with different underlying processes. The
switching mechanism is typically governed by a random variable that follows a
Markov chain with different possible states. A probability law determines the
transition from one state to another.13 The process in the normal regime is
generally described by a mean-reverting process. In the spike regimes, different
(mean-reverting) jump processes are used.

de Jong (2005), for example, suggests regime-switching models with three
regimes: A mean-reverting regime, an up-jump and a down-jump regime. He
applies different specifications of the regime-dependent dynamics to various US
and European power exchanges. A similar analysis for electricity, gas and oil
prices is given by Huisman & Mahieu (2003). Schindlmayr (2005) models
the EEX prices with a regime-switching model where spot prices switch between
two regimes. They follow a mean reversion process in both regimes but have
a regime-dependent mean reversion rate and volatility. Bierbrauer, Trück,

& Weron (2004) analyse the NordPool power exchange spot prices using a
regime-switching model. In all these models, the spot price at every time is

12See for example Geman & Roncoroni (2002) or Villaplana (2004), who obtains a

half-life time of shocks of approximately one day using daily prices.

13For a precise introduction to Markov regime-switching models, we refer to Hamilton

(1989) and Hamilton (1994).
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only driven by one risk factor. This is justified by the fact that the focus is set
on how to capture the characteristics of spot prices best. The implications on
futures prices or other derivatives are not considered.

Huisman & de Jong (2003) go a step ahead. They propose an option pricing
formula in a setup where spot prices exhibit regime switches. They derive their
formula by splitting the option price into a mean-reverting component and a
spike component, weighting the components according to the corresponding
probabilities.

Another strand of regime-switching models is developed by Kholodnyi
(Kholodnyi (2001), Kholodnyi (2004) or Kholodnyi (2005)), Andrea-

sen & Dahlgren (2006) and Culot, Goffin, Lawford, de Merten, &

Smeers (2006). They model the spot prices as a product of two Markov pro-
cesses. The first describes the behaviour under the normal regime. Culot,

Goffin, Lawford, de Merten, & Smeers (2006) for example choose a
continuously formulated multi-factor model for it. The second Markov process
is responsible for the spikes. The two processes are assumed to be independent,
which permits then to derive closed-form solutions for futures prices and some
options. See for example Kholodnyi (2005). The following model is in line
with this second strand.

4.5.2 Markov Regime-Switching Model

Formulating the regime-switching model, we again start within the AJD frame-
work and show how the jump part must be chosen to get a representation
as q-state Markov regime-switching model. For this purpose, we follow Cu-

lot, Goffin, Lawford, de Merten, & Smeers (2006) and assume that
the spike and diffusive behaviour observed in electricity prices is independent,
which means that the spot level has no influence on the spike occurrence. This
assumption is very convenient since it allows us to separate the affine diffusion
and the affine jump components. It implies that we can continue to use the
basis model for the diffusion part.

For the formulation of the jump part, we introduce q additional risk factors
X̃(t) = (X̃1(t), . . . , X̃q(t))

′ which are independent of the diffusive factors Xi(t),
i = 1, . . . , n. They follow pure affine jump processes

dX̃(t) =

q
∑

k=1

q
∑

l=1

dNk,l(t) . (4.26)

Note that in order to facilitate reading, we index jump information by k and l
as each jump will represent a transition from one regime k to another regime
l. The characteristics of the jump processes are chosen in such a way that they
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represent a homogenous q-state Markov regime-switching process14, whereby
the different regimes of the Markov switching process are expressed through
the state variables X̃(t) by

X̃(t) = ek = (0, . . . , 0, 1, 0, . . . , 0)′ for k = 1, . . . , q .

ek is a unit vector where the only non-zero entry is on the k-th position
indicating that the Markov switching process is in regime k at time t.

The Markov switching process is defined by the infinitesimal transition ma-
trix G ∈ R

q×q, where Gk,ldt, k 6= l, indicates the infinitesimal probability for
going from regime k at time t to regime l at time t+dt. The diagonal elements
are set to Gk,k = −∑q

l=1,l 6=kGk,l by definition, which is equal to minus the

total rate out of regime k. For the jump intensities and jump sizes of X̃(t) to re-
present the Markov switching process defined by G, we can use the procedure
proposed by Culot, Goffin, Lawford, de Merten, & Smeers (2006).
Their solution sets the jump sizes equal to el− ek and renders it deterministic.
In addition, it fixes lk,l0 = 0 and lk,l1 = Gk,le

′
k for all k, l = 1, . . . , q, which yields

λk,l(X̃(t) = ek) = lk,l1 X̃(t) = Gk,le
′
kek = Gk,l , (4.27a)

λk,l(X̃(t) = eh6=k) = lk,l1 X̃(t) = Gk,le
′
keh = 0 . (4.27b)

The following example illustrates the approach: Let X̃(t) ∈ R
3 represent a

three-regime Markov switching process defined by G ∈ R
3×3 and assume that

the economy is in regime one at time t. This implies X̃(t) = (1, 0, 0)′. The jump
intensities λk,l(t) for k = 2, . . . , q and l = 1, . . . , q are then according to (4.27)
equal to zero, and the change in X̃(t) over the time interval dt is described by

dX̃(t) =
3
∑

k=1

3
∑

l=1

dNk,l(t)

=

3
∑

l=1

dN1,l(t)

=





−1
1
0



 dN1,2(G1,2) +





−1
0
1



 dN1,3(G1,3) .

In the last expression, the term in front of the Poisson process indicates the
corresponding jump sizes and the term in the brackets behind the Poisson

14For a technical description of continuous-time Markov processes, we refer to Koroliuk

& Limnios (2005), ch. 1, or Resnick (1992), ch. 5.
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process denotes the jump intensity. Hence, with rate G1,2 the economy moves
to regime two, ((1, 0, 0)′ + (−1, 1, 0)′ = (0, 1, 0)′), with rate G1,3 it moves to
regime three and with rate 1 − G1,2 − G1,3 it stays in regime one in t + dt,
which corresponds exactly with the infinitesimal transition probabilities of the
Markov switching process.

Next, the spot and futures prices are derived when the first n state variables
X(t) have dynamics as described in (4.7) and the state variables X̃(t) ∈ R

q

follow (4.26) with corresponding jump intensities and sizes. For this purpose,
we can either build the transform of the multiple jump process15 or directly
determine the expectation of the state variables using the transition probability
matrix of the corresponding Markov switching process. We prefer the second
way and start by determining the transition probability matrix P (τ) ∈ R

q×q

for the homogenous continuous time Markov switching process defined by G.16

It is given by the solution of the forward Kolmogorov differential equation

dP (τ)

dt
= P (τ)G , with P (0) = I .

Its solution is, assuming that G is commutative, the following matrix
exponential

P (τ) = eτG ,

which can be expressed as

P (τ) =

∞
∑

m=0

L(τD)mL−1

m!
= LeτDL−1 , (4.28)

provided that G can be diagonalised by D = L−1GL.17 We further need the
stationary probability vector π = (π1, . . . , πq)

′. Assuming that the continuous
Markov chain is irreducible, π must fulfil

π′G = 0

and the normalisation condition

π′1 = 1 .

With this information at hand, we define the logarithm of the spot price as

lnS(t) = g(t) + Y (t) + γ′X̃(t) , (4.29)

15See Duffie, Pan, & Singleton (2000).

16See again Koroliuk & Limnios (2005), ch. 1, or Resnick (1992), ch. 5, for details.

17Otherwise the exponential of a matrix has to be replaced by the product integral. See
for example Andersen, Borgan, & Gill (1993).
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where γ ∈ R
q denotes the spike levels in the different regimes. Since diffusion

and jump components are assumed to be independent, futures prices can be
written as

FRS (t, T ) = eg(T )
E
Q
t [exp(Y (T ))] E

Q
t

[

exp
(

γ′X̃(T )
)]

= exp
(

g(T ) + αB(T − t) + βB(T − t)′X(t)
)

· EQt
[

exp(γ′X̃(T ))
]

,

(4.30)

where αB(T − t) and βB(T − t) are given in (4.13) and (4.14). The conditional
expectation of exp(γ′X̃(T )) given regime k at time t can be derived using the
transition probability matrix P (τ)

E
Q
t

[

exp(γ′X̃(T )) | X̃(t) = ek

]

=

q
∑

l=1

Pk,l(T − t) exp (γ′el) . (4.31)

If we insert (4.31) into (4.30), the futures prices conditional on the current
regime k are determined

FRS ;k(t, T ) = FB(t, T )

q
∑

l=1

Pk,l(T − t) exp (γ′el) .

For futures prices with a long time to maturity, the state-dependent transition
probabilities Pk,l(T − t) can be replaced by the stationary probabilities πl.





Chapter 5

Estimation Procedure for the Price Models

One of the main challenges when modelling electricity prices is to find an esti-
mation technique which can handle the complicated dynamics used to describe
the characteristics of electricity prices. We propose the use of filtering tech-
niques combined with the maximum likelihood method. In the following we
motivate our choice.

If we first consider the basis model introduced in the previous section and
ignore the jump term or the regime-switching, we see that these models possess
the same structure as the well-known affine term structure models used to
describe the movement over time of bond yields:1 There are some unobservable
state variables X(t) which determine the relation of spot and futures prices at
a certain point in time but also the movements of the futures curve. In order
to decide which estimation technique should be used for our price models, we
therefore have a closer look at the estimation techniques applied to affine term
structure models.

Affine term structure models describe the term structure of interest rates,
which is the yield to maturity on a set of bonds of different maturities, expressed
as a function of the time to maturity. These models have two separate implica-
tions on the term structure. On the one hand, they determine their shape, the

1See for example James & Webber (2000).



90 Chapter 5. Estimation Procedure for the Price Models

cross-sectional implication. They hypothesise that the term structure at any
date is a linear function of a small set of common state variables. On the other
hand, they determine the time series movements of the term structure, the
dynamic implication. Early contributions on estimation techniques tended to
analyse only one of these implications. They can be classified as cross-sectional
approaches and time series approaches.

In the cross-sectional approach, the information on the yields of bonds with
different maturities only at one specific point in time is used. See for example
Brown & Dybvig (1986), who estimate a term structure model from bond
prices observed on a single day. A disadvantage of this approach is that the
market prices of risk cannot be identified since the relation of futures contracts
with different maturities observed at a certain point in time is fully defined
by the risk-neutral parameters. In order to determine the real parameters, too,
the evolution of the prices would need to be taken into account. Another dis-
advantage occurs when the estimation is done sequentially at different points
in time. The estimated parameters can then vary with sudden jumps.

The time series approach, on the other hand, focuses on the dynamic implica-
tion of the model. See for example Brennan & Schwartz (1979). Assuming
that the state variables are observable or can be proxied for by observable vari-
ables using for example the results of a principal component analysis, maximum
likelihood or the generalised method of moments can be applied. The risk pre-
mia can be identified by the difference between the observed drift and the drift
implied by the pricing formula.

Both approaches use only a subset of the price information available: One
yield curve at a certain point in time in the cross-sectional approach and the
evolution of a few yields with certain maturities in the time series approach.
With the purpose to combine this information, panel data approaches have been
developed. Panel data approaches take into account the dynamic and cross-
sectional implications simultaneously. Generally, they provide more efficient
estimators for the model parameters. They use, in a consistent way, both real
and risk-neutral dynamics and therefore also yield estimates for the parameters
related to the market price of risk. The idea behind panel data approaches is
to extract the generally unobserved state variables from the bond yields and to
utilize the conditional density of these implicit state variables for the estimation.
There are two approaches commonly used to extract the state variables.

The first approach is a transformed data maximum likelihood method pro-
posed by Duan (1994) and implemented by Chen & Scott (1993) and
Pearson & Sun (1994). Given an m-factor model with closed-form expressi-
ons for the bond prices, m bond prices are inverted into m state variables. The
joint density function is obtained and the likelihood function constructed. The
problem is, in practice, that in general the number of bonds exceeds the num-
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ber of state variables. Hence, different choices of reference bonds imply different
state variable realisations, which is not in line with the model assumption. It is
therefore assumed that the m bonds used in the inversion are measured with-
out any error. The remaining bonds are then priced using the extracted state
variables and possible deviations between observed and model implied prices
are considered as measurement errors.

A second approach to extract the unobserved state variables is the Kalman
filter. It can be viewed as a generalisation of the transformed data method. The
vital assumption for this approach is that all bonds are measured with some
error. It is then possible to cast the model in state space form and to use Kalman
filter technique to optimally estimate the unobservable state variables. If the
model implies Gaussian yields, the exact likelihood function for the parameter
estimation is obtained directly from the Kalman filter algorithm, otherwise a
quasi-maximum likelihood estimator can be constructed; see Section 5.1.4.

The state space and Kalman filter framework has a long tradition in econo-
metrics. The basic idea was put forth by Pennacchi (1991), who applied this
approach for the estimation of the dynamics of the real interest rate and in-
flation. There also exists a series of papers where the approach is used for the
estimation of term structure models. Examples can be found in Jegadeesh &

Pennacchi (1996), Ball & Torous (1996) or Babbs & Nowman (1999).
In recent years the Kalman filter has also been favoured to estimate stochastic
commodity price models. See for example Schwartz (1997), Schwartz &

Smith (2000), Manoliu & Tompaidis (2002) or Ribeiro & Hodges (2004).
There are also some applications to electricity prices. Kellerhals (2001) anal-
yses prices of the Californian power market. He estimates a model for every
hour a day using day-ahead forwards. Karesen & Husby (2002) estimate
multi-factor models for the Nordic market using data from the NordPool. They
use weekly spot and futures prices. Barlow, Gusev, & Lai (2004) estimate
parameters applying Kalman filters for data from the electricity exchanges of
Alberta PowerPool, California Power Exchange and Australia NEMMCO. They
only use spot prices for their analysis. Culot (2003) and Culot, Goffin,

Lawford, de Merten, & Smeers (2006) apply the Kalman filter as well.
They estimate price processes for the European Energy Exchange and the
Amsterdam Power Exchange using daily spot and futures prices.

The efficiency of the Kalman filter as well as the good results which are
achieved in the field of interest rate modelling, motivates us to further investi-
gate this technique for our purposes. We first introduce the state space form,
which is the basis for all filtering techniques. Then the Kalman filter and an
extension, the Kim filter, are described. The Kim filter allows us to account for
the jumps and the regime switches.
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5.1 Filtering Algorithms

The price models formulated in the previous chapter are all built on the hy-
pothesis that spot and futures prices are driven by a set of unobservable state
variables X(t), which determine the log prices via a linear relation. The param-
eters describing this linear function – for the basis model these are for example
ψ = (µi, κi, φi, σij , ρij), i, j = 1, . . . , n – are not known yet and need to be
estimated.

Given this setup, the models can be represented in state space form. The state
space form is a very powerful and useful way of writing a dynamic model. It
provides a model representation on which a recursion algorithm can be applied,
which allows us to estimate both the unobservable state variablesX(t) as well as
the unknown parameter set ψ. The recursion algorithm combines the maximum
likelihood method with the Kalman filter. It is illustrated in Figure 5.1. But
before proceeding to the details of the recursion, let us introduce the state space
form and the Kalman filter technique.

5.1.1 State Space Notation

For the subsequent summary of the state space form as well as for more details,
we refer to Harvey (1989) and Hamilton (1994).

The state space form consists of two sets of equations, the measurement
equation and the transition equation, respectively. The measurement equation
relates unobservable state variables ξt ∈ R

n to some observable variables yt ∈
R
m, where n indicates the number of state variables and m the number of

observations per date. It is defined as

yt = at(ψ) +Bt(ψ)ξt + ǫt(ψ) , (5.1)

where at, ǫt ∈ R
m and Bt ∈ R

m×n. ψ is the vector of the unknown parame-
ters. The disturbances ǫt are assumed to be serially uncorrelated and normally
distributed with

E[ǫt] = 0 and

E[ǫtǫ
′
s] =

{

Ht(ψ) for s = t ,

0 otherwise,

where Ht ∈ R
m×m is symmetric and positive semidefinite. The components of

the state vector ξt are unobservable and need not necessarily have a physical
interpretation. The goal is to formulate the model in such a way that ξt includes
all the relevant information about the system at time t by having a dimension
n as low as possible.
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Figure 5.1: Flowchart of the Kalman filter and maximum like-
lihood estimation. The illustration is based on Figure 4.1 in
Kellerhals (2001).

The transition equation describes the new state vector ξt by a linear
combination of both the previous state vector ξt−1 and some noise ηt

ξt = ct(ψ) +Dt(ψ)ξt−1 + ηt(ψ) , (5.2)
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with ct, ηt ∈ R
n and Dt ∈ R

n×n. In case that the new state vector also depends
on states realised before t−1, this can be modelled by extending the dimension
of the state vector. See for example Hamilton (1994), ch. 13. The noise term
is again assumed to be serially uncorrelated and normally distributed with

E[ηt] = 0 and

E[ηtη
′
s] =

{

Qt(ψ) for s = t ,

0 otherwise,

where Qt ∈ R
n×n is symmetric and positive semidefinite.

The matrices at(ψ), Bt(ψ), Ht(ψ) and ct(ψ), Dt(ψ), Qt(ψ) are called the
system matrices. They depend on the unknown parameter set ψ and may change
with time as indicated by the time index.

To complete the state space formulation, two further assumptions have to
be made. It is assumed that the initial vector is normally distributed with

E[ξ0] = ξ̄0 and E[ξ0ξ
′
0] = Σ̄0. Additionally, it is assumed that the disturbances

ǫt and ηt are uncorrelated with each other in all time periods and uncorrelated
with the initial state ξ0.

5.1.2 Kalman Filter

If one has brought a model in a state space form as described above, the Kal-

man (1960) filter can be applied. The Kalman filter is an efficient estimator
used to estimate the state vector ξt of a linear dynamic system perturbed by
Gaussian white noise ηt using measurements yt that are linear functions of the
system state but corrupted by additive Gaussian white noise ǫt. It is essentially
a set of equations that implements a predictor-corrector type estimator for the
unobserved state variables. The state estimator is updated whenever new infor-
mation is available. This recursive procedure can be divided into two distinct
steps:

1. Prediction Step: In the first step, the Kalman filter forms an optimal
predictor of the unobserved state variable ξt given all the information
available up to time t − 1. Thereto, the state vector is extrapolated and
so-called prior estimates for time t are calculated.

2. Updating Step: At time t new information becomes available and is used
to update the prior estimates for ξt. The resulting variables are called
posterior estimates.

Let us now have a closer look at the Kalman filter equations and subsequently
show why this recursion produces an optimal estimate of the states. We use
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the following notation:

Yt = {yt, yt−1, . . . , y0}
Information set up to time t;

ξt|t−1 . . . Estimate of ξt given Yt−1,prior estimator;

Σt|t−1 . . . Corresponding mean square error;

ξt|t . . . Estimate of ξt given Yt,posterior estimator;

Σt|t . . . Corresponding mean square error.

The Kalman filter comprises four steps, which are recursively run for t =
t0, . . . , t

∗, where t∗ denotes the time point of the last available observation.
Note that the dependence of the system matrices on the unknown parameters
ψ is now omitted. It is assumed that they are given once the Kalman filter is
applied:

1. Calculate the prior estimates ξt|t−1 and the corresponding covariance
matrix Σt|t−1 by applying the prediction equations

ξt|t−1 = ct +Dtξt−1|t−1 , (5.4a)

Σt|t−1 = DtΣt−1|t−1D
′
t +Qt . (5.4b)

2. Once the new observation yt becomes available, derive the prediction error
vt on the observed variable and its mean square error Rt|t−1

vt = yt − at −Btξt|t−1 , (5.5a)

Rt|t−1 = BtΣt|t−1B
′
t +Ht . (5.5b)

3. Compute the Kalman gain Kt

Kt = Σt|t−1B
′
tR

−1
t|t−1 . (5.6)

4. Update the prior estimates using the updating equations, which yield the
posteriori estimates ξt|t with corresponding covariance matrix Σt|t

ξt|t = ξt|t−1 +Ktvt , (5.7a)

Σt|t = (I −KtBt)Σt|t−1 . (5.7b)

The recursion above provides an optimal solution to the prediction and
updating problem. Thereby optimal is defined as ξt|t−1 being the estimator
minimising the mean square error MSE(ξt|t−1) = E[ξt − ξt|t−1]

2 given the
availability of an information set Yt−1. In case the assumption of normally
distributed disturbances holds, the recursion is optimal in the sense that it
minimises the mean square error among all estimators (Minimum Mean Square
Estimator MMSE). Dealing with non-normally distributed disturbances, the
estimators are optimal within the class of all linear estimators (MMSLE).
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To see this, we next derive the Kalman filter in two different ways. In the
first case, we present the elementary derivation of the Kalman filter under the
normality assumption. The presentation follows Harvey (1989). In the second
case, the normality assumption is dropped and the Kalman filter is obtained
by exploiting the linear relationship between observations and state variables.
This second derivation follows Tanizaki (1996).

Kalman Filter yielding the MMS Estimator
Assume that the disturbances ǫt and ηt as well as the initial state vector ξ0 are
normally distributed. The Kalman filter can then be derived from the proper-
ties of a multivariate normal distribution. In particular, the following Lemma
is used:

Lemma 5.1. Let the pair of vectors z1 and z2 be jointly normally distributed
(

z1
z2

)

∼ N

((

µ1

µ2

)

,

(

Σ1,1 Σ1,2

Σ2,1 Σ2,2

))

.

Then the distribution of z1 conditional on z2 is also normal, N(m,V ), where

m = µ1 + Σ1,2Σ
−1
2,2(z2 − µ2) ,

V = Σ1,1 − Σ1,2Σ
−1
2,2Σ

′
1,2 .

See Harvey (1989), ch. 3, for a proof.
Let us now go through the Kalman filter equations: In the first step, the prior

estimates are calculated as the conditional expectation of the state variables

ξt|t−1 = E[ξt|Yt−1] = ct +Dtξt−1|t−1 .

The corresponding covariance matrix is

Σt|t−1 = E[(ξt − E[ξt|Yt−1])(ξt − E[ξt|Yt−1])
′|Yt−1]

= E[(ct +Dtξt−1 + ηt − ct −Dtξt−1|t−1)

· (c′t + ξ′t−1D
′
t + η′t − c′t − ξ′t−1|t−1D

′
t)|Yt−1]

= Dt E[(ξt−1 − ξt−1|t−1)(ξt−1 − ξt−1|t−1)
′|Yt−1]D

′
t

+ E[ηtη
′
t|Yt−1]

= DtΣt−1|t−1D
′
t +Qt .

Given the new observations at time t, the prediction error vt and its covariance
matrix Rt|t−1 can straightforward be deduced using the measurement equation
(5.1). One gets

vt = yt − yt|t−1 = yt − E[yt|Yt−1]

= yt − at −Btξt|t−1 ,
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and

Rt|t−1 = Cov[vt|Yt−1]

= E[(yt − E[yt|Yt−1])((yt − E[yt|Yt−1])
′|Yt−1]

= E[(at +Btξt−1 + ǫt − at −Btξt|t−1)

· (a′t + ξ′tB
′
t + ǫ′t − a′t − ξ′t|t−1B

′
t)|Yt−1]

= Bt E[(ξt − ξt|t−1)(ξt − ξt|t−1)
′|Yt−1]B

′
t + E[ǫtǫ

′
t|Yt−1]

= BtΣt|t−1B
′
t +Ht .

It is now in the last two steps of the Kalman filter where the distinctive cal-
culation happens. We are looking for the distribution of the state variable ξt
given the observations up to time t, Yt. Having made the assumption about
normally distributed and uncorrelated disturbances ηt and ǫt, it follows that
the state vector ξt, as a linear function in ξt−1 and ηt, is also normally dis-
tributed. Moreover, the observation vector yt, a linear function in ξt and ǫt,
is normally distributed, too, having the same covariance matrix Rt|t−1 as the
prediction errors. Thus, the joint distribution of ξt and yt given the information
Yt−1 is

(

ξt
yt

)

∼ N

((

ξt|t−1

yt|t−1

)

,

(

Σt|t−1 Σt|t−1B
′
t

BtΣt|t−1 Rt|t−1

))

, (5.9)

where the covariance term results from

E[(ξt − ξt|t−1)(yt − yt|t−1)
′|Yt−1]

= E[(ξt − ξt|t−1)(a
′
t + ξ′tB

′
t + ǫ′t − a′t − ξ′t|t−1B

′
t)|Yt−1]

= Σt|t−1B
′
t .

The joint distribution of ξt and yt in (5.9) provides the necessary information
to derive the conditional distribution of ξt given the information Yt. Applying
Lemma 5.1 yields

ξt|Yt ∼ N
(

ξt|t−1 + Σt|t−1B
′
tR

−1
t|t−1(yt − yt|t−1) ,

Σt|t−1 − Σt|t−1B
′
tR

−1
t|t−1BtΣt|t−1

)

.

The Kalman gain Kt is then defined as

Kt = Σt|t−1B
′
tR

−1
t|t−1 , (5.10)

which finally leads to the updating equations in (5.7).

Kalman Filter yielding an MMSL Estimator
In case the state vector ξt is not normally distributed, Kalman (1960) has



98 Chapter 5. Estimation Procedure for the Price Models

shown that this filter still leads to an optimal estimator for the states in the
sense that it is the estimator with the minimum mean square error among all
linear estimators. Following the presentation in Tanizaki (1996), we assume
that the posterior estimator ξt|t has a general linear form

ξt|t = Ktyt + Lat +Oct + Uξt−1|t−1 (5.11)

with arbitrary matrices Kt, L, O and U . These matrices are now derived in
such a way that ξt|t is an unbiased estimator of ξt with minimum variance. We
define the estimation error

et = ξt − ξt|t

= ct +Dtξt−1 + ηt −Kt (at +Bt(ct +Dtξt−1 + ηt) + ǫt)

− Lat −Oct − U(ξt−1 − et−1)

= (Dt − U −KtBtDt)ξt−1 − (L+Kt)at + (I −O −KtBt)ct

+ Uet−1 − (I −KtBt)ηt −Ktǫt .

For ξt|t being an unbiased estimator, it requires that the estimation error et
has an expectation value of zero, which implies

Dt − U −KtBtDt = 0 ,

L+Kt = 0 ,

I −O −KtBt = 0 .

(5.12)

Substituting U = (I −KtBt)Dt, the estimation error et can be written as

et = (I −KtBt)(Dtet−1 − ηt) −Ktǫt .

Since et−1, ηt and ǫt are mutually independent, the corresponding covariance
matrix of et is

Σt|t = E [((I −KtBt)(Dtet−1 − ηt) −Ktǫt)

· ((I −KtBt)(Dtet−1 − ηt) −Ktǫt)
′]

= (I −KtBt)(DtΣt−1|t−1D
′
t +Qt)(I −KtBt)

′ +KtHtK
′
t

= (I −KtBt)Σt|t−1(I −KtBt)
′ +KtHtK

′
t .

(5.13)

The second condition on ξt|t demands the estimation error et to have min-
imum variance. This is identical to the condition that the variances of the
individual components of the estimation error vector et are minimal. Since var-
iances are necessarily non-negative, it is sufficient to choose the Kalman gain
Kt to minimise the sum of these variances which is just the trace of the matrix
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Σt|t. That means we need to minimise

∂ Tr(Σt|t)

∂Kt

=
∂

∂Kt

Tr
(

Σt|t−1 −KtBtΣt|t−1 − Σt|t−1B
′
tK

′
t

+ KtBtΣt|t−1B
′
tK

′
t +KtHtK

′
t

)

,

which yields

∂ Tr(Σt|t)

∂Kt

= −2Σt|t−1B
′
t + 2KtBtΣt|t−1B

′
t + 2KtHt

as shown in Appendix A.3. If we set the result equal to zero, the Kalman gain
matrix is

Kt = Σt|t−1B
′
t(BtΣt|t−1B

′
t +Ht)

−1 , (5.14)

which is equivalent to the expression derived in equation (5.10). Inserting Kt in
(5.12) and the solutions for U , L , and O finally in (5.11) leads exactly to the
same updating equations (5.7) as in the normal case. The prediction equation
also remains unchanged. The optimal prior estimator ξt|t−1 for ξt is still derived
from the transition equation.

5.1.3 Extended Kalman Filter

The Kalman filter algorithm derived in the previous section is based on the
assumption that measurement and transition equations are linear. Later in this
work, it will be necessary to modify the price models introduced in Chapter
4 in such a way that the log prices are no longer linear functions in the state
variables but nonlinear ones. In such cases no explicit expressions for the fil-
tering algorithm can be derived.2 But if we accept some approximations, there
are still possibilities to apply filtering techniques.

There are two main approaches to obtain nonlinear filtering algorithms. The
first approach essentially linearises the nonlinear measurement and transition
equations around the current estimates using Taylor series approximations.
The prediction and updating step of the Kalman filter are then applied to the
linearised system. This approach is called the extended Kalman filter. See for
example Harvey (1989), ch. 3, or Tanizaki (1996), ch. 3.

The starting point of the second approach is the whole density function of the
state vectors. Using Bayes’s formula, one attempts to construct the posterior
probability density function of the states based on the distribution functions
of the error terms and the functional forms of the measurement and transition

2Compare Tanizaki (1996), ch. 3.
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equation. Since this probability distribution functions embodies all available
statistical information, it may be said to be the complete solution to the esti-
mation problem. However, these asymptotically unbiased estimators are only
obtained if higher implementation and computation times are accepted. Used
methods within this approach are for example the density approximation as
a sum of Gaussian distributions (Alspach & Sorenson (1972)), the densi-
ty approximation through numerical integration (Kitagawa (1987)), or the
simulation-based density approximation using Monte-Carlo integration with
importance sampling (Carlin, Polson, & Stoffer (1992)). For a detailed
survey of nonlinear filters, we refer to Tanizaki (1996) and confine ourselves
to a short introduction of the extended Kalman filter.

In a nonlinear state space model, the measurement and transition equations
are specified as

yt = gt(ξt, ǫt(ψ), ψ) , (5.15)

ξt = ht(ξt−1, ηt(ψ), ψ) , (5.16)

with gt(ξt, ǫt(ψ), ψ) and ht(ξt−1, ηt(ψ), ψ) denoting the nonlinear functional re-
lationships. The error terms ǫt(ψ) and ηt(ψ) are assumed to have the same
form as in the linear state space model before. They are normally distribut-
ed with covariance matrices Ht(ψ) and Qt(ψ), respectively, and independent
of each other. Applying the extended Kalman filter, the nonlinear equations
are expanded by Taylor series of order one around the conditional means
ξt|t−1 and ξt−1|t−1. Omitting the explicit dependence on ψ in the notation,
the approximate expression for the measurement and the transition equation
are

yt ≈ gt(ξt|t−1, 0) + B̂t|t−1(ξt − ξt|t−1) + Ĝt|t−1ǫt , (5.17)

ξt ≈ ht(ξt−1|t−1, 0) + D̂t|t−1(ξt−1 − ξt−1|t−1) + Ŝt|t−1ηt , (5.18)

where

B̂t|t−1 =
∂gt(ξt, ǫt)

∂ξ′t

∣

∣

∣

∣

(ξt,ǫt)=(ξt|t−1,0)

, (5.19a)

Ĝt|t−1 =
∂gt(ξt, ǫt)

∂ǫ′t

∣

∣

∣

∣

(ξt,ǫt)=(ξt|t−1,0)

, (5.19b)

D̂t|t−1 =
∂ht(ξt−1, ηt)

∂ξ′t−1

∣

∣

∣

∣

(ξt−1,ηt)=(ξt−1|t−1,0)

, (5.19c)

Ŝt|t−1 =
∂ht(ξt−1, ηt)

∂η′t

∣

∣

∣

∣

(ξt−1,ηt)=(ξt−1|t−1,0)

. (5.19d)
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Setting

ât|t−1 = gt(ξt|t−1, 0) − B̂t|t−1ξt|t−1 , (5.20a)

ĉt|t−1 = ht(ξt−1|t−1, 0) − D̂t|t−1ξt−1|t−1 , (5.20b)

we can put the approximation of the nonlinear model in the same form as the
linear model has

yt ≈ ât|t−1 + B̂t|t−1ξt + Ĝt|t−1ǫt ,

ξt ≈ ĉt|t−1 + D̂t|t−1ξt−1 + Ŝt|t−1ηt .

The system of equations is then recursively implemented analogous to the
algorithm in the linear case for t = t0, . . . , t

∗

ξt = ht(ξt−1, ηt) ,

Σt|t−1 = D̂t|t−1Σt−1|t−1D̂
′
t|t−1 + Ŝt|t−1QtŜ

′
t|t−1 ,

vt = yt − gt(ξt|t−1, 0) ,

Rt|t−1 = B̂t|t−1Σt|t−1B̂
′
t|t−1 + Ĝt|t−1HtĜ

′
t|t−1 ,

Kt = (B̂t|t−1Σt|t−1)
′R−1
t|t−1 ,

ξt|t = ξt|t−1 +Ktvt ,

Σt|t = Σt|t−1 −KtRt|t−1K
′
t .

5.1.4 Maximum Likelihood Estimation

For a state space model as defined in Section 5.1.1, the Kalman filter yields
the optimal estimates for the state variables ξt as well as the conditional dis-
tribution of the observations yt given Yt−1, which is described by a Gaussian
density with the conditional moments yt|t−1 and Rt|t−1. We are further inter-
ested in the estimates for the unknown parameters ψ. In order to obtain these
estimates, the Kalman filter is embedded into a maximum likelihood estimation
as the graphical illustration in Figure 5.1 shows.

The recursion algorithm for the estimation starts with a feasible choice of the
parameters ψ and an initial state vector ξ0 with covariance matrix Σ0. There-
upon, the Kalman filter is run: The prediction equations are used to calculate
the prior estimates. Given the historical market information on the observable
variables, the prediction error and its corresponding mean square error are de-
termined and the prior estimates are updated. When the last observation is
reached, the log-likelihood is evaluated and a new parameter set is chosen such
that the log-likelihood value is maximised. For this purpose, a numerical opti-
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misation routine is used. The algorithm is continued as long as the improvement
with respect to the log-likelihood value exceeds the maximisation criterion.

Let us now describe how the likelihood function is evaluated within this
recursion assuming that we have a linear state space model with normally
distributed disturbances. The likelihood function L of such a state space model
is given by the joint density of the observations Yt∗ = (yt∗ , yt∗−1, . . . , y1)

L(Yt∗ , ψ) = f(yt∗ , yt∗−1, . . . , y1;ψ) .

It indicates how likely it would have been to observe the realised observations
if ψ had been the true parameter values. Working with correlated time se-
ries, the likelihood function can be represented as a product of the conditional
probability density functions

L(Yt∗ , ψ) =

t∗
∏

t=1

f(yt|Yt−1) ,

where f(yt|Yt−1) denotes the density of yt conditional on the information set
Yt−1.

3 Furthermore, we know due to the Markovian structure of the state space
model that future observations yu, with u > t, only depend on Yt through the
current value yt. Hence, the likelihood function can be reduced to

L(Yt∗ , ψ) =

t∗
∏

t=1

f(yt|yt−1) .

Due to the information obtained by running the Kalman filter, the density
functions f(yt|yt−1) can be stated to be Gaussian with conditional mean yt|t−1

and covariance matrix Rt|t−1. The likelihood function is written as

L(Yt∗ , ψ) =

t∗
∏

t=1

(2π)
−m

2 |Rt|t−1|−
1
2 exp

(

−1

2
v′tR

−1
t|t−1vt

)

,

where m is the number of observations per point of time, the size of yt, and
vt the prediction error defined in (5.5). If we take the logarithm, it yields the
log-likelihood function

lnL(Yt∗ , ψ) = −mt
∗

2
ln(2π) − 1

2

t∗
∑

t=1

ln |Rt|t−1| −
1

2

t∗
∑

t=1

v′tR
−1
t|t−1vt . (5.21)

3Notice that we indulge in a conventional abuse of notation using f for each density
function although each one is really a different function; the functions are distinguished by
the names of their arguments.
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In order to estimate the unknown parameters ψ, we maximise lnL(Yt∗ , ψ) in
equation (5.21) with respect to ψ and for the given sequence of observations
Yt∗ . Since the likelihood function is expressed in terms of the prediction errors
vt, (5.21) is known as the prediction error decomposition form.

When implementing the Kalman filter for non-normally distributed distur-
bances or the extended Kalman filter for nonlinear systems, we approximate
the conditional densities for the predictions errors by a Gaussian density with
conditional moments vt and Rt|t−1. This yields an approximation of the log-
likelihood function, which can be used to obtain quasi-maximum likelihood
parameter estimates; see for example Duan & Simonato (1999). They as-
sess the quality of this procedure using Monte Carlo experiments. The study
of the general statistical properties of quasi-maximum likelihood estimations
is beyond the scope of this work. They are discussed by White (1982) and
White (1994).

5.1.5 Kim Filter

In Section 4.5.2 we have introduced a regime-switching model where the prices
do not only depend on the state variables X(t) but also on the regime the
economy currently is in. It is assumed that both the state variables and the
current regime are not observable.

For the estimation of this model, we propose the use of the Kim (1994) filter
which is an extension of the Kalman filter. It combines the Kalman filter with
the Hamilton filter proposed for Markov switching models (Hamilton (1994),
Hamilton (1988) or Hamilton (1989)) and with a collapsing procedure. The
Kim filter is an optimal estimator in the sense that no other estimator based
on a linear function of the information set yields a smaller mean square error.
A detailed discussion of the Kim filter can be found in Kim (1994) and Kim &

Nelson (1999).
The Kim filter is used for generalised state space models where the system

matrices of the model are allowed to depend on an unobserved, discrete-valued
q-regime Markov switching variable Mt, Mt ∈ {1, . . . , q}, with homogeneous
transitions probability matrix P ∈ R

q×q. The generalised spate space form is
then

yt = aMt

t (ψ) +BMt

t (ψ)ξt + ǫMt

t (ψ) , (5.22)

ξt = cMt

t (ψ) +DMt

t (ψ)ξt−1 + ηMt

t (ψ) , (5.23)

with
(

ǫt|Mt

ηt|Mt

)

∼ N

(

0 ,

(

HMt

t (ψ) 0

0 QMt

t (ψ)

) )

.
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For a complete specification of the generalised state space model, the following
assumptions are additionally necessary for t, s = 1, . . . , t∗

E[ξ0|M0] = ξ̄M0

0 , Cov[ξ0|M0] = Σ̄M0

0 ,

E[ǫtǫ
′
s|Mt,Ms] = 0 , E[ηtη

′
s|Mt,Ms] = 0 , for t 6= s ,

E[ǫtη
′
s|Mt,Ms] = 0 ,

E[ξ0ǫ
′
s|M0,Ms] = 0 , E[ξ0η

′
s|M0,Ms] = 0 .

Furthermore, it is assumed that the disturbances ǫt and ηt are normally
distributed.

Given the above model structure, it is possible to construct prior and posteri-
or estimators for the unobserved state vector ξt and its associated mean square
error Σt not only based on the historical observations but also conditional on
the regime in t and t−1 by applying the Kim filter. We denote these estimators
and the corresponding mean square matrices for k, l = 1, . . . , q by

ξk,l
t|t−1 . . . Estimate of ξt given Yt−1,Mt = l,Mt−1 = k ;

Σk,l
t|t−1 . . . Corresponding mean square error ;

ξk,l
t|t . . . Estimate of ξt given Yt,Mt = l,Mt−1 = k ;

Σk,l
t|t . . . Corresponding mean square error .

Let us further introduce the following notation for k = 1, . . . , q

ξkt|t . . . Estimate of ξt given Yt and Mt = k ;

Σkt|t . . . Corresponding mean square error .

The basic steps of the state and regime estimation are then:

• Run the Kalman filter;

• Run the Hamilton filter;

• Collapse the posteriors.

In detail, those are as follows. It starts with a Kalman filter which takes into
account the different regimes:

1. The prior estimates ξk,l
t|t−1 are calculated using the regime-specific

transition equations. Having q regimes we get q2 prior estimates

ξk,l
t|t−1 = clt +Dl

tξ
k
t−1|t−1 , (5.24a)

Σk,l
t|t−1 = Dl

tΣ
k
t−1|t−1(D

l
t)

′ +Qlt . (5.24b)
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2. Given the new observations yt, q
2 prediction errors vk,lt and the corre-

sponding mean square errors Rk,l
t|t−1 associated to each prior estimate are

calculated

vk,lt = yt − alt −Bltξ
k,l

t|t−1 , (5.25a)

Rk,l
t|t−1 = BltΣ

k,l

t|t−1(B
l
t)

′ +H l
t . (5.25b)

3. Next, the q2 Kalman gains Kk,l
t corresponding to each error term are

determined

Kk,l
t = Σk,l

t|t−1(B
l
t)

′(BltΣ
k,l

t|t−1(B
l
t)

′ +H l
t)

−1 . (5.26)

4. The q2 prior estimates can then be updated using the Kalman gains,
which yields q2 posterior estimates with corresponding covariance
matrices

ξk,l
t|t = ξk,l

t|t−1 +Kk,l
t vk,lt , (5.27a)

Σk,l
t|t = (I −Kk,l

t Blt)Σ
k,l

t|t−1 . (5.27b)

Observe that up to now each iteration of the above Kalman filtering
produces a q-fold increase in the number of cases to consider. That means
if we start the next iteration here and return to Step 1 as in the standard
Kalman filter, the number of filter evaluation would be squared at each
time t. This makes the standard Kalman filter inoperable even when the
number of iterations is small. To overcome this problem, it is necessary
to introduce an additional step, the collapsing step.

5. The posterior estimates ξk,l
t|t are collapsed according to the following rule

ξlt|t =

∑q
k=1 Pr(Mt−1 = k,Mt = l|Yt)ξk,lt|t

Pr(Mt = l|Yt)
, (5.28a)

Σlt|t =

∑q
k=1 Pr(Mt−1 = k,Mt = l|Yt)

Pr(Mt = l|Yt)
·
(

Σk,l
t|t + (ξlt|t − ξk,l

t|t )(ξ
l
t|t − ξk,l

t|t )
′
)

,

(5.28b)

which enables us to handle the dimensionality. The new posterior esti-
mates ξlt|t depend no more on the regime in time t− 1. They are built as

the weighted average of the ξk,l
t|t over all possible regimes at time t − 1.

This weighted state vector constitutes the input of the Kalman filter for
the next iteration.
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The collapsing in Step 5 was introduced by Kim (1994) based on the work
of Harrison & Stevens (1976). Kim (1994) proposes to compute the prob-
abilities Pr(Mt−1 = k,Mt = l|Yt) and Pr(Mt = l|Yt) used in the collapsing
step by applying a filter based on the one of Hamilton (1989), which uses the
definition of the conditional probability

Pr(A|B) =
Pr(A ∩B)

Pr(B)

as well as the Bayes theorem for probability densities

f(x|y) =
f(x, y)

f(y)
.

It is described by the following five steps:

1. Given the regime transition matrix Pr(Mt = l|Mt−1 = k) as well as the
probability of regime k at time t− 1, the q2 prior probabilities

Pr(Mt−1 = k,Mt = l|Yt−1)

= Pr(Mt = l|Mt−1 = k)

q
∑

r=1

Pr(Mt−2 = r,Mt−1 = k|Yt−1)
(5.29)

are computed.

2. Then the q2 joint conditional density functions of yt and (Mt−1,Mt) are
calculated

f(yt,Mt−1 = k,Mt = l, |Yt−1)

= f(yt|Mt−1 = k,Mt = l, Yt−1) Pr(Mt−1 = k,Mt = l|Yt−1) ,
(5.30)

where

f(yt|Mt−1 = k,Mt = l, Yt−1)

= (2π)
−m

2 |Rk,l
t|t−1|

− 1
2 exp

(

−1

2

(

vk,lt

)′ (

Rk,l
t|t−1

)−1

vk,lt

)

.

The matrices vk,lt and Rk,l
t|t−1 are obtained in Step 2 of the Kalman filter.

3. Once we have derived the q2 joint conditional density functions in Step 2,
the density function of yt unconditional with respect to the regimes can
be computed by summing up all possible regime combinations in t, t− 1

f(yt|Yt−1) =

q
∑

l=1

q
∑

k=1

f(yt,Mt−1 = k,Mt = l|Yt−1) . (5.31)
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4. The updated posterior probabilities Pr(Mt−1 = k,Mt = l, |Yt) can be
calculated using the definition of conditional densities

Pr(Mt−1 = k,Mt = l, |Yt) =
f(yt,Mt−1 = k,Mt = l|Yt−1)

f(yt|Yt−1)
. (5.32)

Notice that these posteriors are the probabilities needed in the enumerator
of equation (5.28) in the collapsing procedure. Moreover, these probabili-
ties are the starting values of the next iteration in Step 1 of the Hamilton
filter.

5. In the last step, the q regime probabilities are computed by summing up
the joint probabilities

Pr(Mt = l|Yt) =

q
∑

k=1

Pr(Mt−1 = k,Mt = l|Yt) . (5.33)

They build the denominator in the collapsing procedure in equation
(5.28).

In the same manner as the Kalman filter, the Kim filter also provides the
necessary information to construct the log-likelihood function

lnL(Yt∗ , ψ) =
t∗
∑

t=1

ln f(yt|Yt−1) ,

where f(yt|Yt−1) is given in (5.31). As in the non-normal and nonlinear
case in the non-switching models, the resulting likelihood function is an
approximation. The approximation arises because (5.27) does not calculate

E [ξt|Mt−1 = k,Mt = l, Yt] exactly. This formula would give the conditional ex-
pectation if, conditional on Yt−1 and on Mt = l and Mt−1 = k, the distribution
of ξt is normal. However, the distribution of ξt conditional on Yt−1 and on
Mt = l and Mt−1 = k is a mixture of normals for t > 2; see Kim (1994) or
Kern (2006) for a detailed discussion of this approximation.

5.2 State Space Formulation of the Price Models

In the previous section we have shown how filtering techniques and the maxi-
mum likelihood method can be used to estimate the state variables ξt and the
parameter set ψ of a state space model. In this section we derive the state space
form for the three price models introduced in Chapter 4 and determine the cor-
responding system matrices. These representations are then used in Chapter 8
for the empirical implementation of the models.
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We begin with the derivation of the state space form for the basis model. In
Section 5.2.1 the state space form is first formulated for futures contracts with a
delivery at a single point in time. In Section 5.2.2 it is then adjusted for futures
contracts providing a delivery over a certain time period. The extensions for
the jump term and the regime-switching are considered in Sections 5.2.3 and
5.2.4, respectively.

5.2.1 State Space Formulation of the Basis Model

The state space form describes the evolution of the state variables ξt and the
observable variables yt in discrete time. We therefore need to discretise the
continuous price models from Chapter 4. We assume that the observations yt,
t = t0, t1, . . . , t

∗, are given at equally spaced time steps of one day and we let
∆t = ti − ti−1 denote the length of this time step.

The transition equation for the basis model, which describes the evolution of
the state variables under the probability measure P, is derived from the SDE
in (4.6) with the solution

Xi(T ) = e−κi(T−t)Xi(t) +
µi
κi

(

1 − e−κi(T−t)
)

+

∫ T

t

e−κi(T−s)σidZi(s) .

It shows that the state variables Xi(t), i = 1, . . . , n, follow a first order Markov
process which can be described by the transition equation

ξt = cB +DBξt−1 + ηt , (5.34)

where

ξt =







X1(t)
...

Xn(t)







and with elements of the system matrices

cBi =

{

µi

κi

(

1 − e−κi∆t
)

for κi 6= 0 ,

µi∆t for κi = 0 ,

DB
i,j =











e−κi∆t for i = j and κi 6= 0 ,

1 for i = j and κi = 0 ,

0 for i 6= j ,

where i, j = 1, . . . , n. In Chapter 8 we will also consider certain model speci-
fications where some κi are set to zero. We therefore explicitly indicate these
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limit cases. They are determined using the l’Hopital rule. Notice that there is
no time index necessary for the system matrices. They depend on the length
of the time step ∆t but not on t.

The disturbances ηt are serially uncorrelated and identically distributed, with
each ηt drawn from the same multivariate normal distribution with mean zero
and covariance matrix Q given by (4.11), such that we obtain for i, j = 1, . . . , n

QBi,j =

{

ρijσiσj∆t for κi = 0 and κj = 0 ,
ρijσiσj

κi+κj

(

1 − e−(κi+κj)∆t
)

else.

We assume that the initial state vector ξ0, although unknown, is non-stochastic
and fixed. Its elements will be included among the model parameters to be
estimated.

In the empirical implementation of the model in Chapter 8, we will use
EEX price observations of the spot price and futures contracts, whereby the
futures differ with respect to the time to maturity and the delivery period. The
measurement equations for these traded contracts will be formulated in Section
5.2.2. In this section we first derive the measurement equation for futures prices
F (t, t + τs), where τs = s∆t and s = 1, . . . ,m. These theoretical contracts
provide a delivery at a single point in time. Today, they are not traded at the
EEX but if they existed, their prices could be observed.

According to equation (4.12), which is repeated here,

FB(t, T ) = exp
(

g(T ) + αB(T − t) + βB(T − t)′X(t)
)

,

the logarithm of the futures prices is linearly related to ξt = X(t). The
measurement equation is

yt = aBt +BBξt + ǫt , (5.35)

where

yt =







lnFB(t, t+ τ1)
...

lnFB(t, t+ τm)






.
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The elements of the system matrices at time t for one chosen maturity t + τs
are4

aBt;s = g(t+ τs) +

n
∑

i=1

sgn(|κi|)
µi − φi
κi

(

1 − e−κiτs
)

+
n
∑

i=1

(1 − sgn(|κi|))(µi − φi)τs

+
1

2

n
∑

i=1

n
∑

j=1

sgn(|κi| + |κj |)
ρijσiσj
κi + κj

(

1 − e−(κi+κj)τs)
)

+
1

2

n
∑

i=1

n
∑

j=1

(1 − sgn(|κi| + |κj |)) ρijσiσjτs

(5.36)

and

BBs,i =

{

e−κiτs for κi 6= 0 ,

1 for κi = 0 ,
and i = 1, . . . , n . (5.37)

The measurement errors ǫt are added to cope with possible errors in the data
or with model shortcomings that make it impossible to reproduce all of the
observed prices. Following Schwartz (1997), we assume the covariance matrix
H of the measurement errors to be a diagonal matrix. The reason for this simple
structure is that we assume that serial correlation and cross correlations in the
futures prices are attributed to the variation of the unobservable state variables.
An alternative assumption is proposed by Karesen & Husby (2002). They
propose a covariance structure where the noise terms have the form

E [ǫt;sǫt;r] = c(Ts, Tr)κ
2 .

A correlation c(Ts, Tr) > 0 implies that if one of the observed futures prices
is somewhat above the theoretical value, it is likely that this is true for the
others as well. Expecting that this correlation is stronger for futures contract
with closely spaced maturity times than for those further apart, they choose

4The sign function is defined as

sgn(x) =

8

>

<

>

:

1 : x > 0 ,

0 : x = 0 ,

−1 : x < 0 .
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an exponentially decaying correlation function

c(Ts, Tr) = exp

(

−3
|Ts − Tr|∆t

δ

)

,

which also ensures that the covariance matrix of all the ǫt is positive definite.

5.2.2 Approximation of the Interval Futures

Up to now, we have only defined futures prices F (t, T ) for a delivery at a certain
point T in the future. But as documented in Section 2.4, such futures prices
cannot be traded at the markets. Only products with delivery periods over at
least one month or more are available. Thus, the estimation model described
in the previous section and the observed market data do not fit. There are
no market data available to fill the observation vector yt. Generally, there are
two classes of approaches available to solve this problem. Approaches of the
first class take the model implied contract specification with a delivery at one
time point as given and approximate the prices using observed market prices.
The second class takes a diametrically opposed direction. It takes the contract
specifications as traded at the markets as given and adjusts the price model to
fit the traded futures. Let us first consider two approaches of the first class and
then continue with approaches of the second class.

A first approach to extract prices for a delivery during a single future
hour/day from the observed market prices is by constructing an hourly/daily
price forward curve (PFC).5 A PFC approximates the theoretically continuous
but unobservable forward curve and determines a forward price for every single
hour/day in the future. Historical seasonal patterns of the spot prices and the
current market prices for quoted futures contracts are used for its construction.
Given such a constructed PFC, prices for every future delivery time point are
available. This means that, by using for example a daily PFC which covers the
next 5 years, around 5 × 365 maturities can be considered. Since a state space
model of this dimensionality cannot be handled, certain maturities have to be
chosen. Unfortunately, there are no well-founded selection criteria so that the
choice of the maturities happens rather arbitrarily. Another drawback of this
approach is that power utilities only started a few years ago with a systematic
creation and archiving of their PFC’s. The short data histories in electricity
markets are thus additionally shortened. Besides, this set of constructed time
series is often not consistent because the construction approach of the PFC

5See Chapter 6 for details concerning the construction of an arbitrage-free price forward
curve.



112 Chapter 5. Estimation Procedure for the Price Models

might have changed over time. Due to these shortcomings we do not pursue
this approach any longer.

The second approach discussed here also takes the model implied contract
specification with a delivery at a single point as given. In contrast to the first
approach, the selection of the included maturities does not happen arbitrarily
but the maturities are chosen in such a way that they coincide with the mid-
points of the delivery periods of the traded futures. The prices of those traded
contracts are then used to approximate the unobserved futures prices with de-
livery at the according midpoints. Karesen & Husby (2002) have shown in
their work that in case that only futures contracts with short delivery peri-
ods are considered, this approach offers reliable estimates. However, as soon
as contracts with longer delivery periods, for example a quarter or a year, are
included, the results are not satisfying anymore.

For that reason, Karesen & Husby (2002) propose an altogether different
approach. Instead of adapting the observed prices to the model, they derive
the model implied interval futures prices F (t,T a ,T e) with a delivery between
[T a ,T e ]. Making the assumptions that electricity is delivered at a constant
rate (T e − T a)−1 over the period [T a ,T e ] and that the risk-free rate r is
deterministic, the interval futures can be viewed as a series of daily futures
F (t, T ) and they can be priced by value additivity using the following expression

F (t,T a ,T e) =

∫ T
e

Ta

e−rs
∫ T e

Ta e−rsds
F (t, s)ds .

The interval futures price is thus the average of a series of futures prices F (t, T )
over the interval [T a ,T e ], each multiplied by the appropriate discount factor.

Let us now apply this approach to the basis model. Assuming r = 0, the
interval futures prices can be calculated as the arithmetic average of the con-
tracts with a single delivery point.6 For the interval futures prices implied by

6Lucia & Schwartz (2002) also use this assumption. They assess its validity by simulating

the theoretical values given by the correct formula for a range of interest rates and compared
them with the theoretical values provided by the approximated formula. They show that the
results are very close.
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the basis model follows

FB(t,T a ,T e)

=
1

(T e − T a)

∫ T
e

Ta

FB(t, s)ds

=
1

(T e − T a)

∫ T
e

Ta

E
Q
t [S(s)]ds

=
1

(T e − T a)

∫ T
e

Ta

exp(g(s) + αB(s− t) + βB(s− t)′X(t))ds ,

(5.38)

where αB(T − t) and βB(T − t) are given in (4.13) and (4.14). In the following
we continue using this formula and discuss two possibilities of how a state space
form is found such that the introduced filter techniques can be directly applied
to observed market data.

For this purpose, we structure the market data as described in Section 2.5.
We consider p synthetic futures price series which are characterised by a certain
delivery period and a certain time to delivery. The beginning of the delivery
period for the synthetic series v, v = 1, . . . , p, is denoted by T a

t;v . It depends on
t: In February, for example, the delivery start of the M2 contract, the second
closest futures with a delivery period of a month, is on the first of April whereas
in March it is on the first of June. Analogously to the delivery start, the end of
the delivery period is denoted by T e

t;v and it is also time-dependent. We confine
ourselves to the formulation of the state space form for base contracts, which
provide a delivery from T a to T e without interruption. The reasons for this
restriction will be elaborated in Section 8.2.

The first possibility to obtain a state space form for the interval futures prices
is by discretising (5.38) and replacing the integral by a sum. Then taking the
logarithm leads to

lnFB(t,T a ,T e) = ln

(

∆t

T e − T a

dT
a,e

∑

s=1

exp(g(T a + s∆t))

· exp
(

αB(T a + s∆t− t) + βB(T a + s∆t− t)′X(t)
)

)

,

where dT a,e = T
e−T

a

∆t . Unfortunately, this expression is no longer linear in the
state variables X(t). But if the nonlinear equation is approximated by a Taylor



114 Chapter 5. Estimation Procedure for the Price Models

series expansion of order one the extended Kalman filter7 can be applied

ŷt ≈ âBt + B̂Bt|t−1ξt + ǫt ,

where ŷt;v = lnFB(t,T a
t;v ,T

e
t;v ). B̂Bt|t−1 is determined according to equation

(5.19). Its elements i, i = 1, . . . , n, for a synthetic futures price series v, v =
1, . . . , p, are of the form

B̂Bt|t−1;v,i =
∂ lnFB(t,T a

t;v ,T
e
t;v )

∂X(t)′

∣

∣

∣

∣

∣

(X(t),ǫt)=(ξt|t−1,0)

=

∑dT
e

t;v

s=dTa
t;v

exp
(

aBt;s +BBs,• ξt|t−1

)

BBs,i
∑dT e

t;v

s=dTa
t;v

exp
(

aBt;s +BBs,• ξt|t−1

)

,

where dT a
t;v =

T
a

t;v−t

∆t and dT e
t;v =

T
e

t;v−t

∆t . aBt and BB are given in (5.36) and

(5.37). The elements of âBt are according to (5.20)

âBt;v = ln





1

T e
t;v − T a

t;v

dT
e

t;v
∑

s=dTa
t;v

exp
(

aBt;s +BBs,• ξt|t−1

)





− B̂Bt|t−1;v,• ξt|t−1 .

The transition equation remains unchanged.
A second possibility to handle the interval futures using filter techniques is

adopted from the valuation of Asian options. The idea is that an arithmetic
average can be approximated by its geometric average.8 This means that the
logarithm of the futures price with delivery period [T a ,T e ] written as

lnF (t,T a ,T e) = ln

(

1

T e − T a

∫ T
e

Ta

exp
(

g(s)

+ αB(s− t) + βB(s− t)′X(t)
)

ds

)
(5.39)

7See Section 5.1.3.

8The arithmetic average is built as f̄AA = 1
b−a

R b

a
f(x)dx and can be approximated by the

geometric average f̄GA = exp
“

1
b−a

R b

a
ln f(x)dx

”

. For a theoretical framework, see for exam-

ple Kemna & Vorst (1990). An application for electricity prices can be found in Bjerksund,

Rasmussen, & Stensland (2000) and Culot (2003).
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is replaced by

lnF (t,T a ,T e) ≈ 1

T e − T a

(

∫ T
e

Ta

g(s)ds

+

∫ T
e

Ta

αB(s− t)ds+

∫ T
e

Ta

βB(s− t)′dsX(t)

)

,

(5.40)

which yields a linear relation between the log of the futures prices and the
state variables. In a second step, we re-exchange the geometric average of the
seasonality function eg(T ) by its arithmetic average

lnF (t,T a ,T e) ≈ ln

(

1

T e − T a

∫ T
e

Ta

eg(s)ds

)

+
1

T e − T a

·
(

∫ T
e

Ta

αB(s− t)ds+

∫ T
e

Ta

βB(s− t)′dsX(t)

)

.

(5.41)

Doing so the linear relationship is conserved. The sign of approximation error
is no longer clear but numerical tests as presented below have shown that the
size of the approximation error is considerably reduced. Finally, we insert the
according αB(T − t) and βB(T − t) given in (4.13) and (4.14) into (5.41) and
evaluate the integrals. This yields for the logarithm of the interval futures price

lnF (t,T a ,T e)

= ln

(

∆t

T e − T a

dT
a,e

∑

s=1

exp (g(T a + s∆t))

)

+
1

T e − T a

(

αBI (t,T a ,T e) + βBI (t,T a ,T e)′X(t)
)

,

(5.42)
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where

αBI (t,T a ,T e)

=

n
∑

i=1

sgn(|κi|)
µi − φi
κi

(

(T e − T a) +
1

κi

(

e−κi(T
e−t) − e−κi(T

a−t)
)

)

+
n
∑

i=1

(1 − sgn(|κi|))(µi − φi)

(

1

2

(

(T e)2 − (T a)2
)

− t(T e − T a)

)

+
1

2

n
∑

i=1

n
∑

j=1

sgn(|κi| + |κj |)
ρijσiσj
κi + κj

·
(

(T e − T a) +
1

κi + κj

(

e−(κi+κj)(T
e−t) − e−(κi+κj)(T

a−t)
)

)

+
1

2

n
∑

i=1

n
∑

j=1

(1 − sgn(|κi| + |κj |))ρijσiσj

·
(

1

2

(

(T e)2 − (T a)2
)

− t(T e − T a)

)

(5.43)

and for i = 1, . . . , n

βBI

i (t,T a ,T e) =

{

− 1
κi

(

e−κi(T
e−t) − e−κi(T

a−t)
)

for κi 6= 0 ,

(T e − T a) for κi = 0 .
(5.44)

See Appendix A.4 for the derivation. The corresponding variance of returns
over the period ∆t is also derived in Appendix A.4. It is given by

Var

[

ln
F (t,T a ,T e)

F (t− ∆t,T a ,T e)

]

=

n
∑

i=1

n
∑

j=1

1

(T e − T a)2
ρijσiσj
κiκj

(

e−κiT
e − e−κiT

a
)

·
(

e−κjT
e − e−κjT

a
) 1

κi + κj
e(κi+κj)t

(

1 − e−(κi+κj)∆t
)

.

(5.45)
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The covariance of returns over the period ∆t for two different futures contracts
v and u is

Cov

[

ln
F (t,T a

t;v ,T
e
t;v )

F (t− ∆t,T a
t;v ,T

e
t;v )

, ln
F (t,T a

t;u ,T
e
t;u)

F (t− ∆t,T a
t;u ,T

e
t;u)

]

=

n
∑

i=1

n
∑

j=1

1

(T e
t;v − T a

t;v )(T e
t;u − T a

t;u)

ρijσiσj
κiκj

(

e−κiT
e

t;v − e−κiT
a

t;v

)

·
(

e−κjT
e

t;u − e−κjT
a

t;u

) 1

κi + κj
e(κi+κj)t

(

1 − e−(κi+κj)∆t
)

.

(5.46)

The expressions for κi = 0 can again be obtained using the l’Hopital rule.
In order to assess the significance of the approximation error caused by the

above replacements of arithmetic and geometric averages, we compare the mod-
el implied interval futures prices and their standard deviations when taking the
arithmetic average given in (5.39) denoted by (AA), with the representations
given in (5.40) (GA) and in (5.41) (AGA) using numerical integration. The tests
have been performed for different price models and parameter sets. We present
here the results for a two-factor mean reversion model. However, the conclu-
sions for all tests are very similar. The used parameter values are κ1 = 2.6,
κ2 = 0, σ1 = 0.4, σ2 = 0.2 and ρ12 = 0. The seasonality function is the same as
used in the empirical implementation in Chapter 8. Its estimation is described
in Chapter 7.

We first simulate 5, 000 paths X(0), . . . ,X(t) using the transition equation
in (5.34). Then, for each path of the state variables the averages are calculated
according to equations (5.39), (5.40) and (5.41) using numerical integration.
The considered contracts vary in the TTD and the DP . The time point t
for which the distributions are compared is held fix and set to six months.
Figure 5.2 illustrates the timeline of the contracts. Table 5.1 shows the mean
and standard deviation for AA, GA and AGA over the 5, 000 paths for different
DP ’s and TTD ’s. Moreover, the expectation and standard deviation, calculated
analytically using the expressions in (5.42) and (5.45), are reported, denoted
by AGAana.

The results show that the approximation error is remarkably reduced by re-
exchanging the geometric average of the seasonality function by its arithmetic
one. The maximal difference between AA and AGA is 0.022 units or 0.054%.
The biggest difference in the standard deviation is 0.0004 or 0.276%.

The negligible size of the approximation error convinced us to go ahead with
this approximation. It has the advantage that the price models can be brought
into a linear state space form on which the standard Kalman filter can be
applied. The according elements of the system matrices can be derived from
the expression for the interval futures prices in (5.42). For the measurement
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0 6m 12m 15m

t T a T e

TTD DP

t

Figure 5.2: Timeline for the Monte Carlo test analysis. The
distribution of ln F (t,T a ,T e) is simulated for a constant time
point in 6 months. The TTD varies between ten days and one
year and the DP between one month and one year.

equation, we obtain

aBI

t;v = ln





∆t

T e
t;v − T a

t;v

dT
a,e
t;v
∑

s=1

exp
(

g(T a

t;v + s∆t)
)





+ αBI (t,T a

t;v ,T
e

t;v ) ,

(5.47)

where αBI (t, T a, T e) is given in (5.43) and dT
a,e
t;v =

T
e

t;v−T
a

t;v

∆t .

BBI

t;i,v =

{

− 1
κi

(

e−κi(T
e

t;v−t) − e−κi(T
a

t;v−t)
)

for κi 6= 0 ,

(T e
t;v − T a

t;v ) for κi = 0 ,
(5.48)

for i = 1, . . . , n. The transition equation remains the same as in the state space
model for future prices with a single delivery point described in (5.34).

The representation in (5.42) has additionally the advantage that it implies
lognormally distributed futures returns and that the standard Black (1976)
option pricing formula for options on futures can be applied. The information
on the pricing-relevant volatility can be derived from expression (5.45).

5.2.3 State Space Formulation of the Jump-Diffusion Model

The second model investigated is the jump-diffusion model. In this model the
dynamics of the first state variable X1(t) are expanded by a Poisson process,
see (4.19). This enhancement implicates that when formulating this model in
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Table 5.1: Numerically computed moments of the distribution
of futures prices in six months using the arithmetic average
(AA), the geometric average (GA) and a combination of them
(AGA). Additionally, the futures price based on AGA but com-
puted using the closed-form solution is indicated (AGAana). The
moments are reported for different contracts varying in the DP

and the TTD .

DP = 30 DP = 90 DP = 365

TTD Mean Std.Dev. Mean Std.Dev. Mean Std.Dev.

365 AA 41.18 0.140 40.00 0.139 42.18 0.139

GA 40.12 0.140 38.79 0.139 40.76 0.139

AGA 41.18 0.140 40.00 0.139 42.19 0.139

AGAana 41.14 0.141 39.95 0.141 42.15 0.140

180 AA 43.82 0.147 42.98 0.145 41.75 0.141

GA 42.85 0.147 42.00 0.145 40.35 0.141

AGA 43.82 0.147 42.98 0.145 41.74 0.141

AGAana 43.80 0.147 42.97 0.145 41.73 0.141

90 AA 44.09 0.162 46.85 0.155 41.59 0.145

GA 43.08 0.162 45.85 0.156 40.21 0.144

AGA 44.09 0.162 46.84 0.156 41.59 0.144

AGAana 44.00 0.162 46.76 0.155 41.55 0.144

10 AA 39.51 0.202 39.52 0.184 41.14 0.153

GA 38.34 0.202 38.32 0.184 39.75 0.152

AGA 39.51 0.202 39.51 0.184 41.11 0.152

AGAana 39.79 0.199 39.77 0.182 41.36 0.151

state space form, the error term ηt is no longer normally distributed. However,
considering jumps J that are normally distributed, we can follow Culot (2003)
and de Jong (2005) and reformulate this model in such a way that it can be
interpreted as a special class of a regime-switching model and be written in the
generalised state space form defined in (5.23).

For this purpose, the Poisson process is approximated by a Bernoulli process,
which means that at each time step, there can only be one or no jump. This
approximation is widely used9, and as long as the time interval ∆t between
two consecutive observation points is not too long, it is not restrictive. The

9See for example Ball & Torous (1983) or Chiarella & Tô (2005).
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binary behaviour is then modelled by a regime-dependent transition equation
for X1(t). In the normal regime n, there occurs no jump whereas in the jump
regime u, the Bernoulli process is positive and a jump occurs. The regime-
dependent transition equation for the first state variable X1(t) in the normal
regime n is thus10

X1(t) =
µ1

κ1

(

1 − e−κ1∆t
)

− λµJ
κ1

(

1 − e−κ1∆t
)

+ e−κ1∆tX1(t− 1) + ηJ;n
t;1

with ηJ;n
t;1 ∼ N

(

0,
σ2

1

2κ1

(

1 − e−2κ1∆t
)

)

.

In the jump regime u, it is

X1(t) =
µ1

κ1

(

1 − e−κ1∆t
)

− λµJ
κ1

(

1 − e−κ1∆t
)

+
µJ
κ1

(

1 − e−κ1∆t
)

+ e−κ1∆tX1(t− 1) + ηJ;u
t;1

with ηJ;u
t;1 ∼ N

(

0,
σ2

1 + σ2
J

2κ1

(

1 − e−2κ1∆t
)

)

.

The transition equation of X1(t) in the normal regime changes compared to the
basis model only by the introduction of the jump compensation. In the jump
regime, where a jump occurs, the influence of the jump size J is additionally
taken into account. The jump size J is normally distributed with mean µJ and
variance σ2

J . It increases both the expected change as well as the variance of
X1(t) compared to the normal regime.

The covariances among the state variables remain unchanged compared to
the basis model since the jump process is assumed to be independent from
the Brownian motions Zi(t), i = 1, . . . , n. The transition equations for the
state variables X2(t) to Xn(t) remain the same as in the basis model, too. The
changes in the system matrices of the transition equations compared to the

10In the remainder of this chapter, only the expressions for κi > 0 are indicated. For the
expressions when κi = 0, the modifications are analogous to the basis model. They can be
derived using the l’Hopital rule.
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basis model can thus be summarised by

cJ;n
i =

{

cBi − λµJ

κ1

(

1 − e−κ1∆t
)

for i = 1 ,

cBi for i = 2, . . . , n ,

cJ;u
i =

{

cBi − λµJ

κ1

(

1 − e−κ1∆t
)

+ µJ

κ1

(

1 − e−κ1∆t
)

for i = 1 ,

cBi for i = 2, . . . , n ,

DJ;n = DJ;u = DB ,

QJ;n = QB ,

QJ;u
i,j =

{

QBi,j +
σ2

J

2κ1

(

1 − e−2κ1∆t
)

for i = j = 1 ,

QBi,j else.

The system matrices aJt , BJ and HJ of the measurement equation for a
contract with a delivery at single point remain regime-independent. They are
the same as in the basis models but with aJt expanded by the integral of the
jump transform as derived in (4.22). They are

aJt;s = aBt;s −
λµJ
κ1

(

1 − e−κ1s∆t)
)

+ λ

∫ t+τs

t

(

exp

(

µJe
−κ1(t+τs−u) +

1

2
σ2
Je

−2κ1(t+τs−u)

)

− 1

)

du

for s = 1, . . . ,m ,

BJ = BB ,

HJ = HB .

The integral in aJt;s must be numerically solved.
Regarding the interval futures prices only one single adaptation is necessary

compared to the basis model, namely

aJIt;v = aBI

t;v −
λµJ
κ1

(

(

T e

t;v − T a

t;v

)

+
1

κ1

(

e−κ1(T
e

t;v−t) − e−κ1(T
a

t;v−t)
)

)

+ λ

∫ T
e

t;v

Ta
t;v

∫ w

t

(

exp

(

µJe
−κ1(w−u) +

1

2
σ2
Je

−2κ1(w−u)

)

− 1

)

du dw .

In addition to the transition and measurement equation, we need to specify
the transition probability matrix which determines the changes between the
two regimes. In Section 4.3 we have assumed that the jump intensity of the
Poisson process which drives the first risk factor is constant of size λ. We further
know that Poisson/Bernoulli processes have no memory. That is to say that the
probability that the economy is in the jump regime at time t is independent of
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the regime at time t− 1. This implies that the transition matrix of the Markov
chain determining the regime has identical rows

P (∆t) =

(

1 − λ∆t λ∆t
1 − λ∆t λ∆t

)

.

With probability 1−λ∆t, the evolution of the first risk factor occurs according
to the transition equation under regime n and with probability λ∆t according
to transition equation in regime u; compare for example de Jong (2005).

In Section 7 we will compare the historical volatilities with the model im-
plied volatilities, which are next derived. Supposing a mean reversion parameter
1
κ1

≫ (T − t), we ignore the influence of the jump term on the volatility of the

returns of futures prices11 and use the same one as in the basis model given in
(5.46). However, the volatility of the spot price returns has to be adapted in
the following way12

Var

[

ln
St

St−∆t

]

=

n
∑

i

n
∑

j

ρijσiσj
κi + κj

(

1 − e−(κi+κj)∆t
)

+
λJ(σ2

J + µ2
J)

2κ1

(

1 − e−2κ1∆t
)

.

(5.49)

5.2.4 State Space Formulation of the Regime-Switching Model

The last model we consider is the regime-switching model which has been
introduced to better capture the spiky behaviour of the spot prices. In Sec-
tion 4.5 the vector of state variables has been expanded by q additional
unobserved state variables X̃(t) = (X̃1(t), . . . , X̃q(t))

′, which follow pure
jump processes and which are independent of the first n diffusion variables
X(t) = (X1(t), . . . ,Xn(t))

′. It has been shown that X̃(t) can be represented by
a Markov chain determining in which state the economy is. The according tran-
sition probability matrix has been derived in (4.28). It has further been shown
that using the transition probability matrix, the futures prices conditioned on
the current regime k, k = 1, . . . , q, can be written as

FRS ;k(t, T ) =

q
∑

l=1

Pk,l(T − t) exp (γ′el)F
B(t, T )

11Compare Section 4.3 for a discussion of the influence of κ1 on the jump behaviour.

12For the derivation of the moments of jump-diffusion processes, see for example Das &

Sundaram (1999) or Das (2002).
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and accordingly

lnFRS ;k(t, T ) = ln

(

q
∑

l=1

Pk,l(T − t) exp (γ′el)

)

+ lnFB(t, T ) ,

where el denotes the l-th unit vector. In each regime the futures price is a
multiple of the basis futures price FB(t, T ). The multiplication factor depends
on the current regime.

Based on this Markov regime-switching representation the state space form
is formulated. The transition equation for the first n state variables keeps be-
cause of the assumption that diffusion and jump variables are independent the
same form as in the basis model. No transition equation needs to be specified
for the state variables X̃(t). Their influence on the futures prices is complete-
ly described by the transition probability matrix and the regime-dependent
measurement equations. It follows that

ξRS

t = ξBt , DRS = DB ,

cRS = cB , QRS = QB .

The matrices for the regime-dependent measurement equations for future prices
with a single point of delivery are

yRS

t = yBt ,

aRS ,k
t;s = ln

(

q
∑

l=1

Pk,l(τs) exp(γ′el)

)

+ aBt;s

for s = 1, . . . ,m and k = 1, . . . , q , and

BRS ;k = BB ,

HRS ;k = HB .

The according transition probability matrix is given by (4.28).
With respect to the interval futures, the only change compared to the basis

model is

aRSI ,k
t;v =

1

T e
t;v − T a

t;v

∫ T
e

t;v

Ta
t;v

ln

(

q
∑

l=1

Pk,l(s− t) exp(γ′el)

)

ds+ aBIt;v ,

where the integral must be numerically computed. For the spot price, the first
term in this expression is independent of t. The time to maturity T − t remains
constant, namely one day. For the futures prices, they must be computed at
every iteration. However, as numerical observations have shown, we can neglect
the differences between different regimes for the futures prices with a time to
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maturity of more than a few days and use

aRSI ,k
t;v = ln

(

q
∑

l=1

πl exp(γ′el)

)

+ aBI

t;v

for all futures prices except the closest monthly futures price series, M1.



Chapter 6

Hourly Price Forward Curve

We have seen in Chapter 2 that electricity prices exhibit strongly pronounced
seasonal patterns, which prompt us to introduce the seasonality function g(t). In
the following section we try to gain an understanding of the different character-
istics of this cyclical behaviour. Inspired by fundamental models, which explain
electricity prices by modelling the demand and supply curves of the market, we
look for the decisive drivers behind those two market forces. Subsequently, we
quantify the seasonal structures using multiple regression models.

The results of the seasonal analysis are used in two ways. On the one hand,
they allow us to specify the deterministic function g(t) used in the price models.
Determining g(t) in a preceding step before estimating the parameters for the
price dynamics has the advantage that we can handle a richer formulation of the
seasonal behaviour without complicating the maximum likelihood estimation
of the price models. An integrated estimation of all seasonal and dynamical
parameters by maximum likelihood technique could hardly be handled.

On the other hand, the results are used to construct an hourly price for-
ward curve (HPFC). In the previous sections, we have assumed that futures
are primary traded contracts. Consequently, futures prices are the basis for
derivative pricing. In particular, they also serve as reference prices when eval-
uating non-standard contracts such as schedule deliveries or swing options –
contracts which often allow hourly or daily varying power and whose prices
therefore highly depend on seasonal patterns. Since only a limited number of
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futures contracts is traded1, only a crude picture of the theoretical continuous
price forward curve is available. Theoretically inherent seasonal patterns are
smoothed because of the long delivery periods. At the long end of the forward
curve, where only yearly contracts are traded, those patterns are no longer
identifiable at all. It is therefore indispensable to complete the forward curve
observed at the market by a HPFC which approximates the continuous price
forward curve and which indicates the current prices for a delivery during every
single hour in the future.

6.1 Overview of the Price Forward Curve Model

There are several techniques to construct a HPFC based on a limited number
of products. One can use an interpolation between prices of traded products
or smoothing techniques, see for example Adams & van Deventer (1994),
Koekebakker & Ollmar (2005) or Harvey & Koopman (1993). Here, we
follow the approach of Fleten & Lemming (2003). Their idea is to combine
observed market prices with forecasts from a bottom-up or, in our case, from
a seasonality model. Before going into the details of its construction, let us
formulate two requirements a HPFC should fulfil:

1. Representation of the seasonal patterns:
Forward prices are as described Section 3.2 closely linked to the expected
future spot prices. The seasonal patterns observed in the spot prices are
a consequence of the non-storability of electricity, which does not allow
a delay between production and consumption and which makes cash-
and-carry arbitrage arguments of no avail. These patterns should also be
recovered in the HPFC.

2. Consistency with the market implied forward curve:
The second condition requires that the HPFC must be in line with ob-
served prices and must not offer arbitrage opportunities. That means that
the averages of the hourly accumulated prices over the delivery period of
standard products must coincide with their market prices.

Figure 6.1 illustrates how a HPFC which fulfils these two requirements can be
constructed. In the first step, described in Sections 6.2 and 6.3, the structure or
the shape of the curve is determined. The weighting of a single hour compared
to the yearly base product is chosen in such a way that the seasonal patterns

1At the EEX futures contracts with a delivery period of one month, one quarter or one
year are traded; compare Chapter 2.
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Figure 6.1: The HPFC model is divided into three submodels.
First, the sensitivities of the prices with respect to some exoge-
nous variables are estimated using regression models. Then, the
exogenous variables are forecasted with the help of forecasting
models. Combining the sensitivities and the forecasts of the ex-
ogenous variables, a price forecast is constructed, which finally
is adjusted in such a way that absence of arbitrage is assured by
applying an optimisation model.
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observed in spot prices are represented. For the determination of these weights,
regression models are used which help to explain the historical patterns through
exogenous factors such as temperature, load or calendar dummies. The resulting
sensitivities are then combined in Section 6.4 with forecasts of the exogenous
factors to get forecasts of the hourly weights. If these weights are multiplied
with the prices of yearly futures contracts, this leads to a first approximation
of the continuous price forward curve.

In the second step, this first approximation is made arbitrage-free. An opti-
misation model described in 6.5 is used which adjusts the hourly prices in such
a way that the averages over the delivery period of standard products do not
deviate from the market prices.

6.2 Selection of Exogenous Factors

The analysis of historical spot prices has demonstrated that spot prices exhibit
seasonal patterns on three different frequencies. They show a periodical behav-
iour on a daily, on a weekly and on a yearly level. In the next two sections, we
try to identify exogenous factors which cause these patterns. Furthermore, we
investigate if these variables are qualified to be used in a regression model.

The decision which exogenous factors finally should be taken into a regres-
sion model is carried out according to four criteria. First, there must be an
economic reason why that variable should be able to explain the behaviour of
electricity prices. Then, historical time series of this variable must be available.
Furthermore, the variable must be reliably predictable and finally, it should be
possible to describe its influence on electricity prices by a functional form.

While looking for variables that explain the behaviour of electricity prices,
one actually faces the same objective as fundamental models do – namely to
explain the prices as the result of the interaction between demand and supply.
For that purpose, the position of the merit order function and the demand
curve need to be determined for every future hour.

6.2.1 The Supply Side

Let us first study the supply side. The merit order function arranges the avail-
able production capacities in a certain area according to their marginal costs.
See Figure 6.2 for an illustration. Exact information about the available power
plant park, about the cost functions of each power plant, about imports and
exports to the relevant region and about grid congestions is needed for a proper
determination. Modelling EEX prices, this information should be available at
least for Central Europe.
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Figure 6.2: The merit order function arranges the available
capacities according to their marginal costs.

It is clear that hardly any agent in the electricity industry has access to all of
this relevant information. And even if they did, the resulting model would be far
too complex to be handled. We therefore confine ourselves to the understanding
of the structure and the movements of the merit order curve.

The net production of the 23 UTCE2 countries in 2006 consisted of 53%
conventional fossil production, 31% nuclear production, 12% hydro power pro-
duction and 5% renewables and others. With a proportion of 53%, conventional
fossil production is the largest source of electricity. The merit order curve is
thus determined to a great extent by the marginal costs of gas, coal and lignite
capacities. These costs predominantly depend on the fuel prices and in recent
years also on the costs for CO2 allowances. The fuel prices influence the merit
order and therefore the electricity prices in two ways. On the one hand, they
determine the absolute level of electricity production costs. On the other hand,
the spreads between different fuel prices affect the order according to which
the capacities are started up and hence the price patterns. With our model
setup in mind, see Figure 6.1, the first impact is not that relevant. The shape is
shifted to the level of the observed electricity prices anyway and therefore we do

2The Union for the Co-ordination of Transmission of Electricity (UCTE) is the as-

sociation of transmission system operators in 23 countries in continental Europe. Its
objective is to guarantee the security of operation of the interconnected power system. See
www.ucte.org/statistics/onlinedata/production for the data source.
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not need to deal with variables affecting the price level. Moreover, we assume
that information about fuel futures is already included in the electricity futures
prices. The second aspect, though, the price order of the different production
technologies, has a decisive influence on the seasonal patterns. Assuming, for
example, that gas power plants are only used to cover the additional demand
at noon caused by cooking activities, the spread between coal and gas prices
strongly determines the amount of the price increase during lunchtime. Howev-
er, as already explained, the hourly modelling of the whole merit order function
is far beyond this study. We therefore continue making two simplifying assump-
tions. First, we assume that the composition of the power plant park in Central
Europe remains constant over the next few years, and second, that the variable
costs of the different production technologies are highly positively correlated
and show almost identical sensitivities towards changes in fuel prices. These
two assumptions are tantamount to the hypothesis that the merit order func-
tion changes only by parallel shifts and that seasonal patterns caused by the
production side remain unchanged over the different years. This assumption is
rather restrictive but it has the advantage that historical electricity prices can
be directly used to identify the seasonal patterns and no fuel prices have to
be included. It can be justified insofar as the development of the power plant
park is rather slow as high investment costs and long authorisation processes
prevent a rapid change. Furthermore, we can observe that fuel prices like gas
and oil are correlated with each other, which motivates the second assumption.
While we can partly economically motivate our assumptions, they also bring
along some drawbacks. One drawback for example is that effects caused by
different converting factors or, acute in recent years, by different CO2 charges
are neglected.3

The second largest fraction of electricity is produced by nuclear plants. Nucle-
ar production basically delivers baseload. Its output is comparatively constant
over the whole year with the exception of maintenance times. In earlier years,
these maintenance times lay in summertime for most plants since prices were
low then. But in recent years summer prices increased, which induced nuclear
operators to reconsider their maintenance scheduler plans. Downtimes are now
better coordinated and distributed over the year. However, since a stoppage
of a big nuclear plant can cause a considerable shift to the left of the merit
order, those downtimes should be included in a regression model provided the

3A possible way to account for these issues nevertheless could be by choosing a weighted

least square estimation procedure which gives more weight to recent years. Furthermore,
regime dummy variables could be introduced which, for example, indicate whether the prices
have been observed in an environment with or without CO2 taxes.
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necessary information is accessible. The availability of relevant nuclear plants
can be modelled by dummy variables.

The third source of electricity are hydro power plants and other renewable
energies. Hydro power plants can be split up in run-of-river power plants and
(pump-)storage power plants. Their production patterns strongly depend on
the point in time and the volume of inflows. Other renewable production tech-
nologies, in particular wind parks, have gained relevance in the last few years,
too. Their production is, similar to hydro plants, strongly influenced by weath-
er variables. Hence, when determining the merit order function, the impact of
weather variables such as precipitation or wind is of importance. But again,
their complexity goes beyond the scope of this work. To model for example the
influence of snowfall adequately, one would need information about amount,
time and region of the snowfall as well as about weather conditions in spring-
time since snow melting effects can have a remarkable influence on how much
water finally reaches the river.

6.2.2 The Demand Side

As counterpart to production, the demand curve needs to be assessed. Demand
originates roughly to 33% in industry, 30% in households, 26% in services and
8% in transport.4 Hence, a great deal of the electricity is used by engines in
industry. Whether these engines are in use mostly depends on the daytime
and the weekday. The season might also be decisive since a lot of companies
have their company holidays in the summertime. In this period the engines are
either maintained or not in use, which in return reduces the electricity demand
substantially.

Demand patterns of households can also be explained to a significant extent
by time information. Most people cook around 12 a.m. and 6 p.m., switch on
the lights around sunset and so on. Similar patterns can also be identified in
the field of services.

Given these examples, it seems reasonable to include the information about
the hour, the weekday and the season of a price observation into a regression
model. Let us call these types of variables calender data. Calendar variables
are due to their deterministic nature very convenient. Historical time series
and forecasts can easily be generated. Their influence can be modelled using
dummy variables.

Business cycles are another factor influencing the electricity consumption of
companies and of households. Whether the production capacities are in full

4See Bundesamt für Energie (2004).
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use, whether work is done in two or three shifts and so forth, may influence the
electricity consumption considerably. However, the length of a business cycle
compared to the data history given for electricity prices is rather short so that
it is difficult to reliably estimate its impact.

Apart from calendar information and business cycles, weather conditions
have a significant influence on electricity demand. Sunshine duration, degree
of cloudiness, rainfall, fog and temperature strongly determine the necessary
illumination and heating.5 The inclusion of weather variables is not as simple as
calendar variables. Whereas the data access is usually not a problem, forecasting
weather variables is not a straightforward task and the determination of the
functional form is a challenge. In the following we focus on temperature data.
To model the temperature’s influence on the energy demand, there exists the
widely used concept of energy degree days (EDD).6 Originally designed to
evaluate energy consumption to regulate the temperature in a building, degree
days are based on how far the average temperature departs from a human
comfort level of 18.3◦C, the norm temperature.7 Each degree of temperature
above/below the norm temperature is counted as one cooling/heating degree
day. The exact definition for a cooling degree day is

CDD = max(Tp − 18.3, 0) , (6.1)

where Tp is the daily average temperature defined as (Tpmax+Tpmin)/2. The
definition for a heating degree day is

HDD = max(18.3 − Tp, 0) . (6.2)

The number of heating/cooling degree days accumulated in a day are propor-
tional to the amount of heating/cooling required to reach the human comfort
level of 18.3◦C in a building. Another way to model the impact of tempera-
ture on prices is proposed by Clewlow & Strickland (2000). They use a
quadratic function.

Considering the discussed list of demand-sided variables, we go along with
Hodnett (2000), who states that the demand is composed of three compo-

5Hinz, Brohmann, Fritsche, & von Grabczewski (2002) have shown that both illumi-

nation as well as heating/cooling is responsible for a remarkable proportion of the electricity
consumption.

6For a detailed introduction into this concept, see Banks (2001), ch.6.

7The threshold value of 18.3◦C is the general definition of EDD . It is actually based
on considerations concerning the heating of buildings. However, it is well possible that for

electricity prices the optimal threshold can deviate. For advanced studies concerning the
optimal threshold, we refer to works done at the institute for meteorology at the FU Berlin
(www.met.fu-berlin.de).
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nents. These are calendar factors, weather factors and an irregular factor. By
considering the hour of the day, the weekday, the season of the year and regular
special days on the one hand and weather influences such as temperature on
the other hand, we should therefore be able to explain a considerable part of
the price fluctuations caused by the demand side.

It is clear that it would be convenient if in addition demand data were di-
rectly available. Eydeland & Wolyniec (2003), Burger, Klar, Müller,

& Schindlmayr (2004) and others suggest for that case the use of hybrid
models, which first explain the demand patterns using temperature and other
variables and then take the demand patterns as explaining factors for the price
variations. However, depending on the country the access to demand data is
very cumbersome. We therefore neglect these chains of causalities and directly
model the impact of the different variables on the price. The advantage of this
procedure is that in case no load data are available, the model does not need
to be completely reformulated.

Given above considerations, regression models can be formulated to explain
the seasonal patterns in electricity prices. The whole calendar, temperature
and if necessary further regime variables are taken into account as explaining
variables.

6.3 Regression Models

As mentioned before, seasonal patterns can be observed at different levels. In
order to isolate the different effects, we propose a two-stage approach. In the
first step, we try to identify the seasonal structure during a year working with
daily prices. In the second step, the patterns during a day are analysed using
hourly prices. Since our goal is primarily to explain the relative structure of the
prices at different points in time rather than the absolute level, all regression
models are formulated for relative prices.

Let us define two factors, the factor-to-year (f2y) and the factor-to-day
(f2d). With f2y we denote the relative weight of a single daily price compared
to the annual base of the corresponding year

f2yt =
Sd(t)

∑

k∈year(t) S
d(k) 1

K(t)

.

Sd(t) is the daily spot price at time t. K(t) denotes the number of days in the
year when Sd(t) is observed. The divisor is thus the annual base of the year in
which S(t) is observed.
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The f2d, in contrast, indicates the weight of the price of a particular hour
compared to the daily base price

f2dt =
Sh(t)

∑

k∈day(t) S
h(k) 1

24

,

where Sh(t) is the hourly spot price at time t.

6.3.1 Regression Model for the Yearly Season

To explain the f2y, we use a multiple regression model. We propose two
different specifications. The first specification, YS Cal EDD, is as follows

f2yt = a0 +
6
∑

i=1

biDt,i +
12
∑

i=1

ciMt,i

+

3
∑

i=1

d1,iCDD t,i +

3
∑

i=1

d2,iHDD t,i

+ e1Lt + e2L
2
t + εt .

(6.3)

Six dummy variables Di, i = 1, . . . , 6 representing the weekdays Tuesday to
Sunday, capture the differences between weekdays compared to the Monday
level. Public holidays are treated as Sundays and bridge days as Saturdays.
The season is modelled by dummy variables for each month Mi, i = 1, . . . , 12
representing the months February to December. August is split into two parts,
as the first two weeks contain school holidays. January is the reference month.
Furthermore, cooling and heating degree days are considered for three differ-
ent German cities, i ∈ {Munich, Berlin, Hanover}. And, if available, the total
demand L enters the model using a quadratic form.

The second specification, YS Fou EDD, is of the form

f2yt = a0 +
6
∑

i=1

biDt,i

+

3
∑

i=1

c1,i cos

(

i
2π

365
YT t

)

+

3
∑

i=1

c2,i sin

(

i
2π

365
YT t

)

+

3
∑

i=1

d1,iCDD t,i +

3
∑

i=1

d2,iHDD t,i

+ e1Lt + e2L
2
t + εt .

(6.4)
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Instead of modelling the season with monthly dummy variables, the model con-
tains a fourier series, here of order three. YT indicates the time of observation
within a year.

6.3.2 Regression Model for the Daily Season

We now turn towards hourly prices and their behavior during a day. Facing 365
heterogenous daily price patterns, some simplifications, or rather a reduction
in the degrees of freedom, is necessary. The amount of historical data does not
allow us to consider a specific forecast model for every single day in a year.
We therefore suggest to pool certain days. By doing so, we have to handle the
trade-off between fit and statistical significance of the estimated coefficients.

From Section 2.1 we know that there are considerable differences both in
the daily profiles of workdays, Saturdays and Sundays, but also between daily
profiles during winter- and summertime. Thus, we suggest to classify the days
by weekdays and seasons and choose the classification scheme presented in Ta-
ble 6.1. The workdays of each month are collected in one class. Saturdays and
Sundays are treated separately. In order to still obtain enough observations
per class, the profiles for Saturday and Sunday are held constant during three
months. For the EEX, where a data history for spot prices covering roughly
six years is available, the proposed scheme results in classes of about 130 ob-
servations for the workdays and about 90 observations for the weekend day
classes.

Table 6.1: The table indicates the assignment of each day to
one out of the twenty profile classes. The daily pattern is held
constant for the workdays Monday to Friday within a month,
and for Saturday and Sunday, respectively, within three months.

J F M A M J J A S O N D

WD 1 2 3 4 5 6 7 8 9 10 11 12

Sat 13 13 14 14 14 15 15 15 16 16 16 13

Sun 17 17 18 18 18 19 19 19 20 20 20 17

The regression model for each class is built quite similarly to the one for the
yearly seasonality. For each profile class, c = 1, . . . , 20, a model of the following
type is formulated

f2dt = ac0 +

23
∑

i=1

bciHt,i + εt for all t ∈ c . (6.5)
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The f2d is explained by dummy variables Hi, i = 1, . . . , 23, representing the
hours 1 to 23.

6.4 Forecasting Model

The regression models in (6.3), (6.4) and (6.5) can be generally written as

y = Xβ + ε ,

where y ∈ R
Thist is the dependent variable, X ∈ R

Thist×N the regressor matrix
and β ∈ R

N the vector of coefficients. Thist denominates the number of obser-
vations and N the number of regressors. Estimating these models using least
square methods provides us with an estimator for the coefficient vector β.

To forecast y, respectively the f2y and f2d, the regressor matrix X can be
multiplied by β. However, first a forecast for the regression matrix X adapted
to the forecast horizon is required. That is why it is only useful to incorporate
variables in a model whose forecast quality is at least as good as the one for
the prices itself. The deterministic dummy variables are very appropriate for
our purposes. They can be extrapolated by just considering the calendar and
building the corresponding binary variables. The forecast of temperature and
load is a more challenging issue.

For temperature, we propose a forecasting model based on fourier series. A
regression model, similar to the YS Fou EDD specification, is formulated

Tpt = a0 +
3
∑

i=1

b1,i cos

(

i
2π

365
YT t

)

+

3
∑

i=1

b2,i sin

(

i
2π

365
YT t

)

+ εt ,

(6.6)

where Tp is again the average daily temperature and YT the observation time
within a year. Once the coefficients in the above model are estimated, the
temperature can be easily predicted since the only exogenous factor YT is
deterministic. Using the definitions in (6.1) and (6.2), the forecasts for CDD

and HDD are also straightforward. In case the HPFC is used as pricing basis for
contracts with a very short time to delivery, also current temperature forecasts
from weather stations might be included.

What remains is the forecast for the load. Load patterns are much more
stable than price patterns. Moreover, if one has access to load data, the data
history is generally much longer than the one for prices. Thus, by building a
profile class for each weekday and each month, and then evaluating the average
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for the 24 hours, one generally gets satisfying results for the relative structure
of the hourly load

L2yt =
∑

k∈(month(t),day(t),hour(t))

1

K(t)

L(k)
∑

h∈year(t) L(h)
, (6.7)

where K(t) denominates the number of observations in the profile class which
the observation L(t) belongs to. In case of an increasing load in the last years,
a growth factor can be determined. Multiplying the relative hourly patterns
with the last observed total yearly load and with the growth factor then leads
to the load forecast.

Each of the regressor matrices X in the models (6.3), (6.4) and (6.5) can now
be fully determined for the period the HPFC should cover. If we multiply them
with the estimated coefficients β̂, the f2y and the f2d can be forecasted. The
log of f2y can directly be used as seasonality function g(t) in the price models
and the shape s of the HPFC can be calculated by

st = f2yt · f2dt . (6.8)

If s, the forecast of the relative hourly weights, is additionally multiplied by the
current yearly base product, this yields an hourly price forecast sl. However,
this price forecast does not yet ensure absence of arbitrage with respect to the
observed market prices.

6.5 Optimisation Model

The price forecast sl, constructed in the previous section, determines the
structure of the HPFC. In the second step, this structure is adjusted to the
current price levels avoiding any arbitrage opportunities. To do this, Fleten

& Lemming (2003) suggest to formulate an optimisation problem. As objective
function, they choose a constrained least square fitting where the squared dif-
ferences between the HPFC and the shape are minimised. In order to increase
focus on continuity, a smoothing term can be added to the objective function,
which is weighted by w. The minimisation is done subject to constraints which
ensure that the valuation of an interval futures with respect to the HPFC
is equal to the observed market price. To properly express these constraints,
the HPFC implied futures prices for the observed standard products must be
defined. As this is shown in Section 5.2.1, they are given by

F (t,T a ,T e) =
1

∑dTa,e

s=1 qs(F (t,T a ,T e))

dT
a,e

∑

s=1

F (t, t+s∆t)qs(F (t,T a ,T e)) .
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Since we now differentiate between base and peak products, ∆t is set to be one
hour and q(F (t,T a ,T e)) ∈ R

dT
a,e

, where dT a,e = T
e−T

a

∆t , is a quality vector
indicating whether the hour s, s = 1, . . . , dT a,e , belongs to the delivery period
of contract F (t,T a ,T e) or not. For base products, q is a vector of ones whereas
for peak products, q contains one entries for peak hours and zero entries for
off-peak hours.

The optimisation model to obtain the HPFC at time t can then be formulated
as

min
x

Tfc
∑

s=1

(xs − slt+s∆t)
2 + w

Tfc−1
∑

s=2

(xs−1 − 2xs + xs+1)
2

s.t. F (t,T a

t;v ,T
e

t;v )bid ≦

∑dT
a,e
t;v −1

s=0 xdTa
t;v+s

qs+1(v)
∑dT

a,e
t;v

s=1 qs(v)
for v = 1, . . . , p ,

F (t,T a

t;v ,T
e

t;v )ask ≧

∑dT
a,e
t;v −1

s=0 xdTa
t;v+s

qs+1(v)
∑dT

a,e
t;v

s=1 qs(v)
for v = 1, . . . , p ,

(6.9)

where the notation is as follows:

Indices

Tfc The number of hours which the HPFC covers.
p The number of products.
T a

t;v Time to the beginning of the delivery period of product v.
T e

t;v Time to the end of the delivery period of product v.
q(v) Quality vector (base/peak) of product v.

Parameters

sls The annual base adapted shape at time t+ s∆t.
F (t,T a

t;v ,T
e
t;v )bid Bid price for product v at time t.

F (t,T a
t;v ,T

e
t;v )ask Ask price for product v at time t.

w Weight that scales the smoothing term relative
to the LSQ term.

Variables

xs Hourly forward price with delivery time t+ s∆t.

The solution of the above optimisation problem yields an arbitrage-free, mar-
ket consistent HPFC whose structure represents the seasonality patterns of the
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spot prices. It provides the basis for all valuations of non-standard products.
Hence, each time a mark-to-market valuation is performed, the HPFC has to be
adapted to current market prices, which means that the optimisation problem
in 6.9 must be solved subject to the new market prices. The seasonal patterns
do not have to be updated for every valuation. Since they are quite stable, a
quarterly actualisation should be sufficient.





Chapter 7

Empirical Results for the Price Forward

Curve Model

In the following two sections we present the empirical results for the price
dynamics and the seasonality models introduced in Sections 5 and 6.1 We start
with the findings for the price forward curve model since they subsequently
enter into the dynamic models by g(t).

All estimations for the price forward model are made with spot prices ob-
served at the EEX between January 2001 and April 2007. This leads to a data
sample of 2,307 daily and 55,368 hourly observations. Prices greater than 350
EUR/MWh are capped at this level. The motivation for the price cap is the fol-
lowing. In our opinion, the HPFC should represent the expected average price
structure. Extreme events, though, are captured by the price process which
should account for the fat tails in the distribution. In case one does not elim-
inate the spikes when constructing the HPFC but still models spikes in the
process, the tails would be overestimated.

1All estimations are performed using Matlab.
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7.1 Yearly Season

To estimate the yearly seasonality patterns, we have proposed in Section 6.3.1
two different specifications of a multiple regression model. The first specifica-
tion, YS Cal EDD, explains the f2y by monthly and daily dummy variables as
well as by energy degree days. For lack of data, load is not taken into account.
To represent the EDD for Germany, we use temperature data for three German
cities, Munich, Berlin and Hanover.2 Using more gaging stations can lead to a
multicollinearity problem in the ordinary least square (OLS) estimation.3

Performing the OLS-regression on (6.3), the error terms of the regression are
autocorrelated. In the presence of autocorrelation, the OLS coefficient estimates
are unbiased and consistent but the standard errors tend to be underestimated;
see for example Greene (1999), ch. 11. We therefore compute the standard
errors utilising the Newey & West (1987) covariance matrix, which is con-
sistent with autocorrelation and heteroscedasticity. The results are reported
in Table 7.1. They indicate that the specification with calender dummies and
EDD is able to explain about 43% of the variation in the daily prices. Remem-
bering the plot of the weekly average prices in Figure 2.5, where it was difficult
to identify any regular pattern in the prices, the relatively low R̄2 of 43% is not
surprising. It seems that there is a considerable part of inexplicable variation
which could hardly be reduced significantly by introducing further exogenous
variables.

Let us now have a closer look at the coefficient of the variables. All monthly
dummy variables are significant at the 10% level except the one for February.
This makes sense since January is chosen as reference month, and January and
February are adjoining months during which external conditions are quite sim-
ilar. The values of the coefficients are, at the first sight, a bit more surprising.
All coefficients of the monthly dummy variables are positive. If we ignore the
other variables, this would mean that electricity prices are the lowest in Jan-
uary, lower than in all other months. However, this isolated consideration is
too shortsighted. We also have to account for the daily dummy variables and
the EDD . To get an impression of the different effects, the stepwise extension

2The data is available for free at
www.dwd.de/de/FundE/Klima/KLIS/daten/online/nat/ausgabe tageswerte.htm.

For extensive research concerning the question of how to model the impact of the weather

conditions in different regions on electricity demand and prices, we refer to works done at
the institute for meteorology at the FU Berlin (www.met.fu-berlin.de).

3This could be circumvented when working with an average temperature time series, where
the temperature values of the single stations are, for example, weighted in accordance to the
GNP of the regions.
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Table 7.1: Regression output of the yearly seasonality mod-
el YS Cal EDD including calender dummy variables and EDD .
January is chosen as reference month and Monday as reference
day. 2,307 daily observations are included. The standard errors
are calculated using the Newey-West method. Only variables
which are significant at the 10% level are reported.

Specification YS Cal EDD

Dependent variable f2y

R2 0.43 DW 0.85

R̄2 0.43 Nobs. 2,307

σ2 0.09 Nvar. 20

Variable Coefficient t-statistic Prob.

c 0.55 9.20 0.00

Mar 0.07 1.72 0.09

Apr 0.19 4.42 0.00

May 0.25 4.74 0.00

Jun 0.38 5.84 0.00

Jul 0.45 6.37 0.00

Aug 0.31 4.57 0.00

Sep 0.46 8.31 0.00

Oct 0.33 7.35 0.00

Nov 0.24 3.64 0.00

Dec 0.17 1.67 0.09

Aug2 0.12 2.39 0.02

Tue 0.03 1.91 0.06

Fr −0.08 −5.41 0.00

Sat −0.31 −19.10 0.00

Sun −0.51 −27.93 0.00

HDD Munich 0.02 5.41 0.00

HDD Hanover 0.01 3.40 0.00

CDD Berlin 0.05 4.25 0.00

CDD Munich 0.01 2.63 0.01

of the regression model is documented in Table 7.2. We use the estimation re-
sults without elimination of the insignificant variables so that the comparison
becomes easier. The significant ones are marked by an asterisk for the purpose
of distinction.
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In the first step, we estimate a model where only monthly calender dummy
variables enter as explaining variables. This is equivalent to building averages of
the prices observed within the same month. The result in Table 7.2 shows that
the average price in January in the period January 2001 to April 2007 is only
the seventh highest. The highest prices were observed on average in December
followed by November. Electricity is the cheapest in May.

In the second model, dummy variables for the weekdays are additionally
included. Monday is chosen as reference day. As already mentioned, bridge
days are treated as Saturdays whereas public holidays are classified as Sundays.
We get the expected result that prices during workdays are higher than at
the weekend. The price level on Monday and Friday lies between the weekend
level and the midweek-days, Tuesday to Thursday. Thus, introducing weekday
dummy variables allows to account for the weekly seasonality documented in
Chapter 2. It results in an immense increase of the R̄2 which jumps from 5% to
31%. The insertion of the weekday variables also has an influence on the order
of the monthly dummy variables. Months with a couple of public holidays, as
December, January or April ascend in the order. Lower prices caused by public
holidays can now be explained by the daily dummy variables. Their influence
is separated from the impact of the month.

The last extension, the inclusion of EDD , changes the order of the monthly
dummy variables again dramatically. The winter months December to March
now form the end of the monthly ranking. The higher prices in these months are
no longer explained by the monthly dummy variables but by the HDD of Mu-
nich and Hanover. The incorporation of the temperature leads to a significant
increase of the R̄2. However, as the significance levels of the monthly dummy
variables indicate, temperature itself cannot explain all the differences between
months. The monthly dummy variables remain significant. The coefficients of
the significant EDD variables have all the expected sign. Both temperatures
above 18.3◦C and below 18.3◦C have a price increasing influence on electric-
ity prices. We have also tested a quadratic influence of the temperature with
d1Tpt + d2Tp2

t . According to the R̄2, the quadratic model explains a smaller
proportion of the variation.

In the specification YS Fou EDD, formulated in (6.4), the monthly dummy
variables are replaced by fourier series. The results of some test calculations
have shown that already series of order one are enough. The estimation output
in Table 7.3 shows that the explanation rate measured by the R̄2 is slight-
ly lower than for YS Cal EDD specification. YS Fou EDD, however, has the
advantage that it incorporates fewer variables. The coefficients of the daily
dummy variables as well as the EDD remain almost the same. If one compares
YS Cal and YS Fou, where the temperature variables are omitted, YS Fou out-
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performs clearly. Hence, in case that temperature data is available, we prefer
YS Cal EDD, otherwise YS Fou is a passable alternative.

To complete the necessary data set for the yearly seasonality model, we
need to forecast the temperature time series for the three cities. We apply
the regression model formulated in (6.6). Series of daily average temperature
values which go back to January 1993 are used. Table 7.4 shows the regression
output wherein the variances of the error terms are again calculated with the
Newey-West method.

Fourier series of order two are able to explain more than 70% of the variation.
Figure 7.1 shows the historical evolution as well as the forecast for the daily
average temperature of Berlin.
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Figure 7.1: Empirical and forecasted daily average temperature
for Berlin.
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Table 7.2: Impact of a stepwise extension of the regression mod-
el, finally resulting in the YS Cal EDD specification. The initial
specification consisting only of monthly dummy variables is ex-
tended first by daily dummy variables and in a second step by
EDD . 2,307 daily observations are included. The standard errors
are calculated using the Newey-West method. Variables which
are significant at the 10% significance level are marked by an
asterisk.

YS Month YS Cal YS Cal EDD

R̄2 0.05 R̄2 0.31 R̄2 0.43

Var. Coeff. Var. Coeff. Var. Coeff.

Dec 0.14 Dec 0.16 Sep∗ 0.45

Nov 0.12 Nov 0.11 Jul∗ 0.44

Aug2 0.09 Aug2 0.09 Jun∗ 0.37

Jul 0.06 Jul 0.05 Oct∗ 0.33

Sep 0.05 Sep 0.04 Aug∗ 0.30

Oct 0.02 Oct 0.02 Nov∗ 0.25

Feb 0.00 Jan 0.00 May∗ 0.24

Jan∗ 0.00 Feb −0.01 Apr∗ 0.18

Mar∗ −0.05 Mar∗ −0.05 Dec∗ 0.17

Jun∗
−0.05 Jun∗

−0.05 Aug2∗ 0.12

Aug∗
−0.09 Apr∗ −0.09 Mar∗ 0.08

Apr∗ −0.11 Aug∗
−0.10 Feb 0.02

May∗
−0.19 May∗

−0.16 Jan∗ 0.00

Tue∗ 0.05 Tue∗ 0.04

Wed 0.02 Wed 0.02

Thu 0.01 Thu 0.02

Mon∗ 0.00 Mon∗ 0.00

Fri∗ −0.07 Fri∗ −0.07

Sat∗ −0.30 Sat∗ −0.30

Sun∗
−0.50 Sun∗

−0.50

CDD B∗ 0.03

HDD M∗ 0.02

CDD H 0.02

HDD H∗ 0.02

CDD M∗ 0.01

HDD B −0.01
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Table 7.3: Regression output of the yearly seasonality mod-
el YS Fou EDD including fourier series, daily dummy variables
(reference day is Monday) and EDD . 2,307 daily observations are
included. The standard errors are calculated using the Newey-
West method. Only variables which are significant at the 10%
level are reported.

Specification YS Fou EDD

Dependent variable f2y

R2 0.40 DW 0.84

R̄2 0.40 Nobs. 2,307

σ2 0.09 Nvar. 11

Variable Coefficient t-statistic Prob.

c 0.79 27.64 0.00

cos 1 −0.17 −6.47 0.00

sin 1 −0.14 −7.75 0.00

Tue 0.03 1.93 0.05

Fri −0.08 −5.49 0.00

Sat −0.31 −19.48 0.00

Sun −0.51 −29.77 0.00

HDD Munich 0.02 5.43 0.00

HDD Hanover 0.01 3.52 0.00

CDD Berlin 0.04 3.66 0.00

CDD Munich 0.01 2.57 0.01
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Table 7.4: Regression output of the temperature model. Av-
erage temperature series metered in three German cities are
regressed on fourier series of second order. 5,229 daily obser-
vations from January 1993 to April 2007 are included. The
standard errors are calculated using the Newey-West method.
Only variables which are significant at the 10% level are
reported.

Berlin Munich Hanover

Dep. variable Tp Tp Tp

R2 0.75 0.70 0.70

R̄2 0.75 0.70 0.70

σ2 15.52 20.75 15.19

DW 0.37 0.72 0.38

Nobs. 5,229 5,229 5,229

Nvar. 4 3 4

Berlin Coefficient t-statistic Prob.

c 10.12 78.43 0.00

cos 1 −9.34 −47.67 0.00

sin 1 −2.69 −15.98 0.00

sin 2 0.39 2.13 0.03

Munich Coefficient t-statistic Prob.

c 9.13 70.23 0.00

cos 1 −9.51 −49.74 0.00

sin 1 −2.51 −14.20 0.00

Hanover Coefficient t-statistic Prob.

c 9.86 77.80 0.00

cos 1 −8.06 −41.80 0.00

sin 1 −2.66 −16.07 0.00

sin 2 0.38 2.06 0.04
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7.2 Daily Profiles

In this section the daily patterns for the twenty profile classes built according
to Table 6.1 are estimated. The fastest way of calculating the profiles is by
averaging for every period (month/3 months) the relevant prices per hour and
day type. However, to get an indication of how good this procedure is, we also
estimate the equivalent regression models (6.5) with hourly dummy variables.
The corresponding R̄2 as well as the t-statistics show how much of the variation
can be explained by simple averaging and which hours differ significantly. They
allow us to judge if the model should better be expanded or if averaging is a
justifiable proceeding.

Since twenty regressions have to be done, we use an automated bottom down
approach for the elimination of the insignificant variables. After every esti-
mation the variable with the lowest t-statistics is eliminated. We repeat this
procedure until all remaining variables are significant at the 10% level. Table
7.5 shows the R̄2 of the twenty regressions as well as the number of significant
hours.

If we first have a look at the monthly profiles for the workdays, we observe
R̄2’s between 67% in July and 84% in October. The summer months, espe-
cially July, have the highest unexplained variation. Figure 7.2 might give an
explanation for that.
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Figure 7.2: Hourly July prices from 2001 to 2006. For the
construction of the HPFC, the prices are capped at 350
EUR/MWh.
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Table 7.5: Regression output of the daily profile models where
the f2d for each profile class is explained using 23 hourly dummy
variables. The second column (No.) indicates the profile number
according to Table 6.1, the third the proportion of explained
variation. The last column reports the number of significant (at
the 10% level) variables.

Profile No. R̄2 No. sig. hours

WD Jan 1 0.72 24

WD Feb 2 0.82 24

WD Mar 3 0.74 23

WD Apr 4 0.80 23

WD May 5 0.83 23

WD Jun 6 0.70 24

WD Jul 7 0.67 24

WD Aug 8 0.73 24

WD Sep 9 0.79 23

WD Oct 10 0.84 23

WD Nov 11 0.79 23

WD Dec 12 0.70 23

Sat Winter 13 0.67 22

Sat Spring 14 0.63 22

Sat Summer 15 0.74 19

Sat Autumn 16 0.65 23

Sun Winter 17 0.72 23

Sun Spring 18 0.68 23

Sun Summer 19 0.84 23

Sun Autumn 20 0.80 22

It shows the hourly prices in July during the last six years. Especially around
noon immense price spikes can occur. A reason for these high prices lies in the
fact that during the summer demand is relatively low but the peakload at noon
caused by cooking activities is almost of the same size as in the other seasons.
Hence, the relative demand at noon compared to the whole day is very high
and can often not be covered by variation in the power of power plants already
in use. Additional power plants have to be started only for a few hours, which
is expensive and can cause price spikes, which make the patterns instable and
lower the R̄2.
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Going farther to the weekend days, we see an altogether different picture.
The profiles during the summer are best explained. Having a look at Figure
2.4, we see that the weekend prices in summer are very stable over the whole
day. This comes from the fact that the demand is smoother at weekends and
can be covered with a stable number of baseload power plants. Unexpected
spikes which make the R̄2, decrease are thus very rare. Among the weekend
profiles, spring seems to be the most difficult one to explain. A possible expla-
nation of this is that there are a lot of public holidays as Easter, Ascension or
Whitsuntide in springtime. Although they exhibit similar patterns as Satur-
days and Sundays, they often have distinct features, caused for example by the
opportunity for short holidays. However, these shortcomings should not have a
significant influence when pricing common products with delivery periods over
several weeks.

A last remark to Table 7.5 concerns the number of significant hourly dummy
variables in the regressions. Table 7.5 shows that for the workdays at least 22
out of the 23 dummy variables plus the constant are significant. This means
that we cannot pool some hours to get larger samples without losing significant
information. For the weekend data, we have a similar picture. Only for Sat-
urdays in summertime an additional pooling could be justified. However, for
the sake of consistency among the different profiles, we treat every hour in all
profiles separately.

Hence, above considerations have shown that simple averaging is a fast but
satisfying method of determining the daily profiles. We therefore continue with
profiles calculated this way, keeping in mind that special analysis should be
indicated when single day or hour products are priced. Figures 7.3 and 7.4
show the twenty profiles. It becomes obvious that in winter the price peak on
workdays is during the evening hours whereas in summertime it is at noon.
The relative differences between the highest and lowest price during a day is
much larger in summer. The weekend patterns are relatively stable over the
whole year. The movement of the peak from noon to the evening is much less
pronounced, which also justifies our decision to pool three months.
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Figure 7.3: Monthly profiles for the workdays constructed by
averaging the hourly prices per hour and profile class.
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Figure 7.4: Quarterly profiles for the weekend constructed by
averaging the hourly prices per hour and profile class.
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7.3 Absence of Arbitrage

Given the f2y, the f2d as well as the temperature forecast, the shape s can be
calculated according to equation (6.8). Figure 7.5 displays the shape for the year
2008 using the two alternative yearly seasonality specifications. Daily profiles
are determined in both cases by averaging. The approach using the fourier
series yields smoother transitions from month to month by construction. But
it does not take into account the summer holiday period in August.
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Figure 7.5: The plot displays the shape constructed using
the two alternative yearly seasonality models YS Cal EDD and
YS Fou EDD. Daily profiles are determined by averaging. Also
the difference YS Cal EDD–YS Fou EDD is plotted.

Once we have constructed the shape forecast, the remaining step in the cre-
ation of a HPFC is the adjustment to market prices in order to guarantee the
absence of arbitrage opportunities. For that purpose, we solve the optimisa-
tion model in (6.9). We do not use bid and ask prices but work only with
settlement prices of the futures traded at the EEX. The two inequality con-
straints per contract in the programme (6.9) are thus replaced by one equality
constraint. Moreover, to keep the optimisation problem feasible, overlapping
contracts have to be eliminated. Contracts with delivery periods which are
completely overlapped by contracts with shorter delivery periods are removed.
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The quadratic programming problem (6.9) can then be solved by rewriting
it in the following matrix form

min
x

x′Hx+ f ′x

s.t. Ax = b .

x ∈ R
Tfc denotes the vector of the hourly forward prices looked for. Tfc defines

the length of the price forward curve measured in hours. The structure of the
matrix H ∈ R

Tfc×Tfc depends on the smoothing factor w. Setting w = 0, H is
an identity matrix. In case of w > 0, the two diagonals above the main diagonal
are also non-zero. The matrix H is then

H =























1 + w −4w 2w
1 + 5w −8w 2w

1 + 6w −8w 2w
. . .

. . .
. . .

1 + 6w −8w 2w
1 + 5w −4w

1 + w























.

f ∈ R
Tfc is equal to the shape of the according time period. b ∈ R

p is the
vector of the settlement prices, where p is the number of considered contracts.
In row v of the matrix A ∈ R

p×Tfc , the elements or hours where contract v
delivers energy are set to the inverse of the number of delivery hours of contract
v. To solve the problem, we use a subspace trust-region method based on the
interior-reflective Newton method described in Coleman & Li (1996) and used
by Matlab as a standard algorithm for large scale problems.

Figure 7.6 shows three price forward curves created on December 22, 2006,
for the period January 1, 2007 to December 31, 2007. In the first curve, the
smoothing weight is w = 0, in the second it is w = 2, and in the third it is
w = 10. The entering shape is calculated for all three HPFC’s in the same
manner, namely with the yearly seasonality specification YS Cal EDD and by
averaging the hourly prices according to the profiles in Table 6.1. The higher the
relative weight of the smoothing part, the more the hourly structure disappears.
Finally, the peak hours of the HPFC are very close to the settlement prices of
the peak futures contract, and the prices of the off-peak hours get close to the
off-peak futures prices implied by the peak and base prices.

In Figure 7.7 the step from the shape to the arbitrage-free price forward
curve is illustrated by the difference between the price forward curve based on
w = 0 and the shape. It is again the price forward curve of December 22, but
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Figure 7.6: Price forward curves with creating date Decem-
ber 22, 2006 for the period January 1, 2007 to December 31,
2007. Different ratios between least square minimisation and
smoothing (1:w) are used.

only for the period from January 1, 2007 to March 31, 2007. We see that futures
contracts for February are relatively cheaper with respect to January and March
compared to past years. Furthermore, the peak contracts are relatively cheaper
compared to historical data.



156 Chapter 7. Empirical Results for the Price Forward Curve Model

1−Jan−07 1−Feb−07 1−Mar−07 31−Mar−07
−20

0

20

40

60

80

100

120

[E
U

R
/M

W
h]

 

 
PFC
Shape
Difference

Figure 7.7: Shape vs. HPFC with creating date December 22,
2006 for the period from January 1, 2007 to March 31, 2007.
The difference of the HPFC-Shape is also plotted.



Chapter 8

Empirical Results for the Price Models

In this section we estimate the parameter set ψ which describes the price
dynamics. We consider different model specifications and investigate if these
specifications can be accurately estimated. Furthermore, the implications of
the estimation results on the price behaviour are analysed and compared with
the historical properties.

8.1 Estimated Model Specifications

The first model specification we estimate is described by the deterministic sea-
sonality factor g(t) and two random factors X1(t),X2(t). It is denoted by 2F B
(two-factor basis) and is of the form

dX1(t) = (−φ1 − κ1X1(t))dt+ σ1dZ̃1(t) , (8.1a)

dX2(t) = (µ2 − φ2)dt+ σ2dZ̃2(t) , (8.1b)

dZ̃1(t)dZ̃2(t) = ρdt , (8.1c)

lnS(t) = g(t) +X1(t) +X2(t) , (8.1d)

where Z̃i(t), i = 1, 2, are Brownian motions under the martingale measure
Q. The first factor X1(t) follows an Ornstein-Uhlenbeck process with mean
reversion rate κ1, volatility σ1, and drift term µ1 = 0. The second factor follows
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a Brownian motion process with drift µ2 for the process under P and volatility
σ2. The risk premia assigned to the two risk sources are denoted by φ1 and φ2.
The risk factors have constant correlation ρ.

This model specification is well established in commodity markets and known
as long-term/short-term model. It was introduced by Schwartz & Smith

(2000), who applied it to oil markets, and expanded by Lucia & Schwartz

(2002) and Manoliu & Tompaidis (2002), who enhanced it by a seasonality
function. The model is denoted as long-term/short-term model since the first
factor can be interpreted as the short-term deviations and the second factor
as the long-term equilibrium level. The drift of the second factor thus reflects
the expectations about available production capacities in the future, trend of
demand or political or regulatory effects. The first factor, in contrast, models
the differences between current and equilibrium level, and is expected to revert
towards zero. These deviations reflect short-term effects resulting, for exam-
ple, from variations in weather conditions or intermittent supply shortages.
Schwartz & Smith (2000) have shown that this model specification is also
equivalent to the stochastic convenience yield model developed in Gibson &

Schwartz (1990). However, the long-term/short-term interpretation is much
more accurate especially if applied to electricity markets, where a convenience
yield is hardly defensible due to the non-storability.

Another possibility to formulate a two-factor model is the 2P B specifica-
tion, which is similar to the Pilipovic (1997) model1. Instead of summing up
the short- and long-term deviations, the short-term deviations are explicitly
modelled as the deviations from the long-term mean. The log spot price is as-
sumed to mean revert towards an equilibrium level, which itself is stochastic.
In contrast to Pilipovic (1997), we assume that these long-term mean is nor-
mally and not log normally as in the Pilipovic model. Our 2P B specification
is summarised by

dY1(t) = (κY (Y2(t) − Y1(t)) − γ1) dt+ ς1dW̃1(t) , (8.2a)

dY2(t) = (µY − γ2)dt+ ς2dW̃2(t) , (8.2b)

dW̃1(t)dW̃2(t) = 0 , (8.2c)

lnS(t) = g(t) + Y1(t) , (8.2d)

where W̃i(t), i = 1, 2, are uncorrelated Brownian motions under Q. This new
specification is equivalent to 2F B insofar as the factors in each model can
be represented as linear combinations of the factors in the other. It has the
advantage that the interpretation of the factors is even more comprehensible.

1See Appendix A.5 for a description of the Pilipovic model.
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The drawback of this model, though, is that an extension to three or four
factors is not straightforward and the system matrices cannot be formulated in
a general way, independent from the number of state variables.

To show the equivalence between 2P B and 2F B, we write the 2F B
specification in terms of the variables of the 2P B. Set

X1(t) = Y1(t) − Y2(t) +
µY
κY

,

X2(t) = Y1(t) −X1(t) .

The equivalence of the two models can then be established if we write the
stochastic process equations for the state variables X1(t),X2(t) of the 2F B
specification using the equations for the adapted Pilipovic model in (8.2). For
the first risk factor follows

dX1(t) = (κY (Y2(t) − Y1(t)) − γ1) dt+ ς1dW̃1(t)

− (µY − γ2)dt− ς2dW̃2(t)

=

(

κY (−X1(t) +
µY
κY

) − γ1

)

dt+ ς1dW̃1(t)

− (µY − γ2)dt− ς2dW̃2(t)

= (−κYX1(t) − (γ1 − γ2)) dt+ ς1dW̃1(t) − ς2dW̃2(t)

and for the second

dX2(t) = (κY (Y2(t) − Y2(t)) − γ1)dt+ ς1dW̃1(t)

+ κYX1(t)dt+ (γ1 − γ2))dt− ς1dW̃1(t) + ς2dW̃2(t)

= (µY − γ2)dt+ ς2dW̃2(t) .

Comparing these equations with specification 2F B, we see that the two models
are equivalent if we relate the parameters as shown in Table 8.1.

In addition to the two-factor models, we also consider three-factor models.
The 3F B specification adds a third risk factor

dX1(t) = (−φ1 − κ1X1(t))dt+ σ1dZ̃1(t) , (8.3a)

dX2(t) = (−φ2 − κ2X2(t)dt+ σ2dZ̃2(t) , (8.3b)

dX3(t) = (µ3 − φ3)dt+ σ3dZ̃3(t) , (8.3c)

dZ̃i(t)dZ̃j(t) = ρijdt for i, j = 1, . . . , 3 and i 6= j , (8.3d)

lnS(t) = g(t) +X1(t) +X2(t) +X3(t) . (8.3e)

The first two factors are modelled as mean-reverting processes with reversion
level and drift zero. The third factor is specified as a Brownian motion factor
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Table 8.1: The relationship between parameters in the long-
term/short-term 2F B model and the adapted Pilipovic model
2P B.

Parameters 2F B Description In terms of 2P B

κ1 Short-term mean reversion rate κY

σ1 Short-term volatility (ς2
1 + ς2

2 )
1
2

φ1 Short-term risk premium γ1 − γ2

dZ̃1(t) Short-term process increments dW̃1(t) +
ς22

(ς2
1
+ς2

2
)
1
2

dW̃2(t)

µ2 Long-term drift rate µY

σ2 Long-term volatility σY

φ2 Long-term risk premium γ2

dZ̃2(t) Long-term process increments dW̃2(t)

ρ12 Correlation in increments −

ς2

(ς2
1
+ς2

2
)
1
2

with drift µ3 and volatility σ3. This model specification is similar to the ones
estimated in Karesen & Husby (2002) and Culot, Goffin, Lawford, de

Merten, & Smeers (2006). However, in their specifications, all three factors
are mean-reverting with κi > 0, i = 1, . . . , 3, and none of them exhibits a trend,
that means µi = 0, i = 1, . . . , 3.

Besides the specifications 2F B and 3F B described by 8.1 and 8.3, respec-
tively, we estimate the specifications 2F J and 3F J which are of the same
structure as the basis models but enhanced by a Poisson process in the first
risk factor. X1 follows then the stochastic process defined under Q by the
following SDE

dX1(t) = (−φ1 − κ1X1(t))dt+ σ1dZ̃1(t) + dN(t) .

Furthermore, we analyse two- and three-factor regime-switching models with
two and three regimes, respectively, denoted by 2F 2RS, 2F 3RS, 3F 2RS and
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3F 3RS. As representative, we indicate the 3F 3RS specification

dX1(t) = (−φ1 − κ1X1(t))dt+ σ1dZ̃1(t) ,

dX2(t) = (−φ2 − κ2X2(t))dt+ σ2dZ̃2(t) ,

dX3(t) = (µ3 − φ3)dt+ σ3dZ̃3(t) ,

dZ̃i(t)dZ̃j(t) = ρijdt for i, j = 1, . . . , 3 and i 6= j ,

dX̃1(t) =

3
∑

l=1

dN1,l(t) ,

dX̃2(t) =
3
∑

l=1

dN2,l(t) ,

dX̃3(t) =

3
∑

l=1

dN3,l(t) ,

lnS(t) = g(t) +

3
∑

i=1

Xi(t) +

3
∑

k=1

γkX̃k(t) .

The jump sizes of the Poisson processes Nk,l are set to el−ek, where ei denotes
the unit vector with the only non-zero entry on the i-th position. The jump
intensities are defined by the matrix

G =





− (G1,2 +G1,3) G1,2 G1,3

G2,1 − (G2,1 +G2,3) G2,3

G3,1 G3,2 − (G3,1 +G3,2)



 ,

where Gi,j ≥ 0 for i 6= j, through

λk,l(t) = Gk,le
′
kX̃(t) .

8.2 Used Data

The data used for the estimation of the price dynamics is a subsample of the
one described in Chapter 2. EEX spot and synthetic futures price series from
January 2, 2003 to April 30, 2007 are used.2 According to the availability of

2Note that the TTD , which enters into the system matrices during the estimation proce-
dure, are exactly determined at each date and are not approximated by the average, that is
to say by half a month for example for the one-month-ahead synthetic.
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futures data, only spot prices quoted from Monday to Friday are considered.
Furthermore, we restrict the data sample to futures contracts with base quality.
This decision is made based on the results of the efficiency analysis in Section
2.8. Moreover, it simplifies and accelerates the estimation procedure signifi-
cantly. Finally, we do not use all maturities. Based on the fact that contracts
with a long TTD are illiquid, we choose at each time the three shortest monthly
products, the four shortest quarterly and the two shortest yearly products. The
selection is based on the daily average of traded contracts classified according
to the DP and the TTD as presented in Table 8.2. The index indicates the
ranking of the shortness of the TTD . We can see that with increasing TTD the
trading volume decreases strongly.

Table 8.2: Daily average of traded contracts in different classes.
The rank indicates the order when delivery takes place among
contracts with equal length of delivery period.

Rank TTD Month Quarter Year

1 127 51 125

2 64 39 46

3 27 32 11

4 10 21

5 6 11

6 4 8

7 6

As seasonality function g(t), we use the log of the shape which results from
the yearly seasonality specification YS Cal EDD. The hourly patterns are not
taken into account since we use daily data only. Another possibility is to derive
g(t) from the PFC created for January 2, 2003, the starting date of the obser-
vation sample. More precisely, one can choose the seasonality function g(t) in
such a way that the initial model implied forward curve is consistent with the
market forward curve. This procedure is consistent with pricing approaches,
where the seasonality or trend factor is adjusted in such a way that the initial
prediction from the model coincides exactly with the current forward curve.
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Hence, considering the basis model, we set

F (0, T )Market = F (0, T )Model ,

PFC(0, T ) = exp

(

g(T ) +
n
∑

i=1

µi − φi
κi

(

1 − e−κi(T−t)
)

+
1

2

n
∑

i=1

n
∑

j=1

ρijσiσj
κi + κj

(

1 − e−(κi+κj)(T−t)
)

+

n
∑

i=1

e−κiTXi(0)

)

,

where the PFC constructed in Chapter 6 can be used as approximation for the
daily market forward curve. Choosing

g(T ) = lnPFC(0, T ) −
n
∑

i=1

µi − φi
κi

(

1 − e−κi(T−t)
)

− 1

2

n
∑

i=1

n
∑

j=1

ρijσiσj
κi + κj

(

1 − e−(κi+κj)(T−t)
)

(8.5)

and setting Xi(0) = 0, i = 1, . . . , n, yields for t = 0 a model implied forward
curve identical to the market one. This adjustment of the seasonality function
can also be used when pricing derivatives.3

8.3 Starting Values

The likelihood function to be optimised is non-convex. Different local optima
exist. It is thus crucial to have reliable starting values. The initial values for the
mean reversion rates κi and the volatilities σi are determined by best matching
the historical volatilities of the futures price returns. Using formula (5.45), we
perform a nonlinear least square fitting applying the Gauss-Newton method.
The long-term drift µn, where n denotes the number of included factors, is
initialised by the historical growth rate of the spot prices. For the risk premia,
we test different values and choose the set which yields the highest likelihood
value.

The initial parameters of the jump process are determined using the filtering
algorithm described in Section 2.2.3. Only positive jumps are considered. Since

3See for example Clewlow & Strickland (1999) or Karesen & Husby (2002) for an
application in the field of energy modelling.
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jumps predominantly occur in spot prices, we use only spot price data to ini-
tialise the jump parameters. The proportion of returns identified as jumps then
determines the arrival rate of jumps λ, and the mean value of these returns is
used as starting value for the jump size µJ .

For the regime-switching model, we have to initialise the infinitesimal transi-
tion probability matrix G and the weights γ. They are initialised by parameters
resulting from a grid search.

The state variables which follow a mean-reverting process can be initialised
by the mean of the stationary distribution which is zero. The initial state of the
Brownian motion factor needs, due to the non-stationarity, to be determined.
We choose Xn

0 in such a way that the futures price of Y2 at time t0 is met.

8.4 Optimisation Algorithm

For the estimation of the parameters, the following iterative procedure is
started: For a specified value of ψ, run the Kalman/Kim recursion over the
whole time interval of the observation sample; after each complete run, evalu-
ate the log-likelihood function and perform an optimisation procedure in order
to get new estimates for ψ; as soon as the difference between the value of the
log-likelihood function of two consecutive iterations is smaller than the speci-
fied criterion, stop the iteration. As optimisation procedure, we use a modified
downhill simplex optimisation which is based on a combination of n-dimensional
and especially designed two-dimensional minimisations performed by using the
Nelder-Mead simplex algorithm.4 The method allows multi-dimensional opti-
misation of a function without evaluating its derivatives and it works well for
irregular functions.5

8.5 Monte Carlo Testing

In order to test whether the parameters in the price models can be successful-
ly identified despite the relatively short data history, we first fit the different
specifications to simulated data sets. The simulated data sets cover the same
sample size and the same futures products as the real one. 100 sets are simu-
lated for each model. The parameters used for the simulation, later denoted as

4See SIMPS by Bajzer & Penzar (1989) at www.mathworks.com/matlabcentral.

5Compare for example Barlow, Gusev, & Lai (2004) for testing its efficiency when
applied to the Kalman filter likelihood function.
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the true parameters, are taken close to the ones resulting from the estimation
procedure with the real data. As initial values for the estimation iterations, we
chose values deviating by 50% from the true values. The deviation for the risk
premia and the correlations are set to 30%. The seasonality function g(t) is
held constant at zero. However, tests including a time-dependent seasonality
function have yielded the following result: Using the log of the shape as season-
ality function, the precision of the estimator remains the same as in the tests
documented in the following. But if we choose the modified PFC given in (8.5)
as seasonality function, the precision decreases. The problem when setting g(t)
as described in (8.5) is that the parameters to be estimated occur also in the
seasonality function and thus further complicate the likelihood function.

Tables 8.3 to 8.7 summarise the tests. With estimator (Est.), the mean of
the estimated parameters over the 100 data sets is denominated. We see in
Tables 8.3 and 8.4 that the Kalman filter for the two basis models, 2F B and
3F B, works well. In the two-factor model, even the risk premia are hit almost
exactly. The identification problem, discussed in detail by Schwartz & Smith

(2000), that only the estimation of µn − φn is possible but not the breakdown
of the drift under the risk-neutral probability into the real drift and the risk
premium, does not occur. In the three-factor basis model, the parameters are
also estimated with high accuracy. Only the short-term risk premium shows
a significant deviation. The problem is that in most iterations its value is not
changed by the optimisation procedure and stays on the initial value. However,
when choosing a higher precision in the optimisation, the results improve but
the computing time increases substantially. The Kalman filter was also tested
for starting values deviating more strongly from the true values (up to 200%).
The results remain stable but the computing time increases significantly.

Figures 8.1 to 8.4 show the development of the estimator for the three-factor
basis model with increasing number of iterations. After a few iterations the
estimators are already close to the true values. Only the estimator for φ1 does
not converge towards the true value.

Figure 8.5 shows that also the Kalman filter estimates of the underlying
states Xi(t), t = t0, t1, . . . , t

∗ and i = 1, . . . , n, follow the true states closely.
Performing the same tests for the model specifications 2F J and 3F J the use

of the Kim filter leads to large differences between estimated and true param-
eters. The jump intensity is largely underestimated whereas the volatilities are
overestimated. These unsatisfying results are not surprising and known in liter-
ature; see for example Huisman & Mahieu (2003) or Bunn & Karakatsani

(2003). To get more reliable estimates, we propose to fix jump size and jump
intensity on the starting value, which we obtain from the filtering algorithm,
and optimise only the diffusion parameters. Table 8.5 shows the results for the
two-factor specification. Compared to the unrestricted case, the accuracy of the
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Table 8.3: Kalman filter testing on the two-factor basis spec-
ification 2F B. The column Initial indicates the starting values
for the optimisation. In the column True, the values used for the
data simulation are reported. Columns Est. and Std. show the
average parameter estimate over all iterations and the accordant
standard deviation.

Parameter Initial True Est. Std.

κ1 3.59 7.18 7.19 0.05

σ1 3.66 2.44 2.43 0.04

σ2 0.10 0.20 0.20 0.01

µ2 0.16 0.12 0.12 0.04

φ1 0.14 0.20 0.19 0.08

φ2 0.13 0.10 0.10 0.04

ρ12 −0.13 −0.10 −0.10 0.05
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Figure 8.1: Convergence of mean reversion estimators in the
three-factor basis specification 3F B with increasing number of
iterations.

estimates improves but even when holding risk premia and correlation coeffi-
cient constant the bias is still substantial. The mean reversion rate is somewhat
underestimated whereas the volatilities are overestimated.
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Table 8.4: Kalman filter testing on the three-factor basis spec-
ification 3F B. The column Initial indicates the starting values
for the optimisation. In the column True, the values used for the
data simulation are reported. Columns Est. and Std. show the
average parameter estimate over all iterations and the accordant
standard deviation.

Parameter Initial True Est. Std.

κ1 9.24 18.48 18.48 0.29

κ2 4.70 3.13 3.12 0.10

σ1 5.22 3.48 3.46 0.08

σ2 0.29 0.57 0.57 0.04

σ3 0.10 0.19 0.19 0.01

µ3 0.16 0.12 0.11 0.02

φ1 0.14 0.20 0.16 0.07

φ2 0.00 0.00 − −

φ3 0.13 0.10 0.09 0.02

ρ12 −0.39 −0.30 −0.30 0.06

ρ23 −0.13 −0.10 −0.11 0.05

ρ13 0.13 0.10 0.10 0.05
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Figure 8.2: Convergence of volatility estimators in the three-
factor basis specification 3F B with increasing number of
iterations.
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Figure 8.3: Convergence of risk premium estimators in the
three-factor basis specification 3F B with increasing number of
iterations.
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Figure 8.4: Convergence of correlation coefficient estimators in
the three-factor basis specification 3F B with increasing number
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Figure 8.5: Simulated vs. estimated evolution of the underlying
states X1, X2, X3 in the three-factor basis specification 3F B.

Table 8.5: Kim filter testing on the two-factor jump-diffusion
specification 2F J. The column Initial indicates the starting val-
ues for the optimisation. In the column True, the values used for
the data simulation are reported. Columns Est. and Std. show
the average parameter estimate over all iterations and the ac-
cordant standard deviation. The jump parameters λ and µJ as
well as the risk premia φi and the correlation coefficient ρ are
held constant.

Parameter Initial True Est. Std.

κ1 3.59 7.18 6.97 0.07

σ1 3.66 2.44 3.03 0.08

σ2 0.10 0.20 0.37 0.01

µ2 0.12 0.12 − −

φ1 0.20 0.20 − −

φ2 0.10 0.10 − −

ρ12 −0.10 −0.10 − −

λ 12.35 12.35 − −

µJ 0.65 0.65 − −
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For the regime-switching models, the specification 3F 2RS is tested. That
means that the 3F B specification is expanded by a two-regime Markov
switching process as described in Section 4.5.2. The parameters related to the
third long-term diffusion state variable are held fix since the regime-switching
does not influence the long-term behaviour. They can be set to the values ob-
tained from the estimation of the basis model. The Kim filter is applied as
estimation technique. The results in Table 8.6 show that in contrast to the
jump-diffusion model, the estimator for the specification 3F 2RS hit the true
values quite well. The diffusion parameters are estimated not as precisely as in
the basis model but the relative deviation does not exceed 3% after 100 itera-
tions. The regime-switching parameters are hit relatively well, too. Table 8.6
also reports the corresponding one-period transition probabilities.

In Figure 8.6 the results of one estimation iteration of the specification
3F 2RS are used. It shows a comparison of the estimated probability of being
in the up regime with the points in time when the simulated process is in
the up regime. We see that every regime switch is identified by the estimation
procedure.
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Figure 8.6: Simulated points in time when the economy is in
the regime u vs. the estimated probability of being in regime u

using the 3F 2RS specification.

Overall, the results for the 3F 2RS specification are satisfying regarding the
large number of parameters estimated and the difficult structure of the likeli-
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Table 8.6: Kim filter testing on the 3F 2RS specification. In
the upper table, the column Initial indicates the starting values
for the optimisation. In the column True, the values used for the
data simulation are reported. Columns Est. and Std. show the
average parameter estimate over all iterations and the accordant
standard deviation. The parameters of the third diffusion state
variable are held constant. The lower table shows the transition
probability matrices implied by the starting values (Initial), by
the values used for the data simulation (True) and by the average
parameter estimates over all iterations (Est).

Parameter Initial True Est. Std.

κ1 8.01 11.44 11.40 0.31

κ2 4.66 3.58 3.58 0.15

σ1 3.96 3.05 3.12 0.11

σ2 0.64 0.91 0.94 0.05

σ3 0.19 0.19 − −

µ3 0.12 0.12 − −

φ1 0.14 0.20 0.19 0.08

φ2 0.00 0.00 − −

φ3 0.10 0.10 − −

ρ12 −0.55 −0.42 −0.44 0.07

ρ23 −0.10 −0.10 − −

ρ13 0.13 0.10 0.11 0.03

Gn,u 5.00 2.00 2.26 0.72

Gu,n 60.00 40.00 43.51 7.38

γn 0.00 0.00 − −

γu 0.90 1.20 1.21 0.08

Initial True Est.

n u n u n u

n 0.988 0.013 0.995 0.005 0.994 0.006

u 0.151 0.849 0.104 0.897 0.112 0.888

hood function. We also tested the 3F 3RS specification where the three-factor
basis model is expanded by a three-regime Markov switching process. Table
8.7 reports the accordant results. The precision of the estimates for the diffu-
sion parameters remains high. The regime-switching parameters are not met
as accurately as for the 3F 2RS specification. The five additional parameters
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complicate the likelihood function further and if there is only this limited data
history it is difficult to identify all of the eight regime-switching parameters.
But the one-period transition probability matrix reveals that only the esti-
mated transition probability from the down regime into the normal regime
substantially deviates from the true transition probability.

Summarising all the test estimations, we can conclude that the Kalman/Kim
filter provides good estimates for the model parameters of the basis and two-
state regime-switching models regarding the current sample size of the historical
data set. Only the standard deviations of estimators for the risk premia are rel-
atively large. However, with increasing length of the time series in the future, it
can be expected that these estimates improve, too. The results for the switching
parameters in the 3F 3RS specification are less precise but they can also be ex-
pected to improve with increasing data history. The estimation results for the
jump-diffusion models are less satisfying. Estimating all parameters simulta-
neously without constraints leads to imprecise results. If the jump parameters
are fixed, the other model parameters are still not exactly hit but the biases
decrease. Because of these unsatisfying results, we do not continue with the
jump model and focus in the remainder of this work on the basis and the
regime-switching models.
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Table 8.7: Kim filter testing on the 3F 3RS specification. In
the upper table, the column Initial indicates the starting values
for the optimisation. In the column True, the values used for the
data simulation are reported. Columns Est. and Std. show the
average parameter estimate over all iterations and the accordant
standard deviation. The parameters of the third diffusion state
variable are held constant. The lower table shows the transition
probability matrices implied by the starting values (Initial), by
the values used for the data simulation (True) and by the average
parameter estimates over all iterations (Est).

Parameter Initial True Est. Std.

κ1 8.01 11.44 11.41 0.21

κ2 4.66 3.58 3.60 0.12

σ1 3.96 3.05 3.05 0.07

σ2 0.64 0.91 0.92 0.06

σ3 0.19 0.19 − −

µ3 0.12 0.12 − −

φ1 0.14 0.20 0.21 0.09

φ2 0.00 0.00 − −

φ3 0.10 0.10 − −

ρ12 −0.55 −0.42 −0.43 0.04

ρ23 −0.10 −0.10 − −

ρ13 0.13 0.10 0.12 0.04

Gn,d 15.60 12.00 13.63 2.00

Gn,u 12.00 9.00 9.41 1.11

Gd,n 169.00 130.00 160.51 10.27

Gd,u 6.00 4.00 5.01 0.52

Gu,n 126.00 180.00 186.54 18.04

Gu,d 1.00 3.00 1.08 0.13

γn 0.00 0.00 − −

γd −1.30 −1.00 −1.17 0.05

γu 1.00 0.75 0.75 0.03

Initial True Est.

n d u n d u n d u

n 0.940 0.033 0.027 0.954 0.027 0.019 0.951 0.029 0.020

d 0.357 0.628 0.015 0.292 0.697 0.010 0.346 0.641 0.013

u 0.282 0.009 0.709 0.379 0.011 0.610 0.384 0.010 0.606
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8.6 Estimated Parameters

Using now the historical data, we investigate four basis and two regime-
switching specifications; see Table 8.8 for an overview. The results for the
parameter estimates and the corresponding standard deviations of the esti-
mation errors are listed in Tables 8.9 and 8.10 and discussed in detail in this
section. But first, let us give some details concerning the computations.

Table 8.8: Overview of the estimated model specifications.

Specification Number of Number of Constraint

diffusion factors n regimes q on hS

2F B uc 2 0 no

2F B con 2 0 yes

3F B uc 3 0 no

3F B con 3 0 yes

2F 3RS con 2 3 yes

3F 3RS con 3 3 yes

The standard deviations are computed using the estimate of the asymptotic
covariance matrix based on the outer product of the first derivatives of the
log-likelihood function6

ΣT =

[(

∂ logL

∂Ψ

)(

∂ logL

∂Ψ′

)

|Ψ=ΨT

]−1

.

The accuracy of the model fit for particular contracts is determined to a large
extent by the assumption about the measurement errors. With three state vari-
ables, prices for up to three contracts in each period could be perfectly matched
by choosing a measurement error covariance matrix H with almost zero var-
iances for these respective contracts. We estimate each specification with two
different assumptions about the measurement error variances. The columns uc
(unconstrained) report the results when measurement error standard deviations

6See Hamilton (1994), ch. 5. For the basis models, one could also use the expression for

the covariance matrix derived in Harvey (1989), ch. 3.4.5. For the regime-switching model,
however, the covariance matrix must be numerically computed. Using also second derivatives

to estimate it, numerical difficulties occurred which induced us to use the approximation
based on the outer product of the first derivatives. Duffee & Stanton (2004) also propose
to work only with first derivatives.
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Table 8.9: Estimated parameter values and standard deviations
of the estimation errors for the two-factor models.

2F B uc 2F B con 2F 3RS con

Parameter Est. Std. Est. Std. Est. Std.

Diffusion parameters

κ1 2.61 0.079 7.18 0.082 3.18 0.048

σ1 0.43 0.033 2.44 0.034 0.63 0.030

σ2 0.18 0.004 0.20 0.004 0.18 0.004

µ2 0.08 0.047 0.07 0.037 0.07 0.047

φ1 0.19 0.190 0.19 1.493 0.34 0.066

φ2 0.10 0.047 0.08 0.037 0.08 0.047

ρ12 0.03 0.067 −0.10 0.032 0.03 0.052

Initial state variables

X1(0) 0.00 − 0.00 − 0.00 −

X2(0) 3.26 0.637 3.05 0.008 3.29 0.007

Measurement error standard deviation

hS 0.285 0.004 0.080 0.001 0.080 0.001

hM1 0.107 0.003 0.117 0.002 0.091 0.002

hM2 0.063 0.002 0.103 0.003 0.062 0.002

hM3 0.060 0.002 0.096 0.003 0.067 0.002

hQ1 0.040 0.001 0.086 0.003 0.051 0.001

hQ2 0.082 0.003 0.086 0.003 0.078 0.003

hQ3 0.086 0.003 0.090 0.003 0.085 0.003

hQ4 0.075 0.003 0.080 0.003 0.076 0.003

hY 1 0.000 0.011 0.000 0.031 0.000 0.008

hY 2 0.032 0.001 0.032 0.001 0.032 0.001

Log-Likelihood 14,844 12,674 14,379

are selected to maximise the log-likelihood of the data. They can be thought of
as providing the best overall fit to the data. However, for a lot of applications,
we think that it is important that especially the characteristics of spot prices
are well fitted. We therefore perform a second estimation of each specification
in which the measurement error standard deviation of spot prices, hS =

√
H11,

is restricted to be smaller than 2% of the historical spot price volatility. The
accordant results are shown in the columns con. For the regime-switching speci-
fications 2F 3RS and 3F 3RS, only the results of the constrained estimation are
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Table 8.10: Estimated parameter values and standard
deviations of the estimation errors for the three-factor models.

3F B uc 3F B con 3F 3RS con

Parameter Est. Std. Est. Std. Est. Std.

Diffusion parameters

κ1 8.08 0.218 18.48 0.420 9.93 0.143

κ2 3.36 0.102 3.13 0.082 3.25 0.062

σ1 1.64 0.091 3.48 0.085 2.63 0.081

σ2 0.94 0.067 0.57 0.032 0.95 0.037

σ3 0.19 0.004 0.19 0.004 0.20 0.004

µ3 0.09 0.088 0.09 0.052 0.10 0.052

φ1 0.18 0.472 0.18 1.372 0.22 0.512

φ2 0.00 − 0.00 − 0.00 −

φ3 0.09 0.088 0.10 0.088 0.11 0.052

ρ12 −0.79 0.000 −0.31 0.001 −0.78 0.018

ρ23 −0.12 0.000 −0.13 0.000 −0.13 0.031

ρ13 0.13 0.053 0.05 0.045 0.08 0.042

Initial state variables

X1(0) 0.00 − 0.00 − 0.00 −

X2(0) 0.00 − 0.00 − 0.00 −

X3(0) 3.20 0.027 3.07 0.018 3.16 0.016

Measurement error standard deviation

hS 0.307 0.141 0.079 0.002 0.080 8.303

hM1 0.049 1.320 0.117 0.003 0.071 0.795

hM2 0.065 0.159 0.080 0.002 0.071 1.259

hM3 0.047 1.594 0.044 0.001 0.048 1.828

hQ1 0.001 6.293 0.024 0.001 0.000 1.579

hQ2 0.079 0.153 0.078 0.003 0.081 0.439

hQ3 0.097 1.945 0.087 0.003 0.090 0.778

hQ4 0.068 0.306 0.071 0.003 0.070 1.062

hY 1 0.000 2.825 0.000 0.139 0.000 3.092

hY 2 0.048 0.709 0.038 0.001 0.048 1.223

Log-Likelihood 16,749 15,439 16,609

reported since the differences between unconstrained and constrained results
are negligible.
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Table 8.11: Estimated regime-switching parameter values and
standard deviations of the estimation errors.

2F 3RS con 3F 3RS con

One-period transition probability matrix

n d u n d u

n 0.90 0.07 0.03 0.95 0.03 0.02

d 0.37 0.54 0.09 0.29 0.70 0.01

u 0.13 0.32 0.54 0.38 0.01 0.61

Jump sizes Est. Std. Est. Std.

γn 0.00 − 0.00 −

γd −2.60 1.754 −1.08 0.07

γu 1.08 0.085 0.75 0.03

Stationary probabilities

πn 0.75 0.87

πd 0.17 0.08

πu 0.09 0.04

The estimation of the correlation coefficients is performed without a re-
striction to ensure the positive definiteness of the correlation matrix. But the
estimation of all specifications yields positive definite correlation matrices.

The estimation results as well as the influence of the hS-restriction on the
different parameters are now discussed in the next paragraphs.

Standard deviation of measurement errors
Generally, one can observe that the three-factor models have lower standard de-
viations in the measurement errors than the two-factor models. The additional
factor is thus able to reduce the unexplained variation in the data.

If we assess the results for the standard deviation estimates in more detail,
it gets evident that the value for the Y1 contract is very low in all specifica-
tions. This implies that one state variable closely follows this contract. In the
three-factor models, there is a second contract which shows a small standard
deviation in the measurement errors, namely the Q1 contract. That means that
the extension to a third state variable mainly improves the fit of the mid-term
contracts. This is in line with results we obtained when performing the PCA
in Chapter 2.

The impact of the restriction on hS on the estimation results for the measure-
ment error standard deviations of the other contracts is similar in the two- and
three-factor models. The restriction on hS makes the measurement standard
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deviations hi for i = M1, M2 increase whereas the standard deviation for the
contracts with longer TTD , i = Q2,. . . ,Y2, are hardly influenced. From these
results we deduce that in the unconstrained case the first state variable rather
follows the M1 contract whereas in the constrained case it follows closer the
spot price.

Mean reversion
In all specifications the first n−1 state variables follow mean-reverting processes
while the mean-reversion rate of the last state variable is set to zero, κn =
0. The specifications have also been estimated without this restriction on κn
but we have detected that this restriction is not binding why we prefer the
specifications with less parameters.

The parameter estimates reported in the Tables 8.9 and 8.10 show that for
all models, there is evidence of mean reversion in the first n − 1 risk factors.
The two-factor basis model yields a mean reversion rate of κ1 = 2.61 for the
unrestricted and of κ1 = 7.18 for the restricted case, which corresponds to
half lives of the short-term deviations of approximately 3.18 and 1.16 months
(

= ln 2
κi

)

. Focusing more strongly on spot prices thus leads to a much faster

mean reversion rate. Inserting an additional risk factor, the mean reversion
characteristic gets even more pronounced. The diffusion half lives in the three-
factor basis model are 1.03 and 2.48 months in the unconstrained, and 0.45 and
2.66 months in the constrained model. Again, the restriction on the measure-
ment error standard deviation accelerates the mean reversion of the first risk
factor.

The introduction of the regime-switching attenuates the mean reversion
behaviour. The half life of the mean-reverting factor in the 2F 3RS con spec-
ification is 2.61 months. In the 3F 3RS con specification, the half lives of the
first two factors are 0.83 and 2.56 months. A possible explanation for the lower
mean reversion parameters compared to the restricted basis specifications is
that the large changes in the spot prices, which only last a short period, do
no longer have to be pulled back to the normal level by a high mean reversion
but can now be explained by the switching behaviour. The impact of the re-
striction on hS is given the regime-switching no longer that significant. With
the restriction, the mean reversion rate is almost on the same level as in the
unrestricted case, which is why only the results for the constrained model are
reported.

Instantaneous volatility
Considering the two-factor basis model, we see that the short-term factor is
much more volatile than the equilibrium factor. The annualised volatilities are
σ1 = 43% and σ2 = 18% in the unconstrained, and σ1 = 244% and σ2 = 20% in
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the constrained case. In the three-factor basis model, we also have σ1 > σ2 > σ3

taking values of 164% > 94% > 19% and 348% > 57% > 19%, respectively.
Hence, the higher mean reversion rate in the restricted model goes hand in hand
with a higher volatility, which means that the higher volatilities are strongly
abated by the higher mean reversion for mid- and long-term contracts. Again,
we can observe that the restriction on the measurement error standard devi-
ations predominantly influences the short-term risk factor but has hardly any
consequences on the long-term behaviour.

Considering the regime-switching models, we have already observed that the
inclusion of the regime-switching reduces the mean reversion of the first risk
factor substantially. Also, the short-term volatility decreases. Extreme price
changes no longer need to be explained by a high volatility of the diffusion
factors but can be captured by the regime switches.

Drift and risk premia
As already seen in the Monte Carlo test studies for the three-factor models,
the data sample is too small to accurately estimate all the risk premia. These
results are confirmed when the real data set is used: If we vary the starting
value of µ2 in the two-factor basis model, the corresponding risk premium φ2

takes such values that µ2+ 1
2σ

2
2−φ2 remains almost constant at a level of 0. The

values of µ2 and φ2, on the other hand, vary strongly with starting values and
cannot be accurately estimated. Hence, we cannot exactly differentiate between
the drift under the real measure P and the risk-neutral measure Q. In case a
utility has knowledge or an opinion about the long-term drift of the real spot
prices based on other sources, it might be an option to use this information to
initialise µn with this value. However, the lack of reliable estimates of µn and
φn is not that severe, since this uncertainty does not affect the robustness of
the model when applied to valuation tasks. It only influences the validity for
forecasting purposes. Compare again Schwartz & Smith (2000) for a detailed
discussion.

Let us now interpret the results for the risk premia despite their large
standard deviations. Figure 8.7 shows the cumulated premium on the spot
prices

RP =
EPt [S(T )]

F (t, T )
− 1 .

The premium increases with increasing TTD . The further away the delivery
takes place, the larger is the difference between expected spot and futures price.
According to Keynes (1930), this relation can be explained by an inclination
of electricity producers who like hedging their natural long positions and who
attract speculators with a premium to take the counterpart.
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Figure 8.7: The plot shows the cumulated risk premium RP in
dependence of the TTD for the six estimated specifications.

Keeping in mind the large standard deviations, we do not further interpret
the slight differences among the different model specifications.

Regime-switching parameters
The presented regime-switching models are specifications with three regimes,
an up, a down and a normal regime. Test estimations have shown that they
clearly outperform the two-regime specifications. They provide not only the
opportunity to model sudden short-lasting price increases but also short-term
price decreases which can be caused, for example, by unexpected mild weather.

The results in Table 8.11 show that the economy stays in 17%/8% (2F/3F)
in the down, in 75%/87% in the normal and in 9%/4% in the up regime. The
two-factor model thus leads the economy out of the normal state more frequent-
ly than in the three-factor model. The γ-estimates translate to multiplicative
factors of e−2.60 = 0.07/e−1.08 = 0.34 for the down and to 2.96/2.11 for the
up state. Hence, the spikes in the two-factor model are more frequent and also
more pronounced compared to the three-factor model. From the one-day tran-
sition matrix in Table 8.11, calculated from the infinitesimal transition matrix
G using the matrix exponential, we see that with probability of 10%/5%, there
is some spike arriving in the next period given that the spot price is in the
non-spike regime. Once a spike regime has been entered, the non-negligible
probabilities of staying in this regime reflect the ability of the model to capture
possible multiple-day spikes.
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8.7 Estimated State Variables

Figures 8.8 and 8.9 show the state estimates for the different specifications
which are each compared with returns of certain contracts. Note that the state
variables are parallelly shift to easier the comparison. Starting with the uncon-
strained two-factor model, we can clearly identify that the two unobservable
risk factors closely follow the Q1 and the Y1 contract. This can also be seen in
the very low measurement error standard deviations of these contracts. If the
restriction is inserted, the fitting of the spot prices gains weight. Hence, the
short-term factor no longer follows the Q1 contract but rather the spot prices.
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Figure 8.8: Estimated state variables vs. contract returns for
the two-factor basis specifications 2F B uc and 2F B con.

The interpretation of the state variables in the unrestricted three-factor mod-
el is not that clear. The first and second risk factor are strongly negatively
correlated and show some patterns which are caused by the product changes
in the synthetic time series. However, restricting hS , the three risk factors can
each be assigned to a certain contract, namely X1 to the spot, X2 to Q1 and
X3 to Y1.
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Figure 8.9: Estimated state variables vs. contract returns for
the three-factor basis specifications 3F B uc and 3F B con.

8.8 Model Comparison

We compare the different specifications in quantitative terms and contrast the
values of the log-likelihood function reported in Tables 8.9 and 8.10. The unre-
stricted 3F B uc specification has the highest log-likelihood value, even slightly
higher than the 3F 3RS con. The comparison of the value of the log-likelihood
function validates that the model fit generally improves by adding a third risk
factor. Moreover, the introduction of regime-switching makes the value of the
log-likelihood function increase compared to the restricted basis models, with
the result that 3F 3RS con produces the highest value of the log-likelihood
function given the hS restriction.

In order to investigate whether the differences in the log-likelihood function
values across the different specifications are significant, we can apply likelihood
ratio tests. The two-factor basis model is a restricted version of the three-factor
one. This allows us to apply the standard likelihood ratio test.7 When testing
the statistical significance of the regime-switching, the usual regularity condi-
tions which justify the χ2 approximation to the likelihood ratio test statistic do
not hold, even though the regime-switching models nest the basis models. This

7The test statistic −2
“

ln L(θ̂0|x) − ln L(θ̂|x)
”

is χ2(p) distributed where p denotes the

number of restricted parameters under the null hypothesis.
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happens because under the null hypothesis the transition probabilities are not
identified. In order to interpret the likelihood ratio statistic, one instead needs
to apply the methods of Hansen (1992), Hansen (1996) or Garcia (1998).
These methods become computationally expensive with increasing model size.
Instead, we therefore follow Hamilton & Susmel (1996) and report critical
values for the likelihood tests as if the χ2 approximation was valid. In case
the test statistics exceed the critical value clearly, it is unlikely that these
hypotheses would not be rejected by a more rigorous testing.

The likelihood ratio tests reported in Table 8.12 show that the overall fit
of the unconstrained specifications outperform the spot price focused specifi-
cations with respect to the value of the log-likelihood function. They further
reveal that the third factor improves the model’s ability to explain the observed
data significantly and confirm that regime-switching is an important feature of
electricity spot prices.

Table 8.12: Likelihood ratio tests. The first column indicates
the compared specifications. Columns two and three report the
test statistics as well as the accordant critical values given a con-
fidence level of 99%. The critical value is determined under the
assumption that the test statistic is χ2 distributed with degrees
of freedom equal to the difference in the number of parameters
between the null and the alternative hypothesis.

Models −2 log(LR) CV 99%

2F B con vs. 2F B uc 4’340 6.64

2F B uc vs. 3F B uc 3,810 13.28

2F B con vs. 3F B con 5,530 13.28

3F B con vs. 3F B uc 2,620 6.64

2F B con vs. 2F 3RS con 3,410 20.09

2F B con vs. 3F 3RS con 2,340 20.09

The ability of the models to describe the observed electricity prices can also
be analysed through the comparison of their forecasting power. This predictive
power is evaluated by the daily prediction errors which represent the difference
between the observed log futures prices yt and the model predicted log futures
prices ŷt. The model predicted log futures prices are determined running the
filter up to the previous day with model parameters set to the estimated values.
We compare mean (ME) and standard deviation (RMSE) of the daily prediction
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errors as well as the mean absolute error (MAE):8

ME =

∑T
t=1(yt − ŷt)

T
,

RMSE =

√

∑T
t=1(yt − ŷt)2

T
,

MAE =

T
∑

t=1

|yt − ŷt
T

| .

They are reported in Table 8.13 for the two- and in Table 8.14 for the three-
factor specifications. The average RMSE and MAE are clearly lower in the
three-factor models compared to the two-factor models. The introduction of
the regime-switching reduces the average RMSE of the two-factor models sub-
stantially whereas the improvement in the three-factor model with regard to
the RMSE is not that pronounced.

In all models the RMSE of spot prices is the highest. The restriction on hS de-
creases the spot RMSE considerably in both the two- and three-factor models.
But this reduction is achieved at the cost of an increasing RMSE of the month-
ly and partly also of the quarterly contracts. In the regime-switching models,
the RMSE for spot prices is even higher than in the restricted basis models.
The problem is that the forecast ŷ is a weighted sum of the regime-dependent
forecasts where the weights are chosen according to the regime probabilities.
Moreover, the regime-dependent forecasts themselves are already a weighted
sum of the transition-dependent forecasts. Hence, by construction, it actually
never hits the true value even if the model is correct.

8.9 Model Implied Characteristics

The historical distributional characteristics are compared with the model im-
plied characteristics in this section. Tables 8.15 and 8.16 list the model implied
annualised volatilities of the daily returns of spot and futures prices for the two-
and three-factor models. The model implied volatilities are computed using the
expression in (5.45). The volatilities for the short-term contracts S and M1 in
the regime-switching models are determined using simulated paths. The figures
in column Exp. represent the variation explained by the risk factors. Addition-

8These figures are often used to compare different models, see for example Manoliu &

Tompaidis (2002), Ribeiro & Hodges (2004) or Schwartz & Smith (2000).
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Table 8.13: Results of the daily prediction errors on log prices
using the two-factor models.

2F B uc 2F B con 2F 3RS con

ME RMSE MAE ME RMSE MAE ME RMSE MAE

S −0.107 0.295 0.214 0.000 0.202 0.131 −0.052 0.216 0.149

M1 −0.004 0.102 0.081 0.011 0.114 0.087 0.007 0.092 0.073

M2 0.004 0.063 0.052 −0.005 0.104 0.083 0.004 0.065 0.054

M3 0.006 0.062 0.049 −0.005 0.098 0.080 0.006 0.070 0.057

Q1 0.005 0.043 0.033 −0.003 0.086 0.072 0.005 0.052 0.042

Q2 0.000 0.078 0.068 −0.006 0.087 0.074 −0.001 0.079 0.069

Q3 −0.007 0.086 0.072 −0.012 0.090 0.074 −0.008 0.086 0.072

Q4 0.000 0.075 0.066 −0.005 0.080 0.070 −0.002 0.077 0.067

Y1 0.001 0.011 0.007 0.000 0.010 0.007 0.001 0.010 0.007

Y2 0.003 0.034 0.028 −0.001 0.033 0.026 0.001 0.033 0.027

Mean −0.010 0.085 0.067 −0.003 0.091 0.070 −0.004 0.078 0.062

Table 8.14: Results of the daily prediction errors on log prices
using the three-factor models.

3F B uc 3F B con 3F 3RS con

ME RMSE MAE ME RMSE MAE ME RMSE MAE

S −0.065 0.304 0.224 −0.001 0.204 0.128 −0.002 0.214 0.147

M1 0.000 0.047 0.036 −0.004 0.114 0.093 0.000 0.074 0.058

M2 −0.004 0.068 0.054 −0.002 0.078 0.062 −0.005 0.071 0.055

M3 −0.003 0.048 0.038 0.003 0.047 0.038 −0.002 0.048 0.039

Q1 0.000 0.018 0.011 0.002 0.028 0.020 0.001 0.017 0.011

Q2 0.000 0.083 0.074 0.002 0.079 0.069 0.000 0.082 0.072

Q3 −0.002 0.088 0.072 −0.004 0.086 0.070 −0.002 0.088 0.072

Q4 0.007 0.069 0.059 0.003 0.072 0.063 0.007 0.069 0.059

Y1 0.001 0.011 0.007 0.001 0.011 0.007 0.001 0.011 0.007

Y2 0.003 0.051 0.037 0.001 0.039 0.031 0.004 0.048 0.036

Mean −0.006 0.079 0.061 0.000 0.076 0.058 0.000 0.072 0.056

ally, we list the total volatility (Tot.), which is composed of the risk factors
induced volatility and the measurement error standard deviation. The empir-
ical volatilities, computed as described in Section 2.6, are also indicated. In
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Figures 8.10 and 8.11, the model implied volatilities are also graphically com-
pared with the empirical ones. The volatility of the spot prices is, due to its
scale, not plotted.

Our results are similar to the ones obtained by Manoliu & Tompaidis

(2002), who state that the fit of their two-factor model implied volatility with
the empirical volatility is rather poor for the short-term contracts but improves
towards contracts with longer time to expiry. Table 8.15 and Figure 8.10 show
a similar picture. The model fit in the short-term is noticeably worse than
in the long-term. In the 2F B uc specification, the spot volatility is strongly
underestimated. Indeed, the introduction of the measurement standard error
restriction reduces the difference clearly but it still remains remarkable. The
model quality with regard to the contracts M1 to Q1 also depends on the
measurement constraint. Without the restriction, it is rather good but the
introduction of the constraint leads to an overestimation caused by the high
short-term volatility necessary to better match the spot price volatility.

Table 8.15: Empirical and model implied volatilities of daily
returns of spot and futures prices for the two-factor models. In
the column Emp., the empirical volatilities are reported. Col-
umn Exp. indicates the model implied volatilities explained by
the state variables and column Tot. shows the total model im-
plied volatility which is caused by the volatility in the state
variables plus the measurement error standard deviations. SE
finally reports the squared error between the historical and the
explained volatility.

2F B uc 2F B con 2F 3RS con

Emp. Exp. Tot. SE Exp. Tot. SE Exp. Tot. SE

S 4.20 0.46 0.75 13.94 2.34 2.42 3.46 4.89 4.97 0.60

M1 0.45 0.39 0.50 0.00 1.31 1.42 0.73 0.60 0.69 0.02

M2 0.34 0.33 0.40 0.00 0.73 0.83 0.15 0.42 0.48 0.01

M3 0.27 0.29 0.35 0.00 0.42 0.52 0.02 0.34 0.41 0.00

Q1 0.28 0.29 0.33 0.00 0.46 0.54 0.03 0.35 0.40 0.00

Q2 0.23 0.22 0.30 0.00 0.20 0.29 0.00 0.23 0.31 0.00

Q3 0.21 0.19 0.28 0.00 0.20 0.29 0.00 0.20 0.28 0.00

Q4 0.21 0.19 0.26 0.00 0.20 0.28 0.00 0.19 0.26 0.00

Y1 0.19 0.19 0.19 0.00 0.20 0.20 0.00 0.19 0.19 0.00

Y2 0.15 0.18 0.21 0.00 0.20 0.23 0.00 0.19 0.22 0.00

RMSE 1.18 0.66 0.25
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Figure 8.10: Empirical and model implied annualised volatili-
ties of daily returns of futures prices for the two-factor models.
The volatilities of the monthly contracts (black), the quarterly
contracts (light gray) and the yearly contracts (dark gray) are
plotted.

Considering the three-factor models, the overall fit is significantly better than
the one in the two-factor models. The spot price volatility is still underestimated
but no longer to the same extent. Among the futures volatilities, only the one
of the M1 contract is not met with high accuracy. By introducing regime-
switching, the high spot price volatility can be replicated significantly better
in both the two- and the three-factor model. In contrast to the introduction of
the measurement standard error constraint, the improvement achieved through
the regime-switching with regard to the fit of the spot prices does not come
at the cost of the futures fit. The overall fit measured by the RMSE is thus
remarkably better.

In order to compare the whole distribution of historical and model implied
price returns, we simulate daily series of spot and futures price returns of the
same length as the historical data set using the parameters in Tables 8.9 to
8.11. Figures 8.12 to 8.19 show the histograms of the historical returns and the
corresponding distribution of the returns of one simulated path.
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Table 8.16: Empirical and model implied volatilities of daily
returns of spot and futures prices for the three-factor models.
In the column Emp., the empirical volatilities are reported. Col-
umn Exp. indicates the model implied volatilities explained by
the state variables and column Tot. shows the total model im-
plied volatility which is caused by the volatility in the state
variables plus the measurement error standard deviations. SE
finally reports the squared error between the historical and the
explained volatility.

3F B uc 3F B con 3F 3RS con

Emp. Exp. Tot. SE Exp. Tot. SE Exp. Tot. SE

S 4.20 1.05 1.36 9.91 3.03 3.11 1.37 3.71 3.83 0.14

M1 0.45 0.55 0.60 0.01 0.75 0.87 0.09 1.10 1.17 0.42

M2 0.34 0.37 0.44 0.00 0.36 0.43 0.00 0.38 0.45 0.00

M3 0.27 0.32 0.36 0.00 0.29 0.34 0.00 0.32 0.37 0.00

Q1 0.28 0.31 0.31 0.00 0.29 0.32 0.00 0.32 0.32 0.00

Q2 0.23 0.23 0.31 0.00 0.21 0.29 0.00 0.25 0.33 0.00

Q3 0.21 0.20 0.30 0.00 0.19 0.28 0.00 0.21 0.30 0.00

Q4 0.21 0.19 0.26 0.00 0.19 0.26 0.00 0.20 0.27 0.00

Y1 0.19 0.19 0.19 0.00 0.19 0.19 0.00 0.20 0.20 0.00

Y2 0.15 0.19 0.24 0.00 0.19 0.23 0.00 0.20 0.25 0.00

RMSE 1.00 0.38 0.24
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Figure 8.11: Empirical and model implied annualised volatili-
ties of daily returns of futures prices for the three-factor models.
The volatilities of the monthly contracts (black), the quarterly
contracts (light gray) and the yearly contracts (dark gray) are
plotted.
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Figure 8.12: Comparison of simulated spot price returns with
historical returns for the two-factor models.
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Figure 8.13: Comparison of simulated spot price returns with
historical returns for the three-factor models.
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Figure 8.14: Comparison of simulated daily returns of monthly
futures prices with historical returns for the two-factor models.
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Figure 8.15: Comparison of simulated daily returns of monthly
futures prices with historical returns for the three-factor models.
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Figure 8.16: Comparison of simulated daily returns of quar-
terly futures prices with historical returns for the two-factor
models.

−0.1−0.05 0 0.05 0.1
0

100

200

300

400

F
re

qu
en

cy

Q1

 

 

−0.1−0.05 0 0.05 0.1
0

100

200

300

400

F
re

qu
en

cy

Q2

−0.1−0.05 0 0.05 0.1
0

100

200

300

400

F
re

qu
en

cy

Q3

−0.1−0.05 0 0.05 0.1
0

100

200

300

400

F
re

qu
en

cy

Q4

Emp.
B_uc
B_con
RS

Figure 8.17: Comparison of simulated daily returns of quar-
terly futures prices with historical returns for the three-factor
models.
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Figure 8.18: Comparison of simulated daily returns of yearly
futures prices with historical returns for the two-factor models.
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Figure 8.19: Comparison of simulated daily returns of yearly
futures prices with historical returns for the three-factor models.



8.9. Model Implied Characteristics 195

As already noticed, the restriction on the measurement error standard de-
viations in the two-factor model improves the fit of the distribution of the
spot price returns, but the mid-term contracts M1, M2 and Q1 are no longer
matched that well. The introduction of the third risk factor into the restricted
specification particularly leads to an improvement of the fit of the contracts
M1 and M2. In the unrestricted case, the three-factor specification provides a
better fit of the spot returns compared to the two-factor specification but it
diminishes the fit of M1 and M2.

The extension with regime switches causes a three-modal distribution for the
spot returns in the two-factor model. The frequency of returns of absolute size
smaller than in the spike regimes but larger than the average return in the
normal regime is underestimated whereas the frequency of returns arising form
a spike regime is overestimated. The impact of regime-switching on the fit of
the M1 and M2 contract is positive. The distribution of the M3 to Y2 contracts
is hardly influenced. With regard to the three-factor models, the introduction
of regime switches yields a better match of the spot price distribution. The
distributions of the futures contracts are practically unchanged.

We also apply quantile-quantile (QQ) plots to compare the historical with
the model implied distributions. Figures 8.20 to 8.23 show the QQ-plots for the
3F B con specification. If the empirical and the simulated data sets come from
a common distribution, the points should approximately fall along the reference
line. The greater the departure from this line, the stronger the evidence for the
conclusion that the underlying distribution of the two data sets is not the same.

We observe that the differences in the distribution characteristics are the
most pronounced for spot price returns followed by the contracts Q3 and Q4.9

Plotting historical returns of these contracts against a normal distribution
shows that these returns deviate significantly from a normal distribution, the
distribution inherent in the basis models. While these deviations from the nor-
mal distribution can be explained economically for the spot price returns by the
non-storability, the deviations of the quarterly contracts are probably rather
caused by a lack of liquidity. The trading volumes of the different contracts,
reported in Table 8.2, confirm that precisely the Q3 and the Q4 contracts have
the lowest trading volumes among the included contracts. Hence, expecting a
rise in trading activities in the future, we suppose that these deviations will
mostly vanish. We are therefore predominantly interested in capturing the de-
viations in the spot returns from the normal distribution, which seem to be
more systematic. The introduction of regime-switching actually provides an
approach to take this feature into account, which is clearly illustrated in Fig-

9A similar picture can be observed for all basis models.
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Figure 8.20: QQ-plot of simulated against historical daily re-
turns of spot and monthly futures price returns for the 3F B con
specification.
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Figure 8.21: QQ-plot of simulated against historical daily
returns of quarterly futures prices for the 3F B con specification.
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Figure 8.22: QQ-plot of simulated against historical daily
returns of yearly futures prices for the 3F B con specification.
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Figure 8.23: QQ-plot of simulated against historical dai-
ly returns of spot and monthly futures price returns for the
3F 3RS con specification.
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ure 8.23. The QQ-plot for the 3F 3RS specification results in points which are
notably closer to the reference line compared to the ones of the basis model in
Figure 8.20.

The improved fitting of the spot prices by the introduction of the regime-
switching is also documented by Figure 8.24 where the historical spot price
returns and a typical path of the 3F B and 3F 3RS specification are plotted.
The 3F 3RS model path shows the typical extreme spikes in one direction
followed by a jump back in the other direction.
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Figure 8.24: Evolution of the historical daily spot returns
compared to a typical path of simulated daily spot returns
using the three-factor specifications 3F B con and 3F 3RS con,
respectively.

In addition to the fitting of the characteristics of each single contract, we
are also interested in representing the correlations among the different con-
tracts adequately. From Section 2.7 we know that the correlation between price
movements of different futures contracts decreases with increasing differences
in the TTD . Furthermore, we have seen that the correlations of the spot price
returns with futures price returns are rather low. In Tables 8.17 to 8.23, the
empirical as well as the model implied correlations are reported. The model
implied correlations for the basis models are derived using expression (5.45). In
order to determine the correlations of the futures price returns with the spot
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price returns in the regime-switching models, we use the simulated daily series
of spot and futures price returns.

Table 8.17: Empirical correlations between daily returns of spot
and futures prices.

S M1 M2 M3 Q1 Q2 Q3 Q4 Y1 Y2

S 1.00 0.25 0.20 0.17 0.16 0.10 0.11 0.10 0.10 0.06

M1 0.25 1.00 0.87 0.78 0.80 0.67 0.59 0.58 0.61 0.50

M2 0.20 0.87 1.00 0.89 0.88 0.76 0.68 0.67 0.71 0.60

M3 0.17 0.78 0.89 1.00 0.91 0.82 0.75 0.74 0.77 0.66

Q1 0.16 0.80 0.88 0.91 1.00 0.85 0.77 0.75 0.79 0.68

Q2 0.10 0.67 0.76 0.82 0.85 1.00 0.89 0.81 0.86 0.78

Q3 0.11 0.59 0.68 0.75 0.77 0.89 1.00 0.88 0.91 0.85

Q4 0.10 0.58 0.67 0.74 0.75 0.81 0.88 1.00 0.94 0.86

Y1 0.10 0.61 0.71 0.77 0.79 0.86 0.91 0.94 1.00 0.90

Y2 0.06 0.50 0.60 0.66 0.68 0.78 0.85 0.86 0.90 1.00

Table 8.18: Correlations between daily returns of spot and
futures prices implied by the 2F B uc specification.

S M1 M2 M3 Q1 Q2 Q3 Q4 Y1 Y2

S 1.00 1.00 0.98 0.96 0.96 0.84 0.68 0.57 0.59 0.43

M1 1.00 1.00 1.00 0.98 0.98 0.88 0.74 0.63 0.66 0.50

M2 0.98 1.00 1.00 0.99 1.00 0.92 0.80 0.70 0.72 0.58

M3 0.96 0.98 0.99 1.00 1.00 0.95 0.85 0.77 0.79 0.66

Q1 0.96 0.98 1.00 1.00 1.00 0.95 0.85 0.77 0.79 0.66

Q2 0.84 0.88 0.92 0.95 0.95 1.00 0.97 0.93 0.94 0.86

Q3 0.68 0.74 0.80 0.85 0.85 0.97 1.00 0.99 0.99 0.95

Q4 0.57 0.63 0.70 0.77 0.77 0.93 0.99 1.00 1.00 0.99

Y1 0.59 0.66 0.72 0.79 0.79 0.94 0.99 1.00 1.00 0.98

Y2 0.43 0.50 0.58 0.66 0.66 0.86 0.95 0.99 0.98 1.00

In all specifications, the correlations among the contracts M2 to Y2 are
matched quite well. The RMSE over all differences in the correlations of the
contracts M2 to Y2 varies between 0.072 for the 3F B uc and 0.093 for the
3F B con specification. Only the specification 2F B con falls off with an RMSE
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Table 8.19: Correlations between daily returns of spot and
futures prices implied by the 2F B con specification.

S M1 M2 M3 Q1 Q2 Q3 Q4 Y1 Y2

S 1.00 1.00 0.98 0.92 0.94 0.34 0.05 0.00 0.02 −0.01

M1 1.00 1.00 0.99 0.95 0.96 0.40 0.11 0.06 0.09 0.05

M2 0.98 0.99 1.00 0.98 0.99 0.51 0.23 0.18 0.21 0.17

M3 0.92 0.95 0.98 1.00 1.00 0.68 0.43 0.38 0.41 0.37

Q1 0.94 0.96 0.99 1.00 1.00 0.65 0.39 0.35 0.37 0.34

Q2 0.34 0.40 0.51 0.68 0.65 1.00 0.96 0.94 0.95 0.94

Q3 0.05 0.11 0.23 0.43 0.39 0.96 1.00 1.00 1.00 1.00

Q4 0.00 0.06 0.18 0.38 0.35 0.94 1.00 1.00 1.00 1.00

Y1 0.02 0.09 0.21 0.41 0.37 0.95 1.00 1.00 1.00 1.00

Y2 −0.01 0.05 0.17 0.37 0.34 0.94 1.00 1.00 1.00 1.00

Table 8.20: Correlations between daily returns of spot and
futures prices implied by the 2F 3RS con specification.

S M1 M2 M3 Q1 Q2 Q3 Q4 Y1 Y2

S 1.00 0.41 0.12 0.12 0.11 0.10 0.08 0.06 0.06 0.04

M1 0.41 1.00 0.95 0.93 0.77 0.71 0.57 0.45 0.44 0.30

M2 0.12 0.95 1.00 0.99 0.99 0.89 0.71 0.59 0.63 0.48

M3 0.12 0.93 0.99 1.00 1.00 0.93 0.79 0.68 0.71 0.57

Q1 0.11 0.77 0.99 1.00 1.00 0.93 0.78 0.67 0.70 0.57

Q2 0.10 0.71 0.89 0.93 0.93 1.00 0.96 0.90 0.92 0.83

Q3 0.08 0.57 0.71 0.79 0.78 0.96 1.00 0.99 0.99 0.96

Q4 0.06 0.45 0.59 0.68 0.67 0.90 0.99 1.00 1.00 0.99

Y1 0.06 0.44 0.63 0.71 0.70 0.92 0.99 1.00 1.00 0.98

Y2 0.04 0.30 0.48 0.57 0.57 0.83 0.96 0.99 0.98 1.00
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Table 8.21: Correlations between daily returns of spot and
futures prices implied by the 3F B uc specification.

S M1 M2 M3 Q1 Q2 Q3 Q4 Y1 Y2

S 1.00 0.91 0.60 0.31 0.38 0.10 0.16 0.22 0.21 0.27

M1 0.91 1.00 0.88 0.67 0.72 0.44 0.42 0.41 0.42 0.40

M2 0.60 0.88 1.00 0.94 0.96 0.78 0.66 0.58 0.61 0.50

M3 0.31 0.67 0.94 1.00 1.00 0.92 0.78 0.66 0.70 0.55

Q1 0.38 0.72 0.96 1.00 1.00 0.91 0.78 0.67 0.70 0.57

Q2 0.10 0.44 0.78 0.92 0.91 1.00 0.94 0.86 0.88 0.77

Q3 0.16 0.42 0.66 0.78 0.78 0.94 1.00 0.98 0.99 0.94

Q4 0.22 0.41 0.58 0.66 0.67 0.86 0.98 1.00 1.00 0.99

Y1 0.21 0.42 0.61 0.70 0.70 0.88 0.99 1.00 1.00 0.98

Y2 0.27 0.40 0.50 0.55 0.57 0.77 0.94 0.99 0.98 1.00

Table 8.22: Correlations between daily returns of spot and
futures prices implied by the 3F B con specification.

S M1 M2 M3 Q1 Q2 Q3 Q4 Y1 Y2

S 1.00 0.91 0.35 0.04 0.14 0.00 0.05 0.07 0.07 0.09

M1 0.91 1.00 0.71 0.45 0.53 0.34 0.29 0.26 0.27 0.23

M2 0.35 0.71 1.00 0.94 0.97 0.80 0.64 0.54 0.57 0.44

M3 0.04 0.45 0.94 1.00 1.00 0.91 0.75 0.65 0.68 0.55

Q1 0.14 0.53 0.97 1.00 1.00 0.91 0.75 0.65 0.68 0.55

Q2 0.00 0.34 0.80 0.91 0.91 1.00 0.95 0.90 0.91 0.83

Q3 0.05 0.29 0.64 0.75 0.75 0.95 1.00 0.99 0.99 0.96

Q4 0.07 0.26 0.54 0.65 0.65 0.90 0.99 1.00 1.00 0.99

Y1 0.07 0.27 0.57 0.68 0.68 0.91 0.99 1.00 1.00 0.99

Y2 0.09 0.23 0.44 0.55 0.55 0.83 0.96 0.99 0.99 1.00
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correlations with the spot price returns are considerably overestimated whereas
in the restricted model the correlations with M1 contract are underestimated.

Table 8.23: Correlations between daily returns of spot and
futures prices implied by the 3F 3RS con specification.

S M1 M2 M3 Q1 Q2 Q3 Q4 Y1 Y2

S 1.00 0.52 0.22 0.02 0.11 −0.09 −0.03 0.02 0.02 0.06

M1 0.52 1.00 0.83 0.41 0.42 0.04 0.08 0.13 0.13 0.14

M2 0.22 0.83 1.00 0.86 0.92 0.64 0.56 0.50 0.52 0.44

M3 0.02 0.41 0.86 1.00 0.99 0.91 0.76 0.63 0.67 0.51

Q1 0.11 0.42 0.92 0.99 1.00 0.88 0.75 0.64 0.67 0.53

Q2 −0.09 0.04 0.64 0.91 0.88 1.00 0.94 0.84 0.87 0.73

Q3 −0.03 0.08 0.56 0.76 0.75 0.94 1.00 0.98 0.99 0.93

Q4 0.02 0.13 0.50 0.63 0.64 0.84 0.98 1.00 1.00 0.99

Y1 0.02 0.13 0.52 0.67 0.67 0.87 0.99 1.00 1.00 0.97

Y2 0.06 0.14 0.44 0.51 0.53 0.73 0.93 0.99 0.97 1.00

The inclusion of regime-switching suspends the strong relationship between
spot and futures prices. But unlike in the real data set, the correlation be-
tween the M1 contract and the other futures contracts decreases, too, since the
switching also influences the M1 contract but not the other futures contracts.

In the last comparison of model implied and historical characteristics, we
contrast model implied futures curves and historical futures curves. It is clear
that the model quality also depends on the ability to represent the different
shapes which historical futures curves have taken. But as already shown, for the
purpose of pricing derivatives the model implied futures curve can be matched
with the current market futures curve by adjusting the seasonality function
g(t), so that this requirement is somewhat less urgent.

Figure 8.25 displays realised and model implied futures curves for the three-
factor models. We can derive the model implied curves from expression (5.42)
with the accordant α and β inserted. The parameters are set to their estimated
values and state and regime vector values are obtained by running the filter
up to that day. Comparison dates are chosen in such a way that qualitatively
distinct shapes of the futures curve present in our sample are included.

The model implied futures curves in the mid- and long-term are very simi-
lar for all three specifications. The differences compared to the futures curves
implied by the two-factor models, which are not shown here, are very small,
too. Strong deviations among the different model implied curves can on-
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Figure 8.25: Observed (cross) and model implied futures curve
for some given dates in the sample period. The futures curve
estimates are from the unconstrained (points), the constrained
(squares) as well as from the regime-switching (stars) three-
factor specification. The prices of spot and monthly contracts
(black), quarterly contracts (light gray) and yearly contracts
(dark gray) are plotted.

ly be identified for the spot price and the monthly contracts. As expected,
the unconstrained specification fits the monthly contracts better whereas the
constrained specification matches the spot prices better. The introduction of
regime-switching allows us to fit the spot as well as the monthly contracts si-
multaneously. This can especially be seen when considering the futures curves
for November 25, 2005 and November 23, 2006, where the spot prices are once
very high and once very low.

In the first two subplots, we can further observe that the models are able
to capture the different seasonality structures. On March 10, 2003 the futures
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curve first decreases before it starts increasing, whereas on September 18, 2003
it first increases and then decreases. The changes between contango and back-
wardation can be imitated, too. On May 13, 2004 both observed as well as
model implied futures prices for the contract Y1 are slightly smaller than the
prices for Y2, whereas on November 25, 2005 the one-year ahead contract is
more expensive.

The largest deviations between model implied and observed prices occur in
the quarterly contracts. The seasonal patterns implied by the historical spot
prices do not translate exactly into the seasonal patterns of the quarterly prod-
ucts. It seems that in order to get a better match of the whole futures curve,
seasonal risk premia should be introduced which allow the variation of the
shift between expected spot prices and futures prices depending on the deliv-
ery point in time. However, since for valuation tasks we can start directly with
the observed futures curve, no further investigations are undertaken.

Figure 8.26 additionally shows observed and estimated futures prices evo-
lutions from the 3F 3RS con specification. It clarifies that the differences
between observed and model implied futures prices predominantly occur due
to miss-specifications of the seasonal pattern in the quarterly products.
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Figure 8.26: Observed (gray) and model implied (black)
futures prices evolutions from the 3F 3RS con specification.





Chapter 9

Conclusion

9.1 Summary of Main Results

In this work we have presented a general multi-factor affine jump-diffusion
model for spot and futures prices which incorporates various stylized features
of electricity prices including mean reversion, seasonal patterns and spikes. Dif-
ferent model specifications are estimated using Kalman/Kim filter techniques
and the maximum likelihood method. The data used are both spot and futures
prices from the European Energy Exchange (EEX) over the period January
2003 to April 2007. The model implied characteristics are extensively compared
with the empirical ones. In detail, the work has proceeded as follows.

In Chapter 2 the EEX spot and futures market are analysed. We visualise
and quantify the stylised facts of seasonality, mean reversion, spikes and huge
volatilities in the spot market. The investigation of the futures market, which
has not yet been researched in detail, shows that seasonal patterns can also be
observed in the futures curve. The average price of historical futures contracts
with a delivery in the second or the third quarter is substantially lower than
the average price of futures contracts with a delivery period in the first or the
fourth quarter. With regard to the volatility, it can be observed that futures
prices exhibit a much lower volatility than spot prices. The volatility of futures
prices is decreasing with increasing time to maturity and with increasing length
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of the delivery period. The empirical analysis further reveals that the electric-
ity futures market at the EEX changes between contango and backwardation
situations. In 2003 and 2004 the EEX futures market was in contango, whereas
in 2005 and 2006 it was rather in backwardation. In 2007 it again changed into
a contango situation.

In order to understand the driving factors behind the futures prices better,
a principal component analysis (PCA) is performed. It shows that with two
factors, a long-term and a short-term factor, about 79% of the variations in the
futures prices can be explained. Adding a third factor, which predominantly
influences the mid-term contracts, increases this ratio to 82%. Further factors
make the proportion of explained variance increase only marginally and are
each related to a specific maturity. Compared to other markets, the specific
variation in each maturity is thus remarkable. If we include spot prices in the
PCA, the explanation proportion of the short- and long-term factor decreases
to 75%. The third factor no longer describes the mid-term contracts but can
now be interpreted as a spot factor which hardly influences the futures prices.
The precise distinction between spot and futures factors is in line with the
low correlations between spot and futures prices. The proportion of explained
variance by the first three factors is 80%.

In the last section of Chapter 2, the market liquidity is analysed. We detect
increasing trading volumes for the EEX futures market over the few last years.
Base contracts are generally more liquid than peak contracts and contracts
with shorter time to delivery are traded more frequently than contracts with a
longer time to delivery.

In Chapter 3 we elaborate on the relationship between spot and futures
prices. The focus lies on the differences that occur when the underlying is
a traded asset where short selling is admissible, a commodity where no short
selling is possible, or a commodity such as electricity, which is not even storable.
We show when cash-and-carry arbitrage arguments can be used to determine
futures prices and why these arguments do not count when pricing futures
contracts on electricity. The martingale pricing approach is introduced, which
can also be applied when the underlying asset is non-storable.

In Chapter 4 three stochastic multi-factor models for spot and futures prices
are described, which all fit into the affine jump-diffusion framework. This en-
ables us to use transform results of Duffie, Pan, & Singleton (2000) to
derive tractable closed-form solutions for a variety of contracts, especially for
futures contracts. The first model, called basis model, is a general multi-factor
model as proposed by Manoliu & Tompaidis (2002) where the underlying
state variables follow Ornstein-Uhlenbeck processes. The log spot price is de-
fined by these state variables and by a seasonality factor. The formula for the
futures prices is then derived from the definition of the futures price as the



9.1. Summary of Main Results 209

risk-neutral conditional expectation of the spot price at the maturity of the
futures contract. In the second model, which is based on the work of Villa-

plana (2004), a Poisson jump process is added to the dynamics of the first
state variable. This allows us to model the price jumps observed in the spot
prices better. However, since the jump is modelled as an integral part of the
price process, it has a lasting effect on subsequent prices. The typical feature
of short-lasting spikes can therefore only be achieved by a very high mean re-
version rate, which is not representative for periods without spikes, though.
Thus, a third model is introduced, based on the regime-switching model sug-
gested by Culot, Goffin, Lawford, de Merten, & Smeers (2006). In the
regime-switching model, the basis diffusion model is combined with a Markov
regime-switching model. It is shown that this model fits into the AJD frame-
work and that given the assumption that spike and diffusive behavior observed
in the spot prices is independent, it still provides a closed-form solution for the
futures prices. Due to the regime switches the spikes in the spot prices can be
reproduced.

In Chapter 5 we derive the state space formulation for all three models. This
formulation provides a model representation on which a parameter estimation
technique which combines Kalman/Kim filtering and the maximum likelihood
method can be applied. The state space formulation is first determined for
futures prices with a delivery at a certain point in time. In a second step,
futures prices guaranteeing a delivery over a certain period are considered.
Their expression is no longer linear in the state variables and an approximation
is needed to apply the filtering techniques. We propose replacing an arithmetic
average by its geometric average and subsequently assessing the approximation
error using Monte Carlo simulation. The resulting estimate for the error is very
small, being 0.056%.

In electricity markets, only a limited number of futures contracts is traded
and therefore only a crude picture of the theoretical continuous forward price
curve is available. Due to long delivery periods, inherent seasonal patterns are
smoothed and at the long end of the futures curve, where only yearly contracts
are traded, no longer identifiable at all. To approximate the continuous price for-
ward curve, we construct in Chapter 6 an hourly price forward curve (HPFC).
The HPFC provides the basis for the valuation of non-standard contracts which
allow, for example, for hourly or daily varying power and whose prices strongly
depend on seasonal patterns. The method applied for the construction of the
HPFC was introduced by Fleten & Lemming (2003). It combines current
market prices of standard contracts with a seasonality function. A constrained
quadratic optimisation problem is formulated where the sum of the squared
differences between the HPFC and the seasonality function and of a smoothing
term are minimised subject to the condition that the averages of hourly for-



210 Chapter 9. Conclusion

ward prices over the delivery periods of the standard products are equal to the
observed market prices. The resulting HPFC yields an arbitrage-free forward
curve which reflects the seasonal patterns observed in spot prices and which is
consistent with current market prices. The seasonality function targeting the
shape of the HPFC is determined using linear regression models which describe
the regular patterns in the spot prices within a day, a week and a year with
the help of exogenous factors such as temperature and calendar information.

The empirical results of these regressions as well as the step from the sea-
sonality function towards the HFPC are presented and visualised in Chapter 7.
We show that the price patterns within a day vary with both, the weekday as
well as the season, but are quite stable for comparable days in different years.
That means that around 75% of the variation within a day can be explained
simply by averaging the historical prices being observed at the same workday
and in the same month. The seasonal pattern over a year is much more errat-
ic. We estimate a regression model for daily prices relative to the yearly base
using energy degree days, weekday and monthly dummy variables as regressors.
The model explains 43% of the price variation. If we include fourier series, the
proportion of explained variation does not further increase.

Once the seasonality function is determined, it is combined with current mar-
ket data and the quadratic programme described above is solved. We illustrate
how different weights for the smoothing term influence the form of the HPFC
and recognize that the higher this weight the more the peak and off-peak qual-
ity hours converge towards the market prices of the standard products and the
more the hourly patterns diminish.

In Chapter 8 we first test the estimation routines for the parameters of the
price models. In particular, we investigate whether the relatively short data
history is long enough to identify all parameters. For this purpose, we simulate
100 data sets for every model and estimate the parameters for each data set.
The average of the parameter estimates over all 100 sets is then compared with
the true value which has been used for the simulation. We observe that the
Kalman filter combined with the maximum likelihood method works very well
for the two- and three-factor basis models. The difference between true and
estimated value is smaller than 0.5% for the mean reversion rates and the vol-
atilities. The deviation in the risk premia and in the correlation coefficients are
higher but still satisfying. The Kim filter is tested on a three-factor diffusion
model combined with a two- and three-regime Markov switching process. The
estimated values for the specification with two regimes are very close to the
true values, whereas the introduction of a third regime and, hence, the estima-
tion of five additional parameters further complicates the maximum likelihood
function. Indeed, the diffusion parameters are still estimated with high accura-
cy but the regime-switching parameters show deviations. The estimation of the
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jump-diffusion model does not provide suitable results. Even in the case when
the jump parameters are fixed at the true values, the biases in the diffusion
parameter estimates are large. We therefore do not estimate the jump-diffusion
model with real data.

In the main part of Chapter 8, we compare the estimation results of different
model specifications obtained by using the historical data set. We consider a
two-factor and a three-factor diffusion model as well as their extension with
a three-regime Markov switching model. Since the influence of constraints on
the measurement error standard deviation of spot prices is strong, we further
distinguish between an unconstrained and a constrained basis model. The re-
sults based on the unconstrained basis models can be considered as the best
overall fit. In contrast, the constrained basis models where the standard devi-
ation of the measurement error of spot prices is restricted to be smaller than
2% of the historical volatility, especially focus on the fit of the spot prices.
With regard to the regime-switching models, we do not distinguish between
constrained and unconstrained models. The introduction of regime-switching
already improves the fit of the spot prices by such an extent that the differ-
ences in the resulting parameter estimates are negligible. Only the results for
the constrained specification are investigated.

The results for the different model specifications are compared with respect
to the likelihood function and the root mean square error (RMSE) of the daily
prediction errors. The three-factor models generally perform better than the
two-factor models. The unconstrained three-factor basis specification shows
the highest value of the likelihood function. Considering the RMSE, the three-
factor regime-switching specification performs best followed by the constrained
three-factor basis specification. Based on these numbers it is thus not possible
to make a general statement as for which model should be used.

We also compare model implied with empirical characteristics. The mod-
el implied volatilities by the three-factor models are generally closer to the
empirical volatilities than the ones implied by the two-factor models. The un-
constrained models strongly underestimate the spot price volatility but better
fit the volatilities of the short-term futures prices, whereas the constrained
models provide a better fit of the spot price volatility but overestimate the vol-
atilities of the monthly futures contracts. The introduction of regime switches
offers the opportunity to simultaneously match spot as well as futures price
volatilities accurately. Concerning the whole distributions we can also say that
the three-factor regime-switching model does the best job. Again, the uncon-
strained basis specifications cannot capture the distributional characteristics
of spot returns, whereas the constrained basis specifications overestimate the
frequency of high returns in the monthly futures contracts substantially. The
assessment of quantile-quantile plots confirms the assumption that the exten-
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sion of the three-factor basis specification by regime switches provides a good fit
of the distribution of the futures returns and can also capture the fat tails of the
distribution of the spot price returns. Finally, we collate the model implied fu-
tures curves with the historical ones. There are no significant differences among
the different specifications concerning the mid- and long-term futures contracts.
All specifications are able to capture the different seasonal structures relatively
well, even though there are some deficiencies regarding the matching of the
quarterly futures prices. Moreover, all specifications can reflect the changes be-
tween contango and backwardation situations. However, with respect to the
short end of the futures curve there exist clear differences among the specifi-
cations. Only the regime-switching models can reproduce extreme price levels
in the spot prices in combination with normal price levels for the short-term
futures prices.

On the whole, we conclude that the three-factor model combined with a three-
regime switching model performs best. It provides the necessary flexibility to
jointly fit the characteristic features of spot and futures prices.

9.2 Future Research

For further research on electricity prices, we see the following different
directions.

First, we might consider a model formulation which provides even more flex-
ibility. Based on the three-factor regime-switching model one might allow for
seasonal risk premia. This would probably allow a better fit of the futures curve
especially in the range of quarterly products. Furthermore, a more realistic de-
scription of the observed spot series could be attained by introducing a Markov
regime-switching process with time-dependent transition probabilities and sea-
sonal spike sizes. Moreover, one can imagine that a weakening of the restrictions
concerning the volatility matrix which enables the modelling of stochastic vola-
tilities could also improve the ability of the model to represent reality. All these
extensions may improve the performance of the model in terms of its ability
to provide a more realistic description of the observed spot and futures price
series. But it comes at the expense of a considerable increase in complexity
when estimating the parameters or using the model for pricing.

Another aspect on which future research could focus is the integration of
peakload futures prices. On the one hand, the estimation routine should be
adapted in such way that both base and peak prices can be used. On the other
hand, it should be assessed whether the proposed model also provides a good
fit of peak prices or whether additional extensions are necessary.
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A third direction of future research lies in the field of application of the
suggested model. The impact of the different model specifications on the results
of derivative pricing should be assessed, whereby the properties of option prices
under these specifications are of particular interest. The implied term structure
of volatility as well as the implied volatility smiles or skews should be analysed
for these instruments.





Appendix A

Derivations

A.1 Derivations for the Basis Model in Section 4.3

A.1.1 Derivation of Equations (4.8) to (4.11)

The dynamics of Xi(t), i = 1, . . . , n, under Q are described by the following
stochastic differential equation

dXi(t) = (µi − φi − κiXi(t))dt+ σidZ̃i(t) . (A.1)

The corresponding dynamics of Xi(t) under P are

dXi(t) = (µi − κiXi(t))dt+ σidZ̃i(t) . (A.2)

To derive the solutions of the SDEs, one can start from the total differential of
d(eκisX(s)) using the product rule

d (eκisXi(s)) = d (eκis)Xi(s) + eκisdXi(s)

= κie
κisdsXi(s) + eκis (µi − φi − κiXi(s)) ds

+ eκisσidZ̃i(s)

= eκis(µi − φi)ds+ eκisσidZ̃i(s) .

(A.3)
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It is known that

eκiTXi(T ) − eκitXi(t) =

∫ T

t

d (eκisXi(s)) . (A.4)

Inserting (A.3) into (A.4) yields

eκiTXi(T ) − eκitXi(t) =

∫ T

t

eκis(µi − φi)ds+

∫ T

t

eκisσidZ̃i(s) ,

which can be reformulated as

Xi(T ) = e−κi(T−t)Xi(t) +

∫ T

t

e−κi(T−s)(µi − φi)ds

+

∫ T

t

e−κi(T−s)σidZ̃i(s)

= e−κi(T−t)Xi(t) +
µi − φi
κi

(

1 − e−κi(T−t)
)

+

∫ T

t

e−κi(T−s)σidZ̃i(s) .

(A.5)

Accordingly, the conditional expectation of Xi(T ) under Q given the informa-
tion up to time t is

EQt [Xi(T )] = e−κi(T−t)Xi(t) +
µi − φi
κi

(

1 − e−κi(T−t)
)

. (A.6)

The SDE under P differ from the SDE under Q only by φi = 0. The conditional
expectation of Xi(T ) under P is

EPt [Xi(T )] = e−κi(T−t)Xi(t) +
µi
κi

(

1 − e−κi(T−t)
)

. (A.7)

To determine the variance of Xi(T ) and the covariances of Xi(T ),Xj(T ),
i, j = 1, . . . , n, one can omit the deterministic parts in (A.5) and evaluate
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the expectation of the product of the stochastic parts

Covt[Xi(T ),Xj(T )]

= E

[

∫ T

t

e−κi(T−s)σidZ̃i(s)

∫ T

t

e−κj(T−r)σjdZ̃j(r)

]

= σiσj

∫ T

t

∫ T

t

e−κi(T−s)−κj(T−r)E[dZ̃i(s)dZ̃j(r)]

= σiσj

∫ T

t

e−(κi+κj)(T−s)ρijds

=
ρijσiσj
κi + κj

(

1 − e−(κi+κj)(T−t)
)

.

(A.8)

A.1.2 Derivation of Equations (4.15) to (4.18)

The futures prices in the basis model are given by

FB(t, T ) = exp
(

g(T ) + αB(T − t) + βB(T − t)′X(t)
)

,

where

αB(T − t) =
n
∑

i=1

µi − φi
κi

(

1 − e−κi(T−t)
)

+
1

2

n
∑

i=1

n
∑

j=1

ρijσiσj
κi + κj

(

1 − e−(κi+κj)(T−t)
)

and

βBi (T − t) = e−κi(T−t) for i = 1, . . . , n .

The SDE of the futures prices can be derived using Ito’s Lemma

dFB(t, T ) =
∂FB

∂t
dt+

n
∑

i=1

∂FB

∂Xi

dXi(t)

+
1

2

n
∑

i=1

n
∑

j=1

∂2FB

∂Xi∂Xj

dXi(t)dXj(t) .

(A.9)
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The necessary partial derivatives are

∂FB

∂t
= FB(t, T )

(

n
∑

i=1

κie
−κi(T−t)Xi(t)

−
n
∑

i=1

(µi − φi)e
−κi(T−t)

− 1

2

n
∑

i=1

n
∑

j=1

ρijσiσje
−(κi+κj)(T−t)

)

,

(A.10a)

∂FB

∂Xi

= FB(t, T )e−κi(T−t) , (A.10b)

∂2FB

∂Xi∂Xj

= FB(t, T )e−(κi+κj)(T−t) . (A.10c)

Inserting the derivatives (A.10) and the dynamics of Xi(t) under Q, (A.1), into
(A.9) yields

dFB(t, T )

= FB(t, T )

(

n
∑

i=1

κie
−κi(T−t)Xi(t)dt−

n
∑

i=1

(µi − φi)e
−κi(T−t)dt

− 1

2

n
∑

i=1

n
∑

j=1

ρijσiσje
−(κi+κj)(T−t)dt

+

n
∑

i=1

e−κi(T−t)
(

(µi − φi − κiXi(t)) dt+ σidZ̃i(t)
)

+
1

2

n
∑

i=1

n
∑

j=1

e−(κi+κj)(T−t)ρijσiσjdt

)

= FB
n
∑

i=1

σie
−κi(T−t)dZ̃i(t) .

(A.11)

Analogously, inserting the dynamics of Xi(t) under P, (A.2), we obtain

dFB(t, T ) = FB(t, T )

(

−
n
∑

i=1

φie
−κi(T−t)dt+

n
∑

i=1

σie
−κi(T−t)dZi(t)

)

. (A.12)

In order to derive the covariance of returns of futures prices with different
maturities, the dynamics of the futures returns under Q are first determined
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using again Ito’s Lemma

d lnFB(t, T ) =
∂ lnFB

∂t
dt+

∂ lnFB

∂FB
dFBt +

1

2

∂2 lnFB

∂ (FB)
2 d
(

FBt
)2

. (A.13)

The partial derivatives are of the form

∂ lnFB

∂t
= 0 , (A.14a)

∂ lnFB

∂FB
=

1

FB(t, T )
, (A.14b)

∂2 lnFB

∂ (FB(t, T ))
2 = − 1

(FB)
2 . (A.14c)

If we insert the partial derivatives (A.14) and the accordant dynamics (A.11)
into (A.12), this yields

d lnFB(t, T ) =
n
∑

i=1

σie
−κi(T−t)dZ̃i(t)

− 1

2

n
∑

i=1

n
∑

j=1

e−(κi+κj)(T−t)ρijσiσjdt .

(A.15)

The returns of the futures prices can then be expressed as

ln
FB(t, T )

FB(t− ∆t, T )
=

∫ t

t−∆t

n
∑

i=1

σie
−κi(T−s)dZ̃i(s)

− 1

2

∫ t

t−∆t

n
∑

i=1

n
∑

j=1

e−(κi+κj)(T−s)ρijσiσjds .

(A.16)
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The covariance of the returns of two futures prices with maturity T1 and T2

can be evaluated as

Cov

[

ln
FB(t, T1)

FB(t− ∆t, T1)
, ln

FB(t, T2)

FB(t− ∆t, T2)

]

= E
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1 − e−(κi+κj)∆t
)

.

(A.17)

A.2 Derivations for the Jump-Diffusion Model in

Section 4.4

A.2.1 Derivations of Equations (4.20) to (4.22)

In the jump-diffusion model, the state variables are described by the following
dynamics under Q

dX1(t) = (µ1 − φ1 − λµJ − κ1X1(t))dt+ σ1dZ̃1(t) + dN(t) , (A.18a)

dXi(t) = (µi − φi − κiXi(t))dt+ σidZ̃i(t) for i = 2, . . . , n , (A.18b)

with dZ̃i(t)dZ̃j(t) = ρijdt. Using the transform derived by Duffie, Pan, &

Singleton (2000), the corresponding futures price can be derived. Thereto,
set

K0;1 = µ1 − φ1 − λµJ ,
K0;i = µi − φi for i = 2, . . . , n ,
K1;i,j = −κi for i = j, else 0 ,
H0;i,j = ρijσiσj for i, j = 1, . . . , n ,

H1;i;j;m = 0 for i, j,m = 1, . . . , n ,
l0 = λ ,

l1(i) = 0 for i = 1, . . . , n .

The jump size J of the Poisson process N(t) is normally distributed under Q
with mean µJ and standard deviation σJ . The according jump transform is
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then

θ(c) = exp(µJc+
1

2
σ2
Jc

2) .

The futures price F J(t, T ) = eg(T )Et[exp(
∑n
i=1Xi(T ))] is completely defined

by Ψϑ given in (4.4) with d0 = 0, d1;i = 0 and ui = 1, i = 1, . . . , n. It can
be evaluated solving the system of ODE’s as described in (4.5) with boundary
conditions A(T ) = 1, Bi(T ) = 0 for i = 1, . . . , n, α(T ) = 0 and βi(T ) = 1 for
i = 1, . . . , n. Since Bi(T ) = 0 and A(T ) = 1, we have Bi(t) = 0 for i = 1, . . . , n
and A(t) = 1. The differential equation for βi(t) is

β̇i(t) = κiβi(t) with βi(T ) = 1 ,

and its solution is

βi(T − t) = e−κi(T−t) .

For α(t) we get the following differential equation

α̇(t) = (−µ1 + φ1 + λµJ)β1(t) −
n
∑

i=2

(µi − φi)βi(t)

− 1

2

n
∑

i=1

n
∑

j=1

ρijσiσjβi(t)βj(t)

− λ

(

exp

(

µJβ1(t) +
1

2
σ2
J(β1(t))

2

)

− 1

)

with α(T ) = 0 and the solution

α(T − t) =

n
∑

i=1

µi − φi
κi

(

1 − e−κi(T−t)
)

− λµJ
κ1

(

1 − e−κ1(T−t)
)

+
1

2

n
∑

i=1

n
∑

j=1

ρijσiσj
κi + κj

(

1 − e−(κi+κj)(T−t)
)

+ λ

∫ T

t

(

exp

(

µJe
−κ1(T−s) +

1

2
σ2
Je

−2κ1(T−s)

)

− 1

)

ds .
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A.2.2 Derivations of Equations (4.23) to (4.25)

To derive the dynamics of the futures prices, one can use the Ito formula for
jump-diffusion processes; see for example Cont & Tankov (2004). It yields

dF J(t, T ) =
∂F J

∂t
dt+

n
∑

i=1

∂F J

∂Xi
dXi(t)

+
1

2

n
∑

i=1

n
∑

j=1

∂2F J

∂Xi∂Xj

dXi(t)dXj(t) + dNF (t) .

(A.19)

The partial derivatives are of the form

∂F J

∂t
= F J(t, T )

(

n
∑

i=1

κie
−κi(T−t)Xi(t) −

n
∑

i=1

(µi − φi)e
−κi(T−t)

− 1

2

n
∑

i=1

n
∑

j=1

ρijσiσje
−(κi+κj)(T−t) + λµJe

−κi(T−t)

− λ

(

exp

(

µJe
−κ1(T−t) +

1

2
σ2
Je

−2κ1(T−t)

)

− 1

)

)

,

(A.20a)

∂F J

∂Xi

= F J(t, T )e−κi(T−t) , (A.20b)

∂2F J

∂Xi∂Xj

= F J(t, T )e−(κi+κj)(T−t) . (A.20c)

Notice that exp
(

µJe
−κ1(T−t) + 1

2σ
2
Je

−2κ1(T−t)
)

exactly corresponds to

E
[

exp(e−κ1(T−t)J)
]

. Inserting the derivatives (A.20) and the accordant dy-
namics (A.18) into (A.19) yields for the dynamics of the futures prices under
the martingale measure Q

dF J(t, T ) = F J(t, T )

(

n
∑

i=1

σie
−κi(T−t)dZ̃i(t)

− E
[

exp
(

e−κi(T−t)J
)

− 1
]

λdt+ dNF (t)

)

.

(A.21)
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NF (t) is a jump process with jump intensity λ and jump size JF . JF is
determined by the difference in the futures price caused by the jump in X1(t)

JF = exp

(

g(T ) + αJ (T − t) + βJ1 (T − t)(X1(t) + J) +

n
∑

i=2

βJi (T − t)Xi(t)

)

− exp

(

g(T ) + αJ(T − t) +

n
∑

i=1

βJi (T − t)Xi(t)

)

= exp

(

g(T ) + αJ (T − t) +

n
∑

i=1

βJi (T − t)Xi(t)

)

(

exp
(

βJ1 (T − t)J
)

− 1
)

= F J(t, T, J = 0)
(

exp
(

βJ1 (T − t)J
)

− 1
)

.

The Poisson process NF (t) for the futures price F J(t, T ) is hence perfectly
functionally dependent on the Poisson process N(t) for the state variable X1(t).

A.3 Minimisation of Σt|t with respect to Kt

It is required to choose the matrix Kt to minimise the trace of the estimation
error covariance matrix Σt|t. Its derivative is given by

∂ Tr(Σt|t)

∂Kt

=
∂

∂Kt

Tr
(

Σt|t−1 −KtBtΣt|t−1 − Σt|t−1B
′
tK

′
t

+ KtBtΣt|t−1B
′
tK

′
t +KtHtK

′
t

)

.

Since the trace of a matrix is a linear operator and the trace of a square matrix
is the same as the trace of its transpose, the derivative of the trace of Σt|t with
respect to Kt can be written in the form

∂ Tr(Σt|t)

∂Kt

=
∂ Tr(Σt|t−1)

∂Kt

− 2
∂ Tr(KtBtΣt|t−1)

∂Kt

+
∂ Tr(KtBtΣt|t−1B

′
tK

′
t)

∂Kt

+
∂(KtHtK

′
t)

∂Kt

.

Using the following rules of derivation (see for example Petersen &

Pedersen (2007))

∂ Tr(XA)

∂X
= A′ ,

∂ Tr(XAX ′)

∂X
= XA′ +XA ,
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one obtains

∂ Tr(Σt|t)

∂Kt

= −2Σt|t−1B
′
t + 2KtBtΣt|t−1B

′
t + 2KtHt .

For the trace of Σt|t to be a minimum, we set the derivative to zero, which gives

Kt = Σt|t−1B
′
t(BtΣt|t−1B

′
t +Ht)

−1 .

A.4 Derivations for the Interval Futures Prices of the

Basis Model in Equation 5.42

The interval futures prices can be approximated by

lnF (t,T a ,T e) ≈ ln

(

1

T e − T a

∫ T
e

Ta

eg(s)ds

)

+
1

T e − T a

·
(

∫ T
e

Ta

αB(s− t)ds+

∫ T
e

Ta

βB(s− t)′dsX(t)

)

,

(A.22)

where αB and βB are given in (4.13) and (4.14). Inserting them yields

lnFB(t,T a ,T e)

≈ ln

(

1

T e − T a

dT
a,e

∑

s=1

exp (g(T a + s∆t)) ∆t

)

+
1

T e − T a

(

n
∑

i=1

∫ T
e

Ta

µi − φi
κi

(

1 − e−κi(s−t)
)

ds

+

n
∑

i=1

n
∑

j=1

∫ T
e

Ta

ρijσiσj
κi + κj

(

1 − e−(κi+κj)(s−t)
)

ds

+
n
∑

i=1

∫ T
e

Ta

e−κi(s−t)Xi(t)ds

)

.

(A.23)

In case κi = 0, the following limit cases can be used

lim
κi→∞

(

e−κi(T−t)
)

= 1 ,

lim
κi→∞

(

1

κi

(

1 − e−κi(T−t)
)

)

= (T − t) ,
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where the l’Hopital rule has been applied. If we solve the integrals, it leads to

lnF (t,T a ,T e)

= ln

(

1

T e − T a

dT
a,e

∑

s=1

exp (g(T a + s∆t)) ∆t

)

+
1

T e − T a

(

αBI (t,T a ,T e) + βBI (t,T a ,T e)′X(t)
)

,

(A.24)

where

αBI (t,T a ,T e)

=

n
∑

i=1

sgn(|κi|)
µi − φi
κi

(

(T e − T a) +
1

κi

(

e−κi(T
e−t) − e−κi(T

a−t)
)

)

+
n
∑

i=1

(1 − sgn(|κi|))(µi − φi)

(

1

2

(

(T e)2 − (T a)2
)

− t(T e − T a)

)

+
1

2

n
∑

i=1

n
∑

j=1

sgn(|κi| + |κj |)
ρijσiσj
κi + κj

·
(

(T e − T a) +
1

κi + κj

(

e−(κi+κj)(T
e−t) − e−(κi+κj)(T

a−t)
)

)

+
1

2

n
∑

i=1

n
∑

j=1

(1 − sgn(|κi| + |κj |))ρijσiσj

·
(

1

2

(

(T e)2 − (T a)2
)

− t(T e − T a)

)

and for i = 1, . . . , n

βBI

i (t,T a ,T e) =

{

− 1
κi

(

e−κi(T
e−t) − e−κi(T

a−t)
)

for κi 6= 0 ,

(T e − T a) for κi = 0 .

The covariance of returns of two futures prices with different delivery periods
[T a

t;v ,T
e
t;v ] and [T a

t;u ,T
e
t;u ] can be derived considering the stochastic part of the

SDE of the interval futures prices

d lnFB(t,T a ,T e)

= . . . · dt+

n
∑

i=1

∂ lnFB

∂Xi

σidZ̃i(t)

= . . . · dt− 1

T e − T a

n
∑

i=1

1

κi

(

e−κi(T
e−t) − e−κi(T

a−t)
)

σidZ̃i(t) .

(A.25)
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For two futures price FB(t,T a
t;v ,T

e
t;v ) and FB(t,T a

t;u ,T
e
t;u), it is

Cov

[

ln
FB(t,T a

t;v ,T
e
t;v )

FB(t− ∆t,T a
t;v ,T

e
t;v )

, ln
FB(t,T a

t;u ,T
e
t;u)

FB(t− ∆t,T a
t;u ,T

e
t;u)

]

= E

[

∫ t

t−∆t

n
∑

i=1

1

T e
t;v − T a

t;v

σi
κi

(

e−κi(T
e

t;v−s) − e−κi(T
a

t;v−s)
)

dZ̃i(s)

·
∫ t

t−∆t

n
∑

j=1

1

T e
t;u − T a

t;u

σj
κj

(

e−κj(T
e

t;u−r) − e−κj(T
a

t;u−r)
)

dZ̃j(r)





=

∫ t

t−∆t

∫ t

t−∆t

n
∑

i=1

n
∑

j=1

1

T e
t;u − T a

t;u

σi
κi

1

T e
t;v − T a

t;v

σj
κj

·
(

e−κj(T
e

t;u−r) − e−κj(T
a

t;u−r)
)(

e−κi(T
e

t;v−s) − e−κi(T
a

t;v−s)
)

E
[

dZ̃i(r)dZ̃i(s)
]

=

n
∑

i=1

n
∑

j=1

1

(T e
t;u − T a

t;u)(T e
t;v − T a

t;v )

ρijσiσj
κiκj

·
∫ t

t−∆t

(

e−κi(T
e

t;u−s) − e−κi(T
a

t;u−s)
)(

e−κj(T
e

t;v−s) − e−κj(T
a

t;v−s)
)

ds

=
n
∑

i=1

n
∑

j=1

1

(T e
t;u − T a

t;u)(T e
t;v − T a

t;v )

ρijσiσj
κiκj

·
(

e−κiT
e

t;u − e−κiT
a

t;u

)(

e−κjT
e

t;v − e−κjT
a

t;v

)

∫ t

t−∆t

e(κi+κj)sds

=

n
∑

i=1

n
∑

j=1

1

(T e
t;u − T a

t;u)(T e
t;v − T a

t;v )

ρijσiσj
κiκj

·
(

e−κiT
e

t;u − e−κiT
a

t;u

)(

e−κjT
e

t;v − e−κjT
a

t;v

) 1

κi + κj

(

1 − e−(κi+κj)∆t
)

.
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A.5 Pilipovic Model

The two-factor Pilipovic (1997) model under P is

dSUnd(t) = α
(

Lt − SUndt

)

dt+ SUndt σdW1(t) ,

dL(t) = µLtdt+ LtψdW2(t) ,

dW1(t)dW2(t) = 0 ,

S(t) = SUnd(t)βA cos(2π(t− tA)) + βSA cos(4π(t− tSA)) ,

where

S Spot price,
SUnd Underlying spot price value,
L Equilibrium price,
t Time of observation,
α Rate of price mean reversion,
σ Volatility,
µ Drift of the long-term equilibrium price,
ψ Volatility of the long-term equilibrium price,
dW1 Random stochastic variable defining the randomness

in the spot prices,
dW2 Random stochastic variable defining the randomness

in the equilibrium prices,
βA Annual seasonality parameter,
tA Annual seasonality centering parameter,
βSA Semiannual seasonality parameter,
tSA Semiannual seasonality centering parameter.
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